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ABSTRACT

MACHINE LEARNING FOR LARGE-SCALE CYBER-PHYSICAL SYSTEMS

Damian Owerko

Alejandro Ribeiro

Directly training deep learning models for applications in large-scale cyber-physical systems can

be intractable due to the large number of components and decision variables. Instead, we focus

on exploiting spatial symmetries in systems by designing size-generalizable architectures. Once

trained on small-scale examples, such architectures exhibit equivalent or comparable performance

on large-scale systems. The first example we consider is a fully convolutional neural network, for

which we prove a bound that guarantees generalization performance. We demonstrate generaliz-

ability empirically with applications to multi-target tracking and mobile infrastructure on demand.

Next, we introduce a novel spatial transformer architecture, designed with two key properties in

mind: shift-equivariance and locality. To provide these properties, the proposed architecture uses

rotary positional encodings and spatially windowed attention. Our experiments in two distributed

collaborative multi-robot tasks show that these design features are sufficient for size generalizabil-

ity. Moreover, we demonstrate that the spatial transformer architecture is capable of decentralized

execution, is robust to communication delays, can generalize to unseen tasks, and outperforms the

previous state-of-the-art decentralized architecture in coverage control. Finally, we refocus on a par-

ticularly challenging optimization problem in power systems: optimal power flow. By appropriately

formulating the Lagrangian dual problem, we can train graph attention networks with improved

optimality and feasibility. Additionally, we show that after tuning the hyperparameters on one

power system, the training performance can be reproduced on new power systems without further

hyperparameter tuning.
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CHAPTER 1

Introduction

Modern cyber-physical systems are composed of increasingly many interconnected components. As

the scale of such systems grows and the number of decision variables increases, decision-making

becomes signi�cantly more challenging. Even machine learning, which has emerged as a powerful

tool for decision-making in complex systems, becomes computationally intractable at a su�ciently

large scale. Instead of training a model directly on a large-scale system, we can appropriately design

a size-generalizable model so that it is performant at scale after training on a small-scale proxy. In

this dissertation, we demonstrate that in spatially symmetric systems, locality and shift-equivariance

are key properties for a model to be size generalizable.

The notions of graph neural network transferability and generalizability are active research areas.

Processing of data over graphs is rigorously studied in the �eld of graph signal processing (GSP),

which was established over a decade ago by the seminal works of [2�5]. The GSP framework pro-

vides a mathematical foundation for de�ning concepts from classical signal processing, such as

convolutional �lters and discrete Fourier transforms over graphs [5]. Much like traditional convo-

lutions, graph convolutions can be used to de�ne graph convolutional networks within the GSP

framework [6�8]. Over the past �ve years, there has been a surge of interest in studying graph

neural networks' (GNNs) transferability and generalizability properties. Gama et al. [9] provide

a Lipschitz norm for the stability of GNNs to perturbations of the graph structure. This notion

of stability considers a perturbation of a single graph. While it provides a theoretical intuition

for generalizability, it does not directly provide a bound on the generalization performance. Ruiz

et al. [10, 11] consider sequences of graphs that converge to a graphon and prove a generalization

bound between elements thereof. Alternatively, Wang et al. [12�14] take a di�erent approach by

considering graphs as samples from an underlying manifold and consider the theoretical properties

of convolutions on manifolds with a Laplace-Beltrami operator. This allows them to study the

performance of the GNN in terms of approximating the theoretical manifold neural network. The

1



graphon and manifold approaches provide generalization bounds for generalizing between graphs of

di�erent coarseness.

As a result, a lot of experimental work has focused on the performance of GNN on �ne-grained graphs

after training on coarser graphs. Experiments in [10] consider graphs from recommendation systems

and citation networks and consider the performance di�erence when evaluating random subgraphs

of di�erent sizes. In [15], the authors consider a multi-robot exploration task with a �xed area

but a varying number of robots. Similarly, in [13], the experiments use variable resolution graphs

representing 2D occupancy and surfaces of 3D models. In contrast, the type of generalization that

this dissertation focuses on is spatial size generalization, where the model is trained on a small spatial

window of the system and deployed on a larger spatial window. For example, in [16], the authors

consider a multi-robot path�nding problem and demonstrate GNN spatial generalization from tasks

on a small area with 10 agents to a proportionally larger area with 50 agents. GNNs have also been

shown to generalize well spatially in multi-robot coverage control tasks [17,18]. However, iterative

local computations introduce architectural bottlenecks that limit the performance of GNNs: over-

smoothing and over-squashing.Over-smoothingcan lead to performance degradation for multi-layer

GNNs [19]. Over-squashingis the observation that GNNs struggle with transmitting information

across multiple hops [20].

Given these limitations, we depart from the GNN framework in this dissertation and consider

alternative architectures capable of solving cyber-physical system tasks with size generalization.

In Chapter 1, we consider convolutional neural networks (CNN), an architecture most commonly

associated with translational symmetries. CNNs are commonly used in computer vision tasks such

as semantic segmentation [21], object detection [22, 23], and visual tracking [24]. CNNs are a

natural choice of architecture for images with a lot of local structure due to their shift-equivariance.

Madala et al. [25] use the shift-equivariance and locality of CNNs to show that training CNNs

on large images is theoretically approximately equivalent to training on small patches thereof. A

recent caveat to shift-equivariance of CNNs is the observations that architectures with resampling

layers are not strictly shift-equivariant [26, 27]. In practice, this is only true for small shifts, and,
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as we show in Chapter 1, it does not prevent CNNs from being size-generalizable. We demonstrate

theoretically that CNNs trained on small windows of stationary signals can generalize to much

larger windows without retraining. We prove a bound on the generalization performance and derive

a condition under which there is no degradation in loss. Then, we demonstrate applications of

CNNs to multi-target tracking and mobile infrastructure on demand by reinterpreting those tasks

as image-to-image prediction tasks. Our experiments show that CNNs trained on scenarios with

fewer than ten agents can e�ectively handle hundreds of agents.

In Chapter 3, we introduce the Multi-Agent Spatial Transformer (MAST), a novel architecture de-

signed for distributed and collaborative multi-robot systems (DCMRS). Collaborative multi-robot

systems enable the execution of tasks that would otherwise be infeasible or ine�cient with a sin-

gle robot in large environments and time-critical applications. Multi-robot systems, in particular

uncrewed aerial vehicles (UAVs) and ground mobile robots, have been deployed in a wide range of

tasks including warehouse automation [28], environmental monitoring [29], search and rescue [30],

and exploration [31]. In decentralized systems, no robot has the cumulative state of the entire

system. Any solution must provide each robot with the following two capabilities [18]: compute

what messages to communicate with nearby agents, andhow to take action by incorporating the

information received from other agents with one's observations.

The proposed transformer architecture addresses several issues with the CNN approach from Chap-

ter 2, while remaining size-generalizable and admitting an e�cient decentralized implementation.

The CNN approach requires the system's state to be representable by an image. For multi-robot

systems, and for that instance, most cyber-physical systems, this is not a natural representation.

We perform extensive experiments on two established DCMRS tasks:decentralized assignment and

navigation (DAN) and coverage control. The DAN experiments show that shift-equivariant posi-

tional encodings and spatial windowing of attention are necessary for size generalization. In the

context of the coverage control task, the architecture maintains desirable properties such as local

computations, shift-equivariance, and permutation equivariance while overcoming the limitations of

traditional graph neural networks in handling many-hop communication.
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Chapter 4 introduces a novel approach to optimal power �ow (OPF) using graph attention networks

(GATs) and a new pointwise Lagrangian dual approach to training. Optimal power �ow is a critical

problem in power systems, necessary for operating the system e�ciently and reliably [32,33]. OPF

is an NP-hard non-convex optimization problem [34], but there are optimization-based methods

that can solve it reliably and quickly � with the use of parallel computing [35�38]. Nevertheless,

machine learning approaches to OPF are of continued research interest to further reduce OPF

runtime [39�44]. Generalizability across power systems is a highly desired property for learning-

based approaches to OPF. For example, to eliminate the need for retraining when the topology of

the power system changes and to reduce the training cost for large power systems. Currently, the

generalizability of deep learning models for OPF is limited to topology-adaptivity [8,44,45], where

a model can only tolerate removals or additions of single lines. However, there have been some calls

for a more concerted e�ort to develop foundation models for power systems [46,47], that would be

able to solve in general, not just a single power system. Recent works have shown a strong GSP

theory foundation for using GNNs for power systems [48,49].

Hence, in Chapter 4, we focus on leveraging GATs for OPF and compare di�erent training method-

ologies: two supervised methods and three Lagrangian dual-based unsupervised methods. We for-

mulate a Lagrangian dual problem with unique multipliers for each sample in the training dataset.

This is in contrast to most prior approaches, which use a single set of Lagrange multipliers, shared

across dataset samples. We show empirically that training with pointwise multipliers, on each

dataset sample, o�ers improved optimality and feasibility. Additionally, we show that after tuning

the hyperparameters on one power system, the training performance can be reproduced on new

power systems without further hyperparameter tuning.
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CHAPTER 2

GENERALIZABILITY OF CONVOLUTIONAL NEURAL NETWORKS IN

STATIONARY LEARNING TASKS

This chapter was previously preprinted1online as Damian Owerko, Charilaos I. Kanatsoulis, Jennifer

Bondarchuk, Donald J. Bucci Jr, and Alejandro Ribeiro. Transferability of Convolutional Neural

Networks in Stationary Learning Tasks, July 2023. My contributions are the theoretical analysis, the

design of the convolutional neural network architecture, the training and evaluation of the model,

and the writing of the manuscript.

2.1. Introduction

Recently, we have seen rapid advancements in deep learning, which produced state-of-the-art results

in a wide range of applications [52�54]. Increasingly powerful hardware [52, 53] enables processing

larger datasets [55] and training more complex models. As a result, model training has become

costly [56, 57] making training e�ciency increasingly important. Training on small tasks and then

scaling up can be a way to boost e�ciency. We refer to this approach assize generalization.

In particular, we focus on the size generalizability of convolutional neural networks (CNNs). They

are one of the most popular deep learning architectures [53], especially for image classi�cation [58].

Though initially used for image processing, they have proven useful for a wide variety of other signals

such as text, audio, weather, ECG data, tra�c data, and many others [53,59,60]. Despite the recent

increased interest in transformer-based models [54], convolutions continue to play an important role

under the hood of novel architectures. For example, the autoencoder in latent di�usion models [61]

is fully convolutional [62].

Size generalization is related to transfer learning, which is a set of methodologies that exploit

knowledge from one domain to another [63, 64]. The works in [65, 66] taxonomize a wide range of

transfer learning approaches. One common transfer learning approach isparameter transfer, where a

model is pre-trained to perform one task and then some or all of its parameters are reused for another
1Elements of the preprinted manuscript also appeared in conference proceedings [1,51].
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task. For example, the work in [67] employs parameter transfer to improve CNN performance on

medical images by pre-training on ImageNet. Size generalization is similar to parameter transfer,

but the task does not change, only its scale. Therefore, it o�ers the opportunity to solve large-scale

problems with lightweight training.

Recent studies have examined the size generalizability of several architectures. In transformer-based

language models, this property is desirable because training transformers with large context sizes

can be excessively slow and memory-intensive [68, 69]. In the context of graph neural networks,

training on small graphs and generalizing to larger graphs is a promising approach that has been

explored both theoretically and experimentally [10, 15, 70]. However, size generalization has been

largely untapped for CNNs, with a few exceptions; [25] shows that training on CIFAR can be

decomposed into training on smaller patches of images.

In this paper, we �ll this gap and study the size generalizability of CNNs. We focus on supervised

learning tasks where the input-output pairs are spatially jointly stationary. Note that many machine

learning tasks are stationary to some extent. For instance, in image segmentation, if the input

image is translated, the output will move accordingly. Other systems exhibit this phenomenon,

including �nancial [71], weather [72], and multi-agent systems [51]. Even some non-stationary

signals exhibit some degree of local stationarity [73,74]. Intuitively, since CNNs are shift-equivariant,

they can leverage stationarity and should be capable of size generalization on stationary and quasi-

stationary signals. To formalize this intuition, we prove a bound on the generalization error of a

fully convolutional model when trained on small windows of the jointly stationary input and output

signals. Our analysis indicates that such a model can be deployed on arbitrarily large windows of

such signals, with low performance degradation.

To support this analysis, we conduct numerical experiments where we train a CNN on a small

version of a spatial problem and evaluate the generalizability to a much larger problem, without

re-training. We report our results on two tasks: multi-target tracking [75] and mobile infrastructure

on demand [76,77]. In both problems, the inputs and outputs are �nite sets, which we reinterpret

as image-to-image tasks. We describe our methodology in detail to show how it can be applied to
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a broader class of spatial problems. Overall, our contributions can be summarized as follows.

(C1) We prove a bound for the generalization error of a CNN trained on narrow signals and tested

on much wider signals, drawn from the same stationary distribution.

(C2) We demonstrate the e�ectiveness of this strategy in multi-target tracking and mobile infras-

tructure on demand.

2.2. Learning to process stationary signals

The following is a common machine learning (ML) problem that becomes challenging when signals

have in�nite support. Given an input-output signal pair (X; Y ), the task is to �nd a model � (�)

that minimizes the mean squared error (MSE) between� (X ) and Y . Let X and Y be random

functions of a vector parametert 2 Rd, which can represent time (ford = 1 ), space (ford � 3), or

an abstract d-dimensional space. If the signals have �nite support with width T, we can write the

MSE as

L 1(� ) = E

"
1

Td

Z

Cd
T

j� (X )( t ) � Y (t )j2dt

#

; (2.1)

where � (X )( t ) is the output of the model at t and Cd
T is an open set of the points inRd within

a T-wide hypercube, centered around the origin. In Equation (2.1), the integral is normalized by

the volume of the T-wide hypercube. However, to accommodate signals with in�nite support, we

rede�ne the loss function to:

L 2(� ) = lim
T !1

E

"
1

Td

Z

Cd
T

j� (X )( t ) � Y (t )j2dt

#

: (2.2)

Equation (2.2) considers the limit of Equation (2.1) asT ! 1 . Section 2.2 will introduce assump-

tions to ensure convergence.

This paper explores how to solve the problem of minimizing Equation (2.2). Numerically evaluating

and minimizing it is intractable in general. To overcome this limitation, Section 2.2.3 shows that if

� (�) is a CNN trained on small windows of the signals, thenL 2(� ) is bounded by a function of the

training loss. Additionally, we derive a condition under which L 2(� ) is less than or equal to the
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training loss.

To accomplish this X; Y are modeled as jointly stationary random signals and the output of the

CNN � (X ) is analyzed. Before this analysis is presented in Section 2.2.3, the following sections

de�ne stochastic processes, stationarity, and CNNs.

2.2.1. Jointly Stationary Stochastic Processes

We focus on continuous stationary stochastic processes with a multidimensional index. In this

context, a stochastic process [78�80] is a family of random variablesf X (t )gt 2 Rd indexed by a

parameter t 2 Rd. One of the key assumptions in the analysis is joint stationarity between signals

X and Y . Two continuous random signals are jointly stationary if all their �nite joint distributions

are shift-invariant.

De�nition 1. Consider two real continuous stochastic processesf X (t )gt 2 Rd and f Y (t )gt 2 Rd . The

two processes are jointly stationary if and only if they satisfy(2.3) for any shift � 2 Rd, non-negative

n; m 2 N0, indices t i ; si 2 Rd, and Borel sets of the real lineA i ; B i .

P(X (t 1) 2 A1; :::; X (t n ) 2 An ; Y (s1); :::; Y (sm ) 2 Bm )

= P(:::; X (t n + � ) 2 An ; :::; Y (sm + � ) 2 Bm )
(2.3)

Modeling X and Y as jointly stationary stochastic processes ind-dimensions has practical appli-

cations in many domains. Numerous signals can be represented by stationary or quasi-stationary

processes. Examples include signals in �nancial [71], weather [72], sensor network [81] and multi-

agent systems [51]. Therefore, understanding the performance of ML models for stationary signal

processing has widespread importance. CNNs are of particular interest because they admit transla-

tional symmetries similar to jointly stationary signals. The following analysis attempts to demystify

their performance and broaden our knowledge of how to train CNNs e�ciently.

2.2.2. Convolutional Neural Networks

CNNs are versatile architectures, heavily used to minimize Equation (2.1) � typically to perform

image processing. A CNN is a cascade of non-linear functions, called layers. The output of thel th
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layer is de�ned recursively:

x l (t ) = �
� Z

Rd
hl (s)x l � 1(t � s)ds

�
: (2.4)

At each layer, the output x l is obtained by convolving the previous output x l � 1 by a function hl

and applying a pointwise nonlinearity � . As the name suggests, convolution operations are the

cornerstone of the architecture. They are the key to exploiting spatial symmetries, since they are

shift-equivariant. The CNN has L layers and is parametrized by a set of functionsH = f h1; :::; hL g,

also known as parameters. Let

� (X ; H)( t) := xL (t) (2.5)

represent a CNN with output xL and input x0 := X . Equation (2.2) can be rewritten as a function

of these parameters.

L 1 (H ) = lim
T !1

E

"
1

Td

Z

Cd
T

j� (X ; H)( t ) � Y (t )j2dt

#

(2.6)

In general, evaluating (2.6) is as challenging as evaluating (2.2), but the following two assumptions

make this possible. First, the input and output signals have a stationary property. Second, the

model � is a CNN. The next section presents our main theoretical result, which discusses how the

CNN can be e�ciently trained on narrow signal windows but evaluated on arbitrarily wide signals

without sacri�cing performance.

2.2.3. Training on a window

Instead of minimizing (2.6) directly, we propose to train the CNN on narrow windows of the signals

X; Y . In particular, we can rewrite (2.6) to consider a unit window over the signals, withT = 1 .

L u (H ) = E

" Z

Cd
1

j� (uA � X ; H )( t ) � Y (t )j2dt

#

(2.7)

In Equation 2.7, u s(t ) := 1(t 2 Cd
s ) is an indicator function that is equal to one whenevert is within

a s-wide hypercube. The symbol� denotes a pointwise product so that(uA � X )( t ) = uA (t )X (t ).
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Minimizing Equation (2.7) is equivalent to learning a model betweenuA � X and u1 � Y . These

are windowed versions of the original signals, with window widthsA and 1, respectively. We

will only consider A � 1 so that the input is wider than the output of the CNN. Most practical

CNN architectures either shrink their input width or keep it constant because padding at each

convolutional layer introduces boundary e�ects.

Unlike for Equation (2.6), the problem of minimizing Equation (2.7) can be readily solved nu-

merically because the inputs and outputs have �nite support. Therefore, optimizing the set of

parametersH with respect to L u is possible in practice using stochastic gradient descent, as shown

in Sections 2.5 and 2.6. Note that we restrict our attention to windows of unit width. This is

without loss of generality because the domain can be arbitrarily rescaled. In practice, the window

sizes can be chosen to maximize training performance.

To summarize, we want to �nd a model � (X ; H) that approximates a map fromX to Y , as described

by the loss functionL 1 (H ). However, minimizing L 1 (H ) is challenging, especially when the signals

involved are large-scale. Instead, we propose to train the CNN model usingL u (H ), which is easy

to compute. Our proposed approach is theoretically justi�ed by our novel theoretical analysis that

provides an upper bound onL 1 as a function ofL u :

L 1 (Ĥ ) � f (L u (Ĥ )) : (2.8)

To derive this bound, let Ĥ be a set of parameters with associated windowed lossL u (Ĥ ), which

can be obtained by minimizing Equation (2.7). Given the following assumptions, we show thatĤ

performs comparatively well on signals with in�nite support � in terms of Equation (2.6).

Assumption 1. The random signalsX and Y are jointly stationary following De�nition 1.

In many important application domains, signals are at least approximately stationary, which makes

our result directly applicable to these cases. More broadly, even when this assumption is not

satis�ed, the following analysis will provide theoretical intuition about CNN performance.
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Assumption 2. The model� (X ; H) is a convolutional neural network as de�ned by Equation(2.4)

with a parameter setH .

Given that the signals under consideration are stationarity, it is appropriate to use a convolutional

model, which is shift equivariant and can exploit translational symmetries. Assumptions 1 and 2

are the two keys to our analysis. The remaining assumptions are very mild and typical for model

analysis.

Assumption 3. The stochastic processesX and Y are bounded so thatjX (t )j < 1 and jY (t )j < 1

for all t 2 Rd.

Signals being bounded is a su�cient condition for the existence and �niteness of the limit in Equation

(2.6). The magnitude of the bound is inconsequential to the �nal result.

Assumption 4. The �lter functions hl 2 H are continuous with a �nite width K . That is hl (t ) = 0

for all t =2 [� K=2; K=2]d.

Assumption 5. The �lters have �nite L1 norms jjhl jj1 � 1 for all hl 2 H .

Assumptions 4 and 5 are satis�ed in typical CNN implementations, since the CNN �lters are �nite

in practice.

Assumption 6. The nonlinearities � (�) are normalized Lipschitz continuous, so that� (0) = 0 and

the Lipschitz constant is equal to 1. Mathematically, this means thatj� (x) � � (y)j � j x � yj for any

x; y 2 R.

Note that the majority of pointwise nonlinear functions used in deep learning, e.g., ReLU, Leaky

ReLU, hyperbolic tangent, are normalized Lipschitz for numerical stability.

Under these assumptions, Theorem 1 provides a bound on the generalization errorL 1 of a CNN

trained on a �nite window and tested on an in�nite window.

Theorem 1. Let Ĥ be a set of �lters that achieves a cost ofL u (Ĥ ) on the windowed problem
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as de�ned by Equation (2.7) with an input width A and output width 1. Under Assumptions 1-6,

the associated costL 1 (Ĥ ) on the original problem as de�ned by Equation(2.6) is bounded by the

following.

L 1 (Ĥ ) � L u (Ĥ ) + E
�
X (0)2�

C +
q

L u (Ĥ )E [X (0)2] C (2.9)

C = H 2 max
�

0; [1 + LK ]d � Ad
�

(2.10)

In (2.9), H =
Q L

l jjhl jj1 is the product of all the L1 norms of the CNNs �lters,L is the number of

layers, and K is the width of the convolutional �lters.

The proof is provided in Appendix A.1. The derivation exploits shift-equivariance of CNNs, which

preserve joint stationarity of the signals. Theorem 1 shows that minimizingL 1 can be approximated

by minimizing L u . The maximum deterioration in performance is bounded by a quantity that is

a�ected by the variance of the input signal, the number of layers, the �lter widths, and the size

of the input and output windows. The inequality in (2.9) reduces to L 1 (Ĥ ) � L u (Ĥ ) whenever

A � 1 + LK . In this special case, the output becomes una�ected by padding, which explains the

last two terms on the right-hand side of (2.9).

2.3. Representing Sparse Problems as Mixtures

CNNs are well suited to processing images or, more generally, multidimensional signals. In various

spatial problems [51,76,77], the decision variables are �nite sets of real vectors with random cardi-

nality, such as X = f x 2 Rdg. Therefore, in this section we propose a method to represent sets of

vectors such asX by multidimensional signals X (t ; X ) : Rd 7! R.

Representing the sets by a superposition of Gaussian pulses is an intuitive approach. Speci�cally,

X (t ; X ) :=
X

x 2X

(2�� 2
X ) � 1 exp(�

1
2� 2

X
jj t � x jj2

2): (2.11)

where there is one pulse with variance� 2
X for each element in the set. The second image in Figure 2.1

exempli�es this.
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Figure 2.1: Example 2D signals from multi-target tracking; see Section 2.5 for a full problem
description. (Sensor Measurements)�Zn represents the measurements made by the sensors in one
time-step � their positions are marked in red. The sensors are modeled as range-bearing with
additive noise; therefore, in Cartesian coordinates, the distribution has a distinct curved ellipsoid
shape. This example was cherry-picked to show multiple sensors in the 1km2 area. In simulations,
the sensors can be up toR meters outside the region of interest.(Target Positions) : X n represents
the ground truth positions of all the targets. (CNN Output) : � ( �Zn ; Ĥ ) is the output of the trained
CNN. The CNN is trained to approximate the target positions image, given the pastK sensor
measurement images.
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This approach can be made more general by incorporating additional information about the distri-

bution of the set. Assume that each elementx 2 X is a sample from a distribution that depends

on t . The density function g(x j t ) describes this dependence. For example, whenx is a noisy

measurement of some underlying quantityg(x j t ) describes the likelihood of samplingx given t as

the ground truth. There could exist multiple sensors making measurements, each with a di�erent

density function gi (x j t ). Denote x i 2 X to make it clear that each element inX is associated with

some density functiongi . Therefore, the intensity function X (t ; X ) can be written as a sum over

these densities:

X (t ; X ) :=
X

x i 2X

gi (x i jt ): (2.12)

The function gi is sometimes known as ameasurement model. In the �rst image in Figure 2.1, the

measurements contain noise applied in polar coordinates around sensors. This results in an arc-

shaped distribution. Notice that (2.11) is a special case (2.12) when the distribution is Gaussian.

In practice, we window and discretize the intensity functionX (t ; X ). The function is windowed to

width T around zero and sampled with resolution� . This produces ad-dimensional tensorX 2 RN d

with width N = b�T c along each dimension. Similarly, given a set,Y = f y 2 Rdg we construct a

tensor Y 2 RN d
. This allows training a CNN to learn a mapping betweenX and Y .

To summarize, our original problem was to model the relationship betweenX and Y. These are

random sets, and we assume that there exists a dataset of their realizations. We can represent each

pair in this dataset as tensorsX and Y . Therefore, we can use a CNN to learn a map between

these tensors. Hopefully, we �nd parameters so thatŶ := � (X ; H) are close toY . However, we

also need a method to recover an estimate ofY from Ŷ , the output of our CNN.

To achieve this, we propose the following approach. Assume thatY is constructed by using Equation

(2.11) and discretizing; this is the case in our experiments. Notice that the L1 norm of the output

image jjY (t ; Y)jj1 = jYj is equal to the cardinality of Y, by construction. If during discretization

we preserve the L1 norm, thenY has a similar property for all elements ofY within the window. If

CNN training is successful, thenŶ will retain this property. Since we know the number of Gaussian
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components, we can use k-means clustering or �t a Gaussian mixture via expectation maximization.

In our implementation, we use the subroutines provided by Scikit-Learn [82].

2.4. Architecture

Theorem 1 suggests that training a CNN on small, representative windows of multidimensional

jointly stationary input-output signals is e�ective at learning a mapping between the original signal

pairs. Such as CNN can later generalize to arbitrary scales by leveraging the shift equivariance

property of CNNs. In this section, we describe a fully convolutional architecture for the processing

of multidimensional signals.

2.4.1. Fully convolutional encoder-decoder

The inputs and outputs of the architecture are multidimensional signals:

X 2 RN � � � � � RN
| {z }

d times

� RF0

and � (X ; H) 2 RN � � � � � RN
| {z }

d times

� RFL

with F0 and FL features, respectively. The �rst d dimensions are the translationally symmetric space

where the task takes place. To process these signals, we propose a fully convolutional encoder-

decoder architecture, as shown in Figure 2.2. The proposed architecture is organized into three

sequential components: the encoder, the hidden block, and the decoder. Each of these components

contains several layers withL layers in total. The input to the �rst layer is X and the output of the

�nal layer is � (X ; H). Each layer contains a convolution, a pointwise nonlinearity, and possibly a

resampling operation.

Convolution operations are the �rst component of every layer. The input to the l th layer is a tensor

X l � 1 of order d + 1 , such that X l � 1[n] 2 RF l � 1 has Fl � 1 features and indexn 2 Zd. This input is

passed through a multiple-input multiple-output convolutional �lter,

Z l [n] =
X

m 2 Zd

H l [m ]X l � 1[n � m]; (2.13)
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Figure 2.2: Diagram of the proposed CNN architecture. Above we depict a CNN with two encoder,
hidden, and decoder layers. This illustrates the architecture, but is di�erent from the con�guration
used in the experiments.

to obtain an intermediate output Z l [n] 2 RF l with Fl features. In Equation (2.13), H l is a high-

order tensor with H l [n] 2 RF l � F l � 1 representing a �lter with a �nite width K . As a result, the �lter

output Z l is also a high-order tensor with �nite width that is indexed by n 2 Zd.

The encoder and decoder are mirror images of each other. The encoder downsamples the signal,

while the decoder upsamples it. This e�ectively compresses the signal, so that the hidden block can

e�ciently process it. Each encoder layer is composed of a convolution, followed by a downsampling

operation and a pointwise nonlinearity:

X l [n] = � (Z l [M n]) : (2.14)
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Each layer in the encoder downsamples the input by a factor ofM . Conversely, the decoder

upsamples its inputs by the same factor. Much like an encoder layer, each decoder layer contains a

convolution followed by an upsampling operation and a pointwise nonlinearity:

X l [n] = � (Z l [n=M ]) : (2.15)

In Equation (2.15), the use of square brackets inZ l [n=M ] indicates that the index is rounded to

the nearest integer.

The hidden block layers are interposed between the encoder and decoder. Each hidden layer is

composed of a convolution followed by a pointwise nonlinearity:

X l [n] = � (Z l [n]) : (2.16)

They are similar to the encoder and decoder layers, but they do not contain any resampling opera-

tions.

The proposed encoder-decoder architecture has two main bene�ts. First, it is compatible with

Theorem 1 because it is fully convolutional. Therefore, it preserves the stationarity of the input

signals [83]. Second, it allows for e�cient processing of multidimensional signals. The encoder

downsamples the input signal, reducing the amount of computation needed in the hidden block.

Afterward, the decoder upsamples the processed signal back to the original representation. This

compression is especially bene�cial for our experiments because, as can be seen from Figure 2.1, the

tasks we consider have sparse input and output signals.

2.4.2. Hyperparameters

We found the following hyperparameter values to be e�ective in our simulations. Our encoder and

decoder layers have �lters with width K = 9 , Fl = 128 channels, and a resampling factor ofM = 2 .

Meanwhile, each hidden layer uses �lters with width K = 1 and Fl = 1024 channels. We use three

encoder layers, four hidden layers, and three decoder layers. In Section 2.5 we will elaborate on how

we arrived at these hyperparameters.
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There are several possible practical methods of downsampling and upsampling in the encoder and

decoder blocks. In our best-performing variant of the architecture, we combine them with convo-

lutions. In the encoder, we use a convolution with a stride of two. Meanwhile, in the decoder,

we use transpose convolutions with a stride of two. This approach is used in [61], although it fre-

quently produces checkerboard artifacts [84]. Alternatively, the downsampling can be performed

separately or using a pooling layer such as average pooling. Similarly, the transpose convolutions

can be replaced by an upsampling or interpolation layer followed by a convolution. However, in

our simulations, we found this approach to be less performant, even though training loss converged

faster.

2.5. Multi Target Tracking

Multi-target tracking (MTT) is a type of sequential estimation problem where the goal is to jointly

determine the number of objects and their states from noisy, discrete-time sensor returns. Such

sensor returns can include the pulse energy observed across a series of sampled time delays in radar

systems, or the pixel intensities observed from a camera system. It is distinct fromstate �ltering in

that object appearance and disappearance (i.e., birth and death) must be addressed in the problem

formulation. We direct the reader to [75] for a detailed overview of the �eld and the relevant

application areas.

We focus on the canonical application known aspoint object tracking, where sensor returns are

quantized via a detection process into measurements before the tracker is applied. To make the

problem de�nition more precise, we introduce notation for the multi-target state and measurement

sets at thenth time-step. Let the multi-target state be denoted by the set,Xn . Each element of this

set represents the state of a target in some space. At each time step, each sensor will produce noisy

measurements of the targets, resulting in a setZn of measurements in a di�erent space. The goal in

MTT is to estimate the multi-target state Xn given all the preceding measurementsZ1; :::; Zn . The

principal challenge in this task is measurement origin uncertainty; it is not known a priori which

measurements were generated by true targets, were the result of an independent clutter process

(false positive) or did not generate measurements (false negative). A direct Bayesian solution to
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the measurement origin uncertainty problem with multiple sensors requires solving an NP-hard

multidimensional ranked assignment problem [85].

Algorithms in this area are well-studied and include global nearest neighbor techniques [86], joint

probabilistic data association [87], multi-hypothesis tracking [88], and belief propagation [89]. Ran-

dom �nite sets (RFS) have emerged as a promising all-in-one Bayesian framework that jointly

addresses the measurement origin uncertainty problem [90,91].Labeled RFSwere introduced specif-

ically for MTT [92], resulting in the Generalized Labeled Multi-Bernoulli (GLMB) [93,94] and La-

beled Multi-Bernoulli (LMB) [95,96] �lters. However, GLMB and LMB �lters exhibit exponential

complexity in the number of sensors [85,94,97].

We propose to leverage CNNs to overcome these scalability issues for two reasons: (i) complexity is

independent of the number of sensors and targets within a speci�c region, and (ii) we can leverage

CNN size generalizability to perform MTT in large areas. The proposed CNN tracker is trained on

a small 1km2 area and tested on larger areas up to 25km2, where the number of sensors and targets

are increased proportionally to maintain a �xed density of each. The computational complexity of

this approach is proportional to the simulation area rather than the number of targets and sensors.

Based on Theorem 1, we would expect the tracking performance from training to be maintained as

this scaling up is carried out.

2.5.1. Modeling targets and sensors

The multi-target state changes over time. First, new targets may arrive according to a Poisson

distribution with mean � birth . Second, old targets may disappear with probabilitypdeath . Finally,

the existing targets' state follows a dynamical model. In our simulations, we use a (nearly) constant

velocity (CV) model [98, 99]. In the CV model, the state xn;i 2 X at time-step n of the i th target

is given by Equation (2.17).

xn;i =
�

pn;i vn;i

�
(2.17)
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A target state is composed of its positionpn;i 2 R2 and velocity vn;i 2 R2. They evolve according

to Equation (2.18).

� pn;i = � vn;i +
� 2

2
� n;i

� vn;i = � � n;i

(2.18)

The CV model is discretized with time-step� seconds. The acceleration� n;i 2 R2 is sampled from

a multivariate normal distribution,

� n;i � N
�

0;
h

� 2
a 0

0 � 2
a

i�
: (2.19)

There are M sensors that provide measurements of the multi-target state. Consider thej th sensor

with position sj 2 R2. If a target with state xn;i 2 X n is within the sensor's radial range ofR km,

then at each time step the sensor may detect the target with probabilitypdetect . If this occurs, a

corresponding measurementzj
n;i is added to the measurement setZn . Multiple sensors can detect

the same target, but each can provide at most one detection per target. The measurementzj
n;i

is stochastic, and its distribution is known as the measurement model. In our simulations, the

measurement model is range-bearing relative to the position of thej th sensor:

zj
n;i � N

0

B
@

2

6
4

jjpn;i � sj jj

\ (pn;i � sj )

3

7
5 ;

2

6
4

� 2
r 0

0 � 2
�

3

7
5

1

C
A : (2.20)

The measurements are Gaussian distributed with a mean equal to the distance and bearing to the

target. The covariance matrix is diagonal, with a standard deviation of� r meters in range and� �

radians in angle. Additionally, clutter is added to the measurement setZn . The number of clutter

measurements is Poisson, with mean� clutter per sensor. Clutter is generated independently for each

sensor, with clutter positions sampled uniformly within its range.
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Table 2.1: Parameter values used for MTT simulations. Temporal quantities are de�ned per time
step.

Parameter Value Description

pdeath 0.05 Target death probability.
pdetect 0.95 Target deteciton probability.
� V 10 m Target image kernel width.
� a 1� 2 m2/s CV model acceleration noise.
� v 5:0� 2 m/s Initial target velocity noise.
� r 10 m Range measurement noise.
� � 0.035 rad Bearing measurement noise.
� birth 0:5T2� Mean number of targets born.
� initial 10T2 Mean initial number of targets.
� sensor 0:25T2 Mean number of sensors.
� clutter 40� Mean clutter rate per sensor.
R 2 km Sensor range.
� 1 s Time-step duration.
� 1000

128 m Image spatial sampling resolution.

2.5.2. Simulations

To train the CNN, we construct a dataset of images representing the MTT problem within a

T = 1km wide square window. Similarly, we construct a testing dataset for window widths between

1km and 5km. For any particular window of width T, constructing a dataset of images for training

or testing is the same. We simulate the evolution of the multi-target stateXn and at each time step

generate sensor measurementsZn . Table 2.1 describes the parameters used for the simulations. At

the beginning of each simulation, we initializePoisson(� initial ) targets and Poisson(� sensor) sensors.

Their positions are uniformly distributed within the simulation region, while the initial velocity for

each target is sampled fromN (0; � 2
v ).

Notice that sensors outside the window with width T can make measurements of targets within

the window. Unless we want to break our assumption of stationarity, we have to include these

measurements as well. Thinking back to Equation (2.6), the images should be a cropped version of

some in�nitely wide signal. Hence, it is actually necessary to simulate the targets and sensors over

a window larger than T. The sensors have a �nite rangeRkm, so we run simulations over a square

window of width 2R + T � padding the simulation area by Rkm on each side. Similarly, we also
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keep track of targets that could be born outsideTkm window and targets that leave the window

but might return.

To generate training data, we ran 10,000 simulations with 100 steps each at a window width of

T = 1km. We generate imagesZ(Zn ) and X (Xn ) from Zn and Xn , respectively, using the procedure

outlined in Section 2.3. In this section,X denotes theoutput of the CNN for consistency with the

literature. To provide temporal information, the input to the CNN is actually a stack of K = 20

past sensor measurement images:

�Zn :=
�

Z(Zn� K +1 ) : : : Z(Zn )

�
: (2.21)

We trained the CNN for 84 epochs using AdamW [100] with a batch size of 32, a learning rate of

6:112� 10� 6, and weight decay of0:07490. We arrived at these hyperparameters and the ones in

Subsection 2.4.2 by running a Bayesian search using the Optuna library [101,102].

2.5.3. Baseline Approaches

Our baseline for comparing the CNN's performance is de�ned by two state-of-the-art �lters. The

�lters used are the sequential Monte Carlo multi-sensor iterated corrector formulation of the Labeled

Multi-Bernoulli (LMB) and the � -Generalized Labeled Multi-Bernoulli (GLMB) [103]. The range-

bearing measurement models, sensor generation, and dynamic model for the targets are the same

as described in Subsection 2.5.1.

Both �lters used the Monte Carlo approximation for the adaptive birth procedure from [104]. The

proposal distribution is created by decomposing the state space into observable (xo) and unobserv-

able (xu) states, with observable (po
B (xo; l+ )) and unobservable (pu

B (xu ; l+ )) prior densities. For the

observable states,Xo, an uninformative uniform prior distribution po
B (xo; l+ ) = U(Xo) was used.

The unobservable states, which for this scenario are the velocities, were sampled from a zero-mean

Gaussian distribution:

pu
B (xu ; l+ ) = N (xu ; 0;

h
� 2

v 0
0 � 2

v

i
): (2.22)

As the scenario scaled up in the number of targets and sensors, the number of measurements
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Table 2.2: � -GLMB and LMB parameters.

Parameter Value Description

Sbirth 2000, 4000, 6000 Birth Gibbs iterations.
rB;max 1.0 Maximum birth probability.
� B; + 1.0 Expected birth rate.
pmax 0.001 Maximum association probability.

Figure 2.3: The input and output of the CNN at di�erent window widths of T = f 1; :::; 5gkm.
To increase the contrast on this �gure we rescaled the sensor image tolog(Z(Zn ) + 0 :001), which
is shown in the �rst row. The second row shows the corresponding output of the trained CNN,
� ( �Zn ; H � ), without any adjustments. Appears in [51].

increased signi�cantly. To accommodate for this, the number of Gibbs iterations was increased for

each scenario. Due to computational limitations, window sizes ofT 2 f 1; 2; 3gkm were used, with

2000, 4000, and 6000 Gibbs iterations, respectively. Every 10 Gibbs iterations, the current solution

was reset to all the miss-detected tuples, to encourage exploration.

2.5.4. Results

To test the performance of the trained CNN we ran 100 simulations at each window sizeT 2

f 1; 2; 3; 4; 5gkm and constructed images from them. Figure 2.3 shows example inputs and outputs

of the CNN, picked at random during testing at each window size. We compare our results against

state-of-the-art �lters: Labeled Multi-Bernoulli (LMB) and Generalized Labeled Multi-Bernoulli

(GLMB).
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The output of the CNN and the output of the LMB and GLMB �lters are not in the same space.

Speci�cally, the output of the CNN �lter is an image, whereas the LMB and GLMB �lters output a

set of vectors inX and a set of weights. The vectors represent the estimated states of the targets,

while the weights are their existence probability. This makes it di�cult to compare the two. To

draw a fair comparison, we consider two di�erent metrics: the mean squared error (MSE) and

optimal sub-pattern assignment (OSPA) [105].

Figure 2.4: Comparison of MSE of the three �lters for di�erent window sizes T. We report the
mean value for 100 simulations at each scale. The error bars indicate a 0.95% con�dence interval.

In this context, the MSE is computed between the CNN output and the image representing the true

target positions, as de�ned by equation (2.11). We convert the LMB and GLMB outputs to images

by using a superposition of Gaussians, as described by Equation (2.11). The only notable di�erence

is that we weigh the Gaussians by the estimated existence probability. Figure 2.4 shows that the

MSE of the CNN is una�ected as the window size increases. This directly supports Theorem 1.

Moreover, this is the case even though our CNN implementation employs padding. Therefore, the
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practical e�ect of padding is lower than the second and third terms in (2.9) suggest.

However, MSE does not fairly compare the di�erent approaches. The output of the MTT problem

should be a set of position estimates. OSPA [105], as de�ned in De�nition 2, allows us to measure

the average �distance� between two sets of vectors, possibly of di�erent cardinalities. We use OSPA

with a cuto� distance of c = 500 meters. We describe the method used to extract a set of vectors

from the CNN output image in Section 2.3.

De�nition 2. (OSPA) If X = f x i gi =1 ;:::;n and Y = f y i gi =1 ;:::;m are two sets of vectors inRd with,

m � n then OSPA is de�ned as

OSPA(X ; Y; c) = min
� 2 � n

vu
u
t 1

n

"
mX

i =1

jj x i � y � i jj
2
2 + c(n � m)

#

wherec is some cuto� distance and� = [ � 1; :::; � n ] is a permutation.

The CNN maintains consistent performance across scales and outperforms the GLMB and LMB

�lters. This claim is supported by Figure 2.5, which shows the OSPA for di�erent values of T

from testing. GLMB and LMB �lters have comparable performance to the CNN at T = 1km, but

their performance degrades as the region is scaled up due to truncation issues. In contrast, the

performance of the CNN improves at scale. Within a 1km2 region the CNN obtains an OSPA of

215� 73 meters. This decreases to152� 39 meters for a 25km2 region.

We observe that our architecture has memory requirements that quickly increase for higher dimen-

sional signals. In this section, we considered 2D signals with multiple input features representing

time. However, we also attempted to process this as a 3D convolution over two spatial dimensions

and time. In that case, while we were able to obtain preliminary results, we encountered signi�cant

memory bottlenecks. Sparse convolutions show promise in mitigating this challenge [106,107].

2.6. Mobile Infrastructure on Demand

In this section, we continue to evaluate the utility of CNN size generalization on a di�erent problem,

called mobile infrastructure on demand (MID). The goal in MID is to deploy a teamcommunication
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Figure 2.5: Comparison of OSPA of the three �lters for di�erent window sizesT [51]. We report the
mean value for 100 simulations at each scale. The error bars indicate a 0.95% con�dence interval.
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agents that provides a wireless network for a team oftask agents. Below we describe the task,

summarize previous works, and describe our experiments. As before, Theorem 1 motivates training

a CNN on small examples and generalizing to large tasks.

The MID task is de�ned as follows. Let X = f x 2 R2g be a set that represents the positions of

the task agents. Denote the positions of the communication agents by a setY = f y 2 R2g. The

positions of the task agents are exogenous. The goal is to determine communication agent positions

Y that maximize connectivity between task agents. This task is static, unlike in MTT where system

dynamics are simulated.

This problem was �rst formulated by [76] as a convex optimization problem. However, the time it

takes to �nd a solution grows quickly with the total number of agents jX j + jYj . The runtime is 30

seconds for 20 agents [77] and can be extrapolated to 48 minutes for 100 agents and 133hours for

600 agents2. To alleviate this issue, [77] proposes a deep learning model that imitates the convex

optimization solution. The authors utilize a convolutional encoder-decoder trained with a dataset of

images representing con�gurations with two to six task agents uniformly distributed throughout a

320x320 meter area. In that scenario, the CNN achieved nearly identical performance to the convex

solver while taking far less time to compute solutions. Its zero-shot performance was also evaluated

on out-of-distribution con�gurations with up to 20 agents. In the following set of experiments, we

go one step further and test the performance on larger images that represent bigger areas and more

agents. In particular, we perform MID on up to 1600x1600 meter areas and with over 600 total

agents.

2.6.1. Simulations

We use the following method to generate task agent con�gurations,X . Consider a square window

with width T meters. The number of task agentsjX j is proportional to the window area, T2.

There are �ve agents for T = 320 and 125 agents forT = 1600. We sample each task agent

position independently of x � U(� T=2; T=2)2, a uniform distribution covering the entire window.

2We obtain these estimates by �tting an exponential polynomial, and power models to data from [77] and reporting
the lowest runtime.
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We represent each con�gurationX by an intensity function X (t ; X ) following (2.11) so that each

agent is represented by a Gaussian pulse with standard deviation� X = 6 :4. The imageX 2 RN � N

is sampled fromX (t ; X ) at a spatial resolution of � = 1 :25 meters per pixel.

We use the pre-trained CNN from [77]. It was trained on images representing con�gurations within

a T = 320 meter wide window. It is publicly available online3. During inference, X is the input to

the CNN. The corresponding output � (X ; H) is assumed to represent a proposed communication

agent con�guration. Figure 2.6 shows example inputs and outputs of the CNN for di�erent window

sizes.

Figure 2.6: Example inputs and outputs to the CNN for the MID task at di�erent window widths
A = 320; 650; 960; 1280; 1600but with a constant spatial resolution of � = 1 :25 meters per pixel [1].
The top row images represent the positions of the task agents. The bottom row images represent
the estimated optimal positions of the communication agents by the CNN. Additionally, the task
agent positions are marked in red on the bottom images.

2.6.2. Baseline Approaches

We do not compare the performance of MID to any baseline. In our experiments on the MTT task,

we were able to compare the performance of the CNN against Bayesian �lters. Unfortunately, this

was not possible for MID due to the poor scalability of the convex optimization-based approach.

Based on experimental runtimes reported in [77] we extrapolate that the runtime for 100 and 600

agents would be 48 minutes and 133 hours, respectively. Therefore, we are focused on comparing

3https://github.com/danmox/learning-connectivity
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the performance of the CNN at di�erent scales.

2.6.3. Modeling Multi-Agent Communication

To test the performance of the proposed CNN framework in MID, we measure the power required

to maintain a minimum bitrate between any two agents in the network. To do so, we assume a path

loss channel model [108]. It provides a relatively simple description of point-to-point communica-

tion between any two agents. The model relates three key variables: the transmit powerP(d) in

milliwatts, the distance d in meters, and the expected communication rateR. Their relationship is

summarized by (2.23).

P(d) = [ erf� 1(R)]2 PN0 dn

K
(2.23)

We assume that the agents' communication hardware is homogenous so that the following param-

eters are constant. PN0 = 1 � 10� 7 is the noise level in the environment,K = 5 � 10� 6 is a

parameter that describes the e�ciency of the hardware, andn = 2 :52 characterizes the attenuation

of the wireless signal with distance. Finally, we require that any two agents to communicate at a

normalized rate of R = 0 :5. Hence, (2.23) expresses the required transmission power as a function

of distance.

Equation (2.23) computes the power needed for agents to communicate directly. However, not all

agents need to communicate directly. In many con�gurations, it is more e�cient if messages are

routed along multi-hop paths between agents. To measure the power needed to maintain this we

introduce the average minimum transmit power(AMTP).

De�nition 3. (AMTP) Consider a fully connected graph between all agents. LetP(d) be the edge

weights following(2.23) with constants PN0 , K , n, and R. Now, consider the minimum spanning

tree of this weighted graph. We de�ne the AMTP as the average edge weight of this tree.

Notice that in De�nition 3 there is a path between any two agents. Each pair of agents along this

path can communicate at a rate ofR. Therefore, the communication rate along this path isR. We

assume that overhead is negligible. Therefore, AMTP quanti�es the average transmit power needed

to sustain the minimal communication rate.
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Table 2.3: Numerical results at di�erent window widths with 100 samples each.

Window width (m) Task Agents Comm. Agents
AMTP (mW)

Mean STD

320 5 12.57 16.60 3.21
640 20 68.75 18.30 4.54
960 45 165.79 18.27 2.71

1280 80 308.85 18.48 2.06
1600 125 494.24 18.03 1.37

We use AMTP to evaluate the performance of the proposed CNN. Recall that the output of the

CNN is an image � (X ; H). To compute AMTP, we estimate the communication agent positions

using the procedure outlined in Section 2.3. The result is a set of vectorsY = f y 2 R2g, which,

along with X , is used to compute AMTP.

The authors of [77] measure CNN performance via algebraic connectivity of a communication net-

work with �xed transmission power. Algebraic connectivity is de�ned as the second-smallest eigen-

value of the graph Laplacian. There are two main reasons to use AMTP instead. First, algebraic

connectivity depends on the number of nodes in a graph. This complicates comparing networks

of di�erent sizes. Second, when the transmission power is �xed, the communication graph can be

disconnected. In those cases, the connectivity is zero, even if the graph is almost connected. This is

especially problematic for large graphs because it only takes a single out-of-place agent. AMTP does

not require any normalization for di�erent graph sizes and considers how close a communication

network is to being connected.

2.6.4. Results

To test the performance of the proposed convolutional approach in large-scale MID and the ap-

plicability of Theorem 1, we conduct the following experiments. We have a model that was

trained on a T = 320 meter wide area and evaluate its performance on varying window sizes with

T = 320; 480; 960; 1280; 1600meters. At each window size, we generate 100 random task agent con-

�gurations following Subsection 2.6.1. For each con�guration, the CNN produces a communication

agent con�guration.
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Figure 2.7: The distributions of the minimum transmitter power needed to maintain a normalized
communication rate of at least 50% between any two agents [1]. The distributions for each window
width are visualized by box plots, with notches representing a 95% con�dence interval for the
estimate of the median.

We evaluate the AMTP for the combined communication network that includes both the task and

communication agents. Table 2.3 summarizes the numerical results. The AMTP increases modestly

with scale. The AMTP is lowest for a 320-meter window width. It rises to the highest level when

T = 1280m, rising to 11.33% higher than at T = 320m. Interestingly, we observe a decrease at

T = 1600 to only 8.61% higher than at T = 320m. Simultaneously, the AMTP variance decreases

as the scale increases. Combined, these two observations are strong evidence that the AMTP will

plateau at this level.

Additionally, we think there is a quite convincing explanation for the trend in variance. The

rapid decrease in variance is acutely visualized in Figure 2.7. There could be two factors working

together. Recall that AMTP is e�ectively the average transmission power over the edges of a

minimum-spanning tree. Therefore, by the Central Limit Theorem, the variance should be inversely

31



proportional to the number of edges in the graph. However, the variance decreases faster than that.

Therefore, we think there is a second factor involved: border e�ects due to padding. These contribute

to variability but would be less pronounced as the area grows relative to the perimeter.

Overall, we observe that the proposed CNN model generalizes reasonable well to large-scale MID. As

the number of task agents increases, the AMTP only modestly increases. Unlike in Section 2.5 we are

unable to compute the MSE because a convex optimization solution was exceedingly computationally

expensive at large scales. Although, Theorem 1 is a bound on the MSE, not the AMTP, good

AMTP generalization is strongly aligned with the theorem as there is only a modest deterioration

in performance as the window size increases.

2.7. Conclusions

Size generalizability is de�ned as the ability of a model to perform on larger-scale tasks after training

on small windows thereof. This paper evaluated the size generalizability of CNNs training using

supervised learning on jointly stationary input-output pairs. In our theoretical analysis, we proved

an upper bound on the generalization performance of the CNN in this scenario. Notably, the theory

suggested that zero padding could have a signi�cant e�ect on performance. In fact, when no zero-

padding is used, the generalization performance is bounded above by the training loss. Empirically,

in translationally symmetric problems, CNNs were able to generalize to large-scale problems after

training on small-scale windows of the same task. This was evaluated through simulations of two

real-world problems: multi-target tracking and mobile-infrastructure on demand. In multi-target

tracking, the proposed architecture was able to outperform state-of-the-art Bayesian �lters. In both

tasks, the proposed architecture was able to generalize to large-scale problems with little to no

performance degradation.
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CHAPTER 3

MULTI-AGENT SPATIAL TRANSFORMER

This chapter is based on an unpublished manuscript: Damian Owerko, Frederic Vatnsdal, Saurav

Agarwal, Vijay Kumar, and Alejandro Ribeiro. (Working Title) Multi-Agent Spatial Transformers

with Decentralized Execution and Size Generalizability. May 2025. My contributions are the design

and implementation of the multi-agent spatial transformer, all the experiments in assignment and

navigation, supervision of the coverage control experiments, and the writing of the manuscript.

3.1. Introduction

Collaborative multi-robot systems enable the execution of tasks that would otherwise be infeasible

or ine�cient with a single robot in large environments and time-critical applications. Multi-robot

systems, in particular uncrewed aerial vehicles and ground mobile robots, have been deployed in a

wide range of tasks including warehouse automation [28], environmental monitoring [29], search and

rescue [30], and exploration [31]. Mobile robots are constrained by size, weight, and power (SWaP),

which restricts the computational, sensing, and communication capabilities. Decentralized systems,

where individual robots act autonomously using sensed local information and the information re-

ceived through limited communication with nearby robots, o�er scalable and resilient solutions for

such SWaP-constrained multi-robot systems.

In decentralized systems, no robot has the cumulative state of the entire system. Any solution must

provide each robot with the following two capabilities [18]: determinewhat messages to communicate

with nearby agents, andhow to take actions by incorporating the information received from other

agents with one's observations. Ensuring application-speci�c emergence of e�ective collaboration

through individual actions is fundamentally challenging due to the decentralized nature and limited

knowledge of the system's state. This article presents a novel multi-agent spatial transformer neural

network architecture for addressing the problem of emergent collaboration in decentralized multi-

robot systems.
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Generally, a robot in a decentralized system executes aperception-action-communication (PAC)

loop. Based on this, a new paradigm of learning-based approaches has emerged, introducing learn-

able perception-action communication (LPAC) loops [18,109]. In LPAC, decentralized multi-robot

control policies are learnt end-to-end. It breaks down architectures into three components. A

perception module locally processes inputs from sensors, such as cameras, and any other avail-

able information. Then, a communication module combines the processed information from nearby

robots. Finally, an action module computes a control action from the received information. The

perception and action models are executed independently by each agent. The communication mod-

ule is responsible for inter-robot collaboration; therefore, its design is critical for the scalability of

a multi-agent system. The proposed approach in this article utilizes a PAC loop and provides a

transformer-based solution for the communication module.

In this work, we introduce the multi-agent spatial transformer (MAST), which leverages spatial

information�the relative positions of nearby agents. We explain how the original transformer ar-

chitecture should be modi�ed to accommodate decentralized execution for large-scale multi-robot

systems. (i) We introduce a novel positional encoding strategy, designed explicitly for multi-robot

systems. (ii) We empirically demonstrate that by adding appropriate windowing, MAST can gen-

eralize to larger teams after training on smaller teams. (iii) We demonstrate the decentralized

execution of MAST under communication delays. We support these claims by numerical experi-

ments on two tasks: decentralized assignment and navigation (DAN), and coverage control.

3.2. Related Works

We split the discussion of related works into three areas: graph neural networks in multi-agent sys-

tems, recent applications of transformers to multi-agent systems, and a brief overview of positional

encodings for transformers. We refer the reader to Section 3.5 and Section 3.6 for an overview of

prior works in DAN and coverage control, respectively.

3.2.1. Graph Neural Networks in Multi-Agent Systems

Graph neural networks (GNNs) are a popular backbone architecture for the communication module.

For example, GNNs are e�ective decentralized controllers in a variety of tasks, including multi-
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agent path�nding [16], �ocking [110], target tracking [111], and coverage control [17, 18]. In these

examples, GNNs operate over a communication graph. Within each GNN layer, agents update

their state by aggregating information from their neighbors in this graph. A multi-layer GNN

comprises iterative information exchanges between robots with direct communication links. GNNs

have provable stability properties that enable generalization to larger team sizes [11,18] and enable

transferability to new tasks [10]. Moreover, the locality of computations on the communication

graph enables GNNs to be implemented in a distributed manner [110].

However, iterative local computations introduce architectural bottlenecks that limit the performance

of GNNs: over-smoothing and over-squashing.Over-smoothingcan lead to performance degradation

for multi-layer GNNs [19]. Over-squashingis the observation that GNNs struggle with transmitting

information across multiple hops [20]. Additionally, distributed implementation requires that com-

munication is modeled with su�cient accuracy during training. Changing communication hardware

or deployment in an environment with increased noise may impact performance by altering the

structure of the communication graph.

3.2.2. Transformers in Multi-Agent Systems

Transformers are an alternative backbone for the communication model. Similarly to GNNs, trans-

formers can handle variably sized inputs, allowing generalizability to varying team sizes. Unlike

GNNs, transformers cannot be implemented in a localized fashion over the communication graph,

but are agnostic to the communication process. Recently, transformer architectures have been ap-

plied to multi-agent systems. Orthogonally to the aims of this article, several recent works leverage

transformers to process visual [112,113] or temporal information [114] in the local perception model,

while others focus on solving tasks centrally [115]. In [116], a transformer Perciever [117] architecture

is used to model the global multi-agent state and compute collaborative actions. Wen et al. [118]

propose the multi-agent transformer (MAT), wherein agents make decisions sequentially, reinter-

preting multi-agent decision-making as a sequential problem. In [119], transformers are implemented

in a decentralized fashion by running a local model to represent each agent's observations and state,

gathering all agents' embeddings at each agent, and running a transformer locally with the gath-
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ered information. This strategy can be applied to settings with sporadic ad-hoc communication, as

transformers can operate on variable-size inputs [120], similarly to GNNs.

These works demonstrate the potential use case of transformers in multi-agent systems. However,

they focus primarily on systems with fewer than 10 agents and interpret transformers as operations

over ordered sequences. Although transformers were initially introduced for sequence modeling [121],

self-attention is a more general set-to-set operation [122] that can processspatial information [123].

3.2.3. Positional Encodings

In this paper, we study three approaches to include positional information: (i) learnable MLP

positional encodings [123],(ii) absolute positional encodings [121], and(iii) rotary positional en-

codings [124,125]. The encoding strategies in [121,124,125] were proposed initially for language and

vision tasks. Instead, we redesign the positional encoding strategies to be speci�cally tailored for

multi-robot applications. The initially proposed positional encodings were designed for integer posi-

tions, so we extend them to the continuous space. Additionally, we argue that sinusoidal positional

encodings must be rescaled to apply to multi-robot systems.

RoPE [124,125] is a recently proposed way to includerelative positional information into attention.

Using relative positions, rather than absolute positions, is not a new idea [123,126]. RoPE o�ers an

approach that can be e�ciently extended to continuous positions. The general idea is to multiply the

inputs to attention by complex exponentials, so that the inner products used to compute attention

weights depend only on the relative displacement and not on the individual absolute positions. RoPE

was initially proposed with 1D discrete positions for language tasks in [124] and later extended to

2D discrete indices for vision tasks [125].

3.3. Distributed and Collaborative Multi-Agent Systems

Problems within the purview of multi-robot systems span a broad gamut. We focus our e�orts on

tasks that fall under the umbrella of multi-robot navigation with a homogeneous team of robots,

V = f 1; : : : ; N g. We restrict our attention to the 2D case with �rst-order dynamics. In this setting,
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Figure 3.1: Idealized representation of MAST architecture, illustrating agentsi , j , and k. A sim-
pli�ed communication process is depicted; phenomena such as delays and limited connectivity are
neglected. The agents' positions and embeddings are communicated between agents and processed
independently by each agent.
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let the positions of the robots be

P(t) =
�

p1(t) p2(t) � � � pN (t)

� T

2 RN � 2 (3.1)

wherep i (t) 2 R2 is the position of the i th at the time t. The input to the dynamical system is each

agent's velocity,

U (t) =
�

u1(t) u2(t) � � � uN (t)

� T

2 RN � 2: (3.2)

where the velocity of thei th agent isu i (t) at time t. Additionally, we assume that the control inputs

are constrained by the maximum velocityumax 2 R+ :

ku i (t)k � umax : (3.3)

This gives rise to the following discrete dynamics.

P(t + � t) = P(t) + U (t)� t (3.4)

where � t is the discrete time-step.

We assume that the robots are capable of self-localization, limited perception, and limited commu-

nication. The robots can observe their local environment, which we represent as vectorsoi (t) 2 O in

some observation spaceO. The observations are local, so no robot has complete information about

the environment or the multi-robot system state. The robots can communicate with other nearby

robots, but this is limited by a bandwidth constraint imposed by the communication channel [127].

This constraint limited the scalability of centralized control frameworks. Instead, we seek a decen-

tralized control framework that leverages limited communication capabilities. The framework must

determine what should be communicated andhow this information is combined by each agent to

determine its action.
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Figure 3.2: Illustration of MAST from the perspective of the kth agent. Each agent computes in
parallel. The kth agent is at position pk (t) and uses its sensing capabilities to make observations
ok (t) of the environment. The local model transforms those intoxk (t). Each agent communicates its
position pk (t) and embeddingxk (t) to other agents. Thekth agent collects the received embeddings
and positions into X k 2 RN � d and P k 2 RN � 2, respectively. MAST encodes positional information
into the received embeddings and processes them usingL self-attention layers interleaved with MLPs
and residual connections. The �nal self-attention layer outputs a matrix Y k 2 RN � d. Finally, each
agent locally projects its row from Y k to the action spaceU via an MLP to produce the control
uk (t).
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3.3.1. Learnable Perception Action Communication

To tackle this problem, we design an architecture based on the principles of learnable perception-

action-communication (LPAC) loops [18, 109]. LPAC addresses the communication constraints by

training an end-to-end model with two main components: aperception modeland an action model.

The perception model learns what should be communicated. It runs locally on each agent and

learns an e�cient latent representation x i 2 Rd of the raw observationsoi . These embeddingsx i

are asynchronously communicated between agents. Anaction model learnshow to combine multiple

received embeddings. It runs locally, processing a set of embeddings into an action.

Previous works [17, 18, 109, 128] use graph neural networks as the backbone for the action model.

This work introduces a transformer-based backbone: the multi-agent spatial transformer (MAST).

MAST is designed to be capable of centralized training, decentralized execution, and generalizing

to larger teams of agents. Figure 3.2 illustrates the proposed architecture from the perspective of

the kth agent, and each component is described below.

The purpose of the perception model is to �ndxk (t) 2 Rd, a latent vector representation of a robot's

observationsok (t). The embeddings are computed locally by each robot from the observation vector:

xk (t) = PerceptionModel(ok (t); WP ) (3.5)

where WP is a set of learnable parameters. The parametersWP are shared between robots. Each

agent computes their ownxk (t) using a shared parameter setWL and their local observationsok (t).

The local model is task-speci�c because the observation spaceO may vary between tasks. For

example, if observations are numerical, we could use a multi-layer perceptron, but if observations are

images, we may use a convolutional neural network. Regardless of the architecture, the perception

model outputs xk (t), a latent representation of the observations.

The embeddingsxk are exchanged between agents following some asynchronous communication

process. Our proposed method is agnostic to the speci�cs of this process, but we assume that the

kth robot receives a copy of the embeddings, represented by a matrixX k 2 RN � d. The rows of X k
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are the latent vectors from di�erent robots, which we denote as

X ki (t) = x i (t � � ki ) (3.6)

which may be received with a delay of� ki seconds. Similarly, each agent receives corresponding

positions, represented byP k 2 RN � 2.

At a high level, MAST is a transformer model that uses self-attention to process the received

embeddingsX k localized at positions P k . MAST runs independently on each agent, producing

embeddingsY k (t) 2 RN � d from the received information. Therefore, we denote MAST as a function

Y k (t) = MAST( P k (t); X k (t); WMAST ) (3.7)

whereWMAST is a set of parameters shared between agents. MAST maps embeddingsX k localized

at P k to a new set of embeddingsY k . The rows ofX k , P k , and Y k have a one-to-one correspondence

so that Y ki is a new representation ofX ki ; P ki . To compute the next action, each robot projects

their own representation Y kk 2 Rd to an action uk using an MLP:

uk (t) = MLP( Y kk (t); WU ) (3.8)

where WU is a set of parameters shared by all robots.

3.4. Multi-Agent Spatial Transformer

In this section, we describe the multi-agent spatial transformer (MAST). The proposed architecture

is capable of decentralized processing of data coming from multiple agents at disparate locations.

This section is organized as follows. Section 3.4.1 describes the basic transformer architecture in

the context of multi-agent systems, comprising multiple self-attention layers. Section 3.4.2 describes

rotary positional encodings, which allow the transformer to integrate spatial information e�ciently

and shift-equivariantly. Section 3.4.3 introduces a spatial attention window thatlocalizesprocessing

spatially, improving transformer scalability. Finally, Sections 3.4.4 and 3.4.5 describe how MAST
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is capable of decentralized execution and e�cient centralized training, respectively.

3.4.1. Transformer

Self-attention [121] is a mechanism that processes a set of vectors by considering the relationships

between all elements in the set. Typically, the inputs to self-attention are vectorsx i 2 Rd for

i 2 f 1; : : : ; N g and the outputs are vectorsy i 2 Rd for i 2 f 1; : : : ; N g. At a high level, self-attention

is computed as a weighted sum of the inputsx i . The attention weights are computed parametrically

from pairs of input vectors. A common parametrization is the inner product between projections:

aij = hQx i ; Kx j i (3.9)

where Q; K 2 Rda � d are projection matrices to a lower dimensional spaceda. The self-attention is

then de�ned as:

y i =

P N
j =1 exp(aij )Vx j
P N

j =1 exp(aij )
(3.10)

where V 2 Rda � d is a projection matrix, and the attention weights are softmax-normalized.

Multi-head self-attention (MHSA) is a common extension of self-attention. In MHSA, multiple

self-attention operations are computed in parallel on the GPU; their outputs are concatenated and

projected again. Each parallel self-attention operation is known as ahead. Each head has its own

independent set of learnable parameters. Lety h
i be the output of the hth attention head. Then,

the output of MHSA is given by:

y i = O
�
y 1

i ky 2
i k : : : ky H

i

�
(3.11)

where O 2 Rd� da H is a learnable matrix, and the output of each head is concatenated and then

combined using a linear transformation.

The MAST architecture has L layers comprising MHSA and an MLP. Each MHSA layer uses

H attention heads with head dimensionda = d=H and d-dimensional inputs and outputs. This is

followed by a single-layer MLP with hidden dimension2d, input dimension d, and output dimension
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d. MAST uses standard pre-normalization [129] residual connections, applied to embeddings after

each attention and MLP layer. Leaky ReLU activations are used throughout the architecture.

3.4.2. Rotary Positional Encoding

Positional encodings are a way to include spatial information about the inputs during self-attention.

RoPE [124,125] is a recently proposed way to includerelative positional information into attention.

Using RoPE, the attention weights aij depend only on the relative displacement,p i � p j , and not

on the individual absolute positions. Here, we extend RoPE to continuous positions in 2D, even

though it was initially proposed for discrete positions in language [124] and vision [125] tasks.

Mathematically, we will describe RoPE with complex-valued projections toCda =2. In practice, we

can implement RoPE with real-values projections inRda , as demonstrated in [124], by interpreting

alternating elements of the keys and queries as the real and imaginary parts of a complex number.

Before attention, RoPE multiplies x i by a vector of complex-exponential functions ofp i . Denote

this complex-exponential vector asr (p i ) : R2 7! Cda =2.

The components ofr (p i ) are complex-exponentials with frequencies! k 2 R+ :

r (p i ) =

2

6
6
6
6
6
6
6
4

...

r2k (p i )

r2k+1 (p i )
...

3

7
7
7
7
7
7
7
5

=

2

6
6
6
6
6
6
6
4

...

exp(j! kpx
i )

exp(j! kpy
i )

...

3

7
7
7
7
7
7
7
5

(3.12)

where rn (p i ) is the nth element of r (p i ), j =
p

� 1, and ! k 2 R+ are the same angular frequencies

as in APE; see (3.16) and (3.17). Therefore, RoPE computes attention weights di�erently from

Equation (3.9):

aij = Re [hr (p i ) � Qx i ; r (p j ) � Kx j ] (3.13)

where � denotes element-wise multiplication, and the linear projectionsQ; K 2 C(da =2)� d are

complex matrices. The attention weights are thereal-part of the complex dot product.
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Shift-equivariance of RoPE

We can establish the shift-equivariance of RoPE with some algebraic manipulation. In other words,

we can show that the attention weight aij in (3.13) for RoPE depends only on the relative position

p ij = p i � p j and not on either of the absolute positions, i.e., (3.13) can be equivalently written as:

aij = Re [hr (p ij ) � Qx i ; Kx j i ] (3.14)

To establish this equivalence, consider the de�nition of the complex dot product. The dot product is

the sum of the element-wise product between the left side and the conjugate of the right side. Since

r (p j ) is multiplied element-wise, we can use associativity and commutativity of the element-wise

product to move it from the left side to the right side of the inner product. When doing so, we need

to conjugate it, but since it is a complex exponential, the conjugate ofr (p j ) is r (� p j ).

Choice of Frequencies

The frequencies! k are commonly chosena priori . The original transformer architecture [121] uses

a geometric series,

! k = 10000� k=K (3.15)

whereK is the total number of frequencies. The smallest frequency! K = 10000� 1 is typically known

as the base frequency, and the corresponding wavelength is� K = 2 �! k = 2 � � 10000� 62; 831,

which we call the base wavelength. Note that � K was explicitly chosen for machine translation

tasks and experiments where the input sequence length was approximately25000tokens [121]. In

this work, we study applications to multi-robot systems, so we make a di�erent choice for base

wavelength. We can rewrite the above geometric series in terms of� K :

! k = 2 �� � k=K
K (3.16)

In our experiments, we set� K proportional to the width of the environment.

While the original transformer architecture uses a geometric series to de�ne the frequencies [121],
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Figure 3.3: Plot of the frequencies and the corresponding period for the two di�erent frequency sets:
the linear frequency set and the geometric frequency set described by Equations (3.17) and (3.16),
respectively. A positional encoding that uses the geometric frequency set has more sinusoids with
a larger period. Relative to the linear frequencies, it will have a higher resolution to distinguish
between faraway points than between nearby points.

we experiment with an alternative set of frequencies. We hypothesize that the optimal way to

choose frequencies may vary between tasks, just like the optimal base frequency is task-dependent.

We experiment with linearly spaced frequencies as an alternative to the set of geometrically spaced

frequencies.

! k =
2�k
� K

: (3.17)

Analogous to the geometric frequency set in (3.16), the above expression (3.17) speci�es a linear

frequency set, where the frequencies are evenly spaced between0 and � K . As with the geometric

frequency set, we use� K equal to the width of the training environment. Figure 3.3 shows how the

frequencies and wavelengths generated from (3.16) and (3.17) compare.

In our experiments, we set� K equal to the width of the training environment, denoted by W . We

argue that setting � K = W maximizes the information content of the positional encodings. Without

loss of generality, assume that the positions,p i 2 [0; W]2, are non-negative and bounded during

training. Consider absolute positional encoding (APE) with linearly spaced frequencies. These

encodings are periodic with period� K . If � K < W , then the positional encodings will repeat or

alias, i.e., two distant positions may share the same encoding. Aliasing is undesirable, as it causes

the model to confuse di�erent positions. To avoid aliasing, we want� K � W .
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However, if we choose� K > W , the encodings will include positions withp i =2 [0; W]2, which the

model never sees during training. This can be detrimental to the e�ective resolution of the model

and its ability to generalize, especially to larger environments. Therefore, we use� K = W as a

tradeo�; it avoids aliasing without introducing untrained positional encodings.

This argument has two caveats. First, if we want the model to generalize to larger environments

and use � K > W , aliasing will still occur at test time. We mitigate this by using an attention

window: as long as the model's receptive �eld is smaller thanW , aliasing within that window does

not happen. Second, the argument above assumes linearly spaced frequencies. The encoding is not

strictly periodic on � K for geometrically spaced frequencies, so the aliasing behavior changes.

3.4.3. Windowed Attention

This work introduces radially windowed self-attention based on the distance between agentskp i �

p j k. As we show in Section 3.5.5, radially windowed attention improves the generalizability of a

model to larger teams than seen in training. Additionally, such windowing could improve scalability

for large agent teams by eliminating the need to compute inner products between faraway agents.

In Equation (3.10), the attention mechanism attendsglobally to all other agents. Global attention

patterns may impede generalization to larger teams of agents after training with smaller teams [50].

Additionally, since the computational complexity of global attention is quadratic in the number

of agents, this may make it unscalable computationally. Instead, we propose to window attention

radially, based on the Euclidean distancekp i � p j k2 between agents. Windowing sparsi�es the

attention matrix and reduces the number of inner products we need to compute.

To implement windowing, we introduce an attention mask M ij 2 f 0; 1g, which indicates whether

the attention weight between i and j should be computed. The self-attention mechanism from

Equation (3.10) is rede�ned as:

y i =

P N
j =1 M ij exp(aij )Vx j

P N
j =1 exp(aij )

(3.18)
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where the mask is given by

M ij = 1(kp i � p j k2 < R att ): (3.19)

Ratt is the radius of the attention window. Equation (3.18) uses the mask to ignore the contributions

of agents that are too far away. In Section 3.5, we report experimental results showing how this

windowing impacts size generalizability.

3.4.4. Decentralized Execution

During decentralized execution, communication bandwidth, latency, and range limit the available

information to each agent. Above, we have implicitly assumed that each agent has access to the

embeddings and positions of all other agents in the system. Instead, we make two assumptions

about decentralized execution: that each agent receives messages from a subset of other agents, and

that the messages arrive with a delay. The transformer architecture naturally accommodates this,

since the parametrization is independent of the number of rows in the input matrices.

Consider the kth agent and let Vk (t) � V be the set of all agents from which agentk has received

information between time 0 and t. Let I k : f 1; : : : ; Nkg ! V k (t) be an arbitrary ordering of

the elements ofVk . Therefore, we denote the embeddings available to thekth robot as a matrix

X k (t) 2 RN k � d with rows X ki (t) 2 Rd:

X ki (t) = x I k (i ) (t � � ki (t)) (3.20)

for i 2 f 1; : : : ; Nkg where � ki (t) is the delay at which information from agent I k (i ) arrives at agent

k. Similarly, the matrix P k 2 RN k � 2 contains the positions of other agents from the perspective of

the kth agent:

P ki (t) = p I k (i ) (t � � ki (t)) (3.21)

for i 2 f 1; : : : ; Nkg MAST operates only on the locally available information from this reduced

subset of agents. As in (3.7), the inputs areX k (t) and P k (t), and the output is Y k (t) 2 RN k � d.

Assuming without loss of generality that the rows are ordered so that the local agent information
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is �rst, we can rewrite (3.8):

uk (t) = MLP( Y k1(t); WU ); (3.22)

where Y k1(t) represents thekth agent.

Although MAST is agnostic to the communication topology, we assume that the robots communi-

cate over some multi-hop communication network. Robots can be readily equipped with multi-hop

communication capability using o�-the-shelf hardware [130]. In our experiments, we assume the ex-

istence of some dynamic communication graphG(t) = ( V; E(t)) . Nodes in the graphV = f 1; : : : ; N g

are agent indices with edges(i; j ) 2 E(t) if and only if agent i can directly communicate with agent

j at time t. The topology of G(t) di�ers between our experiments to highlight the robustness of

our architecture. Section 3.5 uses a k-nearest neighbor graph, while Section 3.6 uses a distance

threshold graph. Additionally, we model the latency of multi-hop communication. We assume that

information propagates acrossG(t) with a time delay of � seconds per hop. We simulate this delayed

propagation using Algorithm 1, where agents bu�er and relay timestamped messages. Agents use

timestamps to keep only the most recent embedding per agent.

3.4.5. Centralized Training

During decentralized execution, MAST is executed locally by each agent, which requires executing

MAST N times. We designed an e�cient centralized training methodology that approximates

the impact of the communication topology, while only running once forall agents simultaneously.

Our primary optimization during training is to ignore the e�ects of communication delays. When

communication is instantaneous, the received embeddings and positions are the same across all

agents within each connected component ofG. Therefore, we only need to run MAST once per

connected component, instead of once per agent.

We optimize this further by parallelizing computations of attention over several connected compo-

nents. To accomplish this, we introduce acomponent maskwith elements M C
ij 2 f 0; 1g, which are
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Algorithm 1 Simulation of multi-hop communication.

Let t  0 be the start time.
Let X ki (t); P ki (t) be the most recent embedding and positions originating from agenti that agent
k has received on or before timet.
Let tki (t)  � 1 be timestamp of the most recent message originating from agenti that agent k
has beforet.
while true do

for k 2 V do . Update information about self.
X kk (t)  xk (t)
P kk (t)  pk (t)
tkk (t)  t

end for
t  t + � . Communication process takes� seconds.
for k 2 V do

for j 2 N (k) do . Neighbors in comm. graph.
Receive (k, j )

end for
end for
for k 2 V do

Xk  f X ki (t) j i 2 V ; tni � 0g
Pk  f P ki (t) j i 2 V ; tni � 0g

end for
yield Xk ; Pk

end while
function Receive (k, j )

for i 2 V do
if tki (t) < t ji (t) then

X ki (t)  X ji (t � � )
P ki (t)  X ji (t � � )
tki (t)  t ji (t � � )

end if
end for

end function

49



System State

1

2

3

4

5

6

aij = hQx i ; Kx j i M P
ij = 1 (kp i � p j k � Ratt )

�

M C
ij

�

aij M P
ij M C

ij

=

Centralized training

1

2

3
� =

Decentralized execution: running on agents 1, 2, and 3 (delays are neglected)

4

5

6

� =

Decentralized execution: running on agents 4, 5, and 6 (delays are neglected)

Figure 3.4: Illustration of the di�erence in attention during centralized training and decentralized
inference. The communication graph is shown in green and has two connected components:f 1; 2; 3g
and f 4; 5; 6g. The �rst row shows centralized training, where the component maskM C

ij prevents
agents in di�erent connected components from attending to each other. The second and third
rows show the attention weights and masks during decentralized execution for di�erent connected
components. Agents can only access information within their own connected component and run
MAST using that subset of embeddings and positions.

50



non-zero wheneveri and j are in the same connected component:

M C
ij =

8
>><

>>:

1 if there exists a path from j ! i in G

0 otherwise:
(3.23)

By using the component mask in (3.18), attention is only computed between agents in the same

connected component. With component masking, running MAST on all agents is equivalent to

running MAST once per connected component. Note that we perform both component masking

and attention windowing, which was introduced in Section 3.4.3. LetM P
ij be the mask from (3.19)

so that

M P
ij = 1(kp i � p j k2 < R att ): (3.24)

Therefore, during centralized training, we use the bitwise AND between the positional and compo-

nent masks:

M ij = M P
ij M C

ij ; (3.25)

which is used in (3.18). Incorporating the component mask allows us to reduce the distributional

shift between centralized training and decentralized execution.

Designing centralized training to closely approximate decentralized execution is critical to maintain

generalizability. Figure 3.4 illustrates how component masking accomplishes this. In the �rst row

of the �gure, the component mask (shown in green) ensures that attention is computed indepen-

dently for each connected component. After masking, the attention coe�cientsaij M P
ij M C

ij are zero

whenever agentsi and j are in di�erent connected components onG. Agents must be in the same

connected component and within the attention radius for attention to be non-zero between them.

During decentralized execution, the component maskM C
ij is implicit. The �rst column of Figure 3.4

uses green edges to depict the communication graph,G. The graph has two connected components:

agents f 1; 2; 3g and f 4; 5; 6g. Agents receive information only from others in the same connected

component. In summary, when delays are negligible, component masking is equivalent to executing

MAST locally by each agent.
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3.5. Decentralized Assignment and Navigation

In this section, we consider the application of our proposed architecture to decentralized assignment

and navigation (DAN). Given N agents andN goal positions, the agents' task is to move from

their original positions to the goal positions. However, there is no prior assignment of agents to

goals. Hence, jointly solving for the assignment and control actions is necessary. The problem is

decentralizedbecause agents have limited local sensing of goal position locations. Therefore, agents

must collaborate using limited communication capabilities.

3.5.1. Problem Formulation

The problem is described mathematically as follows. Consider positionsP(t), control inputs U (t),

and system dynamics from Equations (3.1), (3.2), and (3.4) in Section 3.3. In addition, let

G =
�

g1 g2 � � � gN

� T

2 RN � 2 (3.26)

represent the goal positions. To quantify the quality of a solution, we introducesuccess ratein

Equation (3.27). It is de�ned as the proportion of goals for which an agent is within a threshold

distance Rg.

SR(t) =
1
N

NX

i =1

1(min
j

kgi � p j k2 < R g): (3.27)

We can calculate the success rate by �nding the closest agent to each goal and checking if the

distance is less thanRg.

Centralized Policies

A common way to address the assignment and navigation problem is to �nd a matching between

agents and goals and then navigate to the assigned goals using a control policy. Agents move

directly toward the assigned goal at maximum velocity. Prior works use a matching that minimizes

the sum of distance-squared traveled [131�133]. Minimizing distance-squared is more popular than

minimizing total distance traveled. Figure 3.5 illustrates the di�erence between them. Distance-

squared assignment trades o� higher total distance for reductions in per-agent distance variance.

The trade-o� is analogous to the trade-o� between L2 and L1 regularized regression [134]. Prior
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Figure 3.5: Di�erence between sum of distance-squared and sum of distance assignments. Agents in
blue are assigned to goals in red. The lowest total distance traveled assignment is shown using solid
lines, while the distance squared assignment uses dashed lines. The distance-squared assignment is
more equitable.

theoretical work also provides closed-form collision-free solutions forcentralized assignment and

navigation with a distance-square assignment [131]. Therefore, throughout this work, we focus on

distance-squared assignmentand remain consistent with the literature.

We can formulate a linear sum assignment problem (LSAP) [135] with distance-squared as the cost

matrix to �nd an assignment that minimizes the sum of distances-squared. LetD (t) 2 RN � N be

a matrix with entries D ij = jjp i (t) � gj jj2
2 that are equal to the distance-squared between thei th

agent and j th target. Then, the solution to the related LSAP problem is a permutation matrix,

SLSAP (t) = argmin S2S N
1T (S � D (t))1 (3.28)

whereSN is the set ofN � N permutation matrices and� is the Hadamard product. This assignment

induces a max-velocity policy where each agent travels at maximum velocity with velocities parallel

to SLSAP (t)G � P(t). We report the performance of theLSAP policy to provide a reference upper

bound performance in terms ofSR(t).

Decentralized Policies

We focus ondecentralized assignment and navigation, where each agent only has access to local

information about the environment. We assume that each agent can observe theK = 3 closest
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agents and goal positions. Note that this is more restrictive than considered in previous works

[131�133,136], which provide the positions ofall goals to each agent. Many previous works focus on

this less restrictive case, and [133] provides an excellent overview of such decentralized approaches.

In [133], the authors propose to use a graph neural network to �nd an assignment between agents and

goals. We highlight several other approaches that were used as benchmarks in their work. D-CAPT

is a decentralized algorithm that uses pairwise swapping of goal assignments to �nd collision-free

trajectories [131]. Local Hungarian (LH) is a decentralized algorithm that formulates Lyapunov

functions, which are used as cost functions in a local LSAP problem. The decentralized Hungarian-

based algorithm (DHBA) [136] solves the LSAP problem for each agent using information from

a k-hop neighborhood. Note that, in terms of optimality-gap, the DHBA is the best performing

decentralized algorithm in [133] if given information from a su�ciently large neighborhood.

Considering the high performance of DHBA in [133], we use it as a benchmark for our proposed

approach. In our implementation of DHBA, we assume that each agent can observe some subset of

all the agents and goals. For each agenti , we run a breadth-�rst search over the communication

graph G with a depth of k. Hence, we collect sets of observable agents and goals in thek-hop

neighborhood of each agent and solve the distance-squared LSAP problem using this information.

Note that, unlike Algorithm 1 used in experiments for MAST, DHBA does not account for time

delays. We use Numba [137] to parallelize this computation. This implementation generalizes the

original DHBA to our limited information setting. At each time step, we run this algorithm to �nd

a matching and then set the control input of each agent to be the maximum velocity that moves

them towards their assigned goal. We refer to this family of policies asDHBA-k .

3.5.2. Simulation Environment

We rely on numerical simulations to train and evaluate the proposed transformer architecture. We

also use the same simulations to compare the performance against the LSAP and DHBA-k policies.

The dynamics of the multi-agent system are discretized with a time step of� t = 1 :0 s. For training,

we simulate the system forT = 200 s. Robots have a radiusR = 2 :5 m with a maximum velocity

umax = 5 :0 m s� 1. An agent is considered to have successfully reached a goal if it stays within a
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Figure 3.6: Example initializations of agents and goals with� agent = 1 ; 5; 10 agents per cluster and
� goal = 1 ; 1; 5 goals per cluster, from left to right. Blue circles represent agents, green� 's represent
goals observed by at least one agent, and red� 's represent goals unobserved by any agent. Lines
represent the communication graphG.

threshold radius of Rg = 5 :0 m. The communication graph G(t) is dynamic and depends on the

agent positions. In this task, we use a directed 3-nearest neighbor graph. That is, each agent can

directly receive information from its three closest neighbors.

Simulation environments are initialized with N = 100 agents andN = 100 goals in a1 km � 1 km

square region. We ensure that no two agents and no two goals are within a distance ofRmin = 5 :0 m

of each other. We arrange the agents into clusters of size� agent, chosen randomly from� agent 2

f 1; 5; 10g. Similarly, we arrange the goals into clusters of size� goal 2 f 1; 5; 10g. Note that the cluster

sizes can be di�erent for agents and goals. Figure 3.6 shows three examples of such an initialization

with varying cluster sizes. We sampleN=� cluster centers from a uniform distribution over the

square simulation region. For each cluster center, we sample� points from a uniform distribution

over a disk of radiusr cluster = 5Rmin
p

� . To enforce the minimum separation, we resample pairs of

cluster centers within 2r cluster until no con�icts occur. Similarly, for any pair of points within Rmin

of each other, we resample their positions until there are no con�icts.

3.5.3. Architecture

Section 3.4 fully describes MAST and the readout MLP, but the perception model is task-speci�c.

For DAN, the perception model is an MLP with parameters shared across all agents. The inputs

are the di�erent observations made by each agent. Speci�cally, the input to the perception model
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Table 3.1: Transformer model variants

Model Mask Inputs

MAST-M M ij = M P
ij M C

ij Local
MAST-L M ij = M P

ij Local
MAST-C M ij = M P

ij Clairvoyant

We refer to three variants of MAST. MAST-M is the base with positional and connectivity masking.
MAST-L does not use connectivity masking. MAST-C does not use connectivity and has clairvoyant
information about all target positions.

of the nth agent is a vector on (t) 2 R14 containing: (i) the previous velocity of the agent,(ii) the

relative positions of the 3 closest agents, and(iii) the relative positions of the 3 closest goals. The

perception MLP has one hidden layer with dimension2d and leaky ReLU activations. Recall that

the output of the perception model is an embeddingxk (t) 2 Rd for each agent. The dimensionality

of the embeddings,d, is a hyperparameter. Overall, this is a simple perception architecture; our

focus is to demonstrate the applicability and explore the design space of transformer models rather

than to optimize for a speci�c application. Section 3.6 demonstrates an application where a more

complex, convolutional model is used instead.

We introduce three variants of the MAST architecture. Table 3.1 summarizes the di�erent versions.

Masked MAST (MAST-M) is the fully featured model. MAST-M is trained with connectivity

masking, as described in Section 3.4.5. Local MAST (MAST-L) is trained without the connectivity

mask. MAST-M and MAST-L rely solely on each agent'slocal observations,oi . Each agent only

has access to nearby agent positions and goal positions. In contrast, clairvoyant MAST (MAST-

C) is a centralized model with global information about goal positions. Since this is a centralized

model, we do not run any decentralized execution experiments. We introduce MAST-C to measure

the performance trade-o� incurred by supporting decentralized execution. MAST-C does not use

connectivity masking but does use the radial attention windowing from Equation (3.19).

Goal position information is integrated into MAST-C by appending N rows to X and P. A goal

embeddingxg 2 Rd is a learnable parameter repeatedN times and appended toX . The goal posi-

tions are appended toP. After positional encoding, attention is computed over the2N embeddings
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Table 3.2: Names of positional encoding strategies

Name Positional Encoding Frequency Set

APE-G Absolute (B.3) Geometric (3.16)
APE-L Absolute (B.3) Linear (3.17)
MLP MLP (B.1) N/A

RoPE-G Rotary (3.13) Geometric (3.16)
RoPE-L Rotary (3.13) Linear (3.17)

The �ve positional encoding schemes were tested in the second stage of the hyperparameter
search. Each of them was trained four times with di�erent attention window sizes. A reference
to the relevant equation is given for each positional encoding type and frequency set.

and positions. Only the �rst N embeddings are kept at the output, corresponding to the agents,

while the transformed goal embeddings are discarded.

In our numerical experiments, we also compare several positional encoding schemes. Our proposed

approach is a continuous extension of RoPE, as proposed in Section 3.4.2. However, we compare

RoPE against two other positional encoding schemes: MLP positional encoding (MLP-PE) and

absolute positional encoding (APE). Detailed descriptions of MLP-PE and APE are in Appendix B.1

and Appendix B.2, respectively.

3.5.4. Training

The models were trained using imitation learning with a mean squared error as the loss function.

The expert policy was the centralized max-velocity LSAP policy that minimizes the sum of distance-

squared. Instead of using a pre-generated dataset, we ran simulations during training. Examples

from these simulations were stored in a replay bu�er with a capacity of 20,000 examples. We roll

out 32 parallel simulations for T = 200 steps during each training epoch. TorchRL [138] was used

for simulation parallelism. In half of the simulations, agents used the expert policy; in the other

half, agents used the output of the trained model. After each simulation step, we stored the 32

observationsoi (t) and expert velocities ~uk (t) in the replay bu�er and then sampled a mini-batch

of 128 such tuples. We train using AdamW [139] with a learning rate of� to minimize the mean-

squared error of the model outputuk (t) and the expert velocity ~uk (t) in each mini-batch. After

each training epoch, we validate the model by rolling out 32 trajectories with 200 steps, each using
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the model policy.

We performed a systematic hyperparameter search. The search optimized MAST-L with MLP posi-

tional encodings and no attention windowing. We hypothesized that MAST-M with RoPE encodings

and attention windowing would perform favorably. We intentionally optimize the hyperparameters

for a di�erent MAST variant to minimize the impact of our bias. We searched over the number of

layers L 2 f 2; : : : ; 10g, number of headsH 2 f 1; : : : ; 8g, head dimensionda 2 f 16; : : : ; 128g, learn-

ing rate log10(� ) 2 [� 8; � 2], weight decay log10(� ) 2 [� 16; 0], and dropout rate � 2 [0; 1]. We ran

400 trials in a Hyperband search [140] with a reduction factor of 4, a minimum of 10 epochs, and a

maximum of 100 epochs. The parameters for each trial were sampled from the above ranges using

the tree-structured Parzen estimator (TPE) [102]. We used the Optuna [101] implementation of

Hyperband search and TPE. We chose the model that maximized the average success rate from

(3.27). We rounded the hyperparameters to arrive atL = 4 layers, H = 4 heads,da = 64 head

dimension, learning rate� = 1e � 4, weight decay � = 1e � 4, and dropout of � = 0 :0. We used

these hyperparameters for all models in future experiments.

Having found suitable basic hyperparameters, we trained 75 di�erent MAST models. We vary the

MAST variant from Table 3.1, the positional encoding scheme, frequency sets, and attention window

sizes. Each run employed a positional encoding scheme, which could be either Absolute Positional

Encoding (APE), Multi-Layer Perceptron Positional Encoding (MLP-PE), or Rotary Positional

Encoding (RoPE). The frequencies! k for RoPE and APE were sampled geometrically, as described

in Equation (3.16), or linearly, as outlined in Equation (3.17), with a base period of� K = 1 km . The

attention window radius was set to Ratt 2 f1 ; 250; 500; 1000g, where Ratt = 1 indicates that no

windowing was applied. Table 3.2 categorizes these models based on the type of positional encoding

and the set of frequencies used. We will refer to these positional encoding schemes as APE-G, APE-

L, MLP-PE, RoPE-G, and RoPE-L. APE-G utilizes absolute positional encodings with geometric

frequencies, APE-L uses absolute positional encodings with linear frequencies, MLP-PE employs

a multi-layer perceptron for positional encoding, RoPE-G incorporates rotary positional encodings

with geometric frequencies, and RoPE-L employs rotary positional encodings with linear frequencies.
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We train each model with N = 100 agents for 500 epochs.

3.5.5. Evaluation

We evaluate the models in several ways. First, in Section 3.5.5, we focus on the impact of component

masking, attention windowing, and positional encodings on size generalization under centralized exe-

cution. Second, in Section 3.5.5, we discuss the impact of communication delays on the decentralized

execution performance of MAST-M and MAST-L. Finally, in Section 3.5.5, we study how well the

MAST architecture performs on out-of-distribution scenarios.

Impact of attention windowing and positional encoding

We systematically evaluate the performance of each of the 75 models trained as discussed in Sec-

tion 3.5.4. After training each model usingN = 100 agents, we test each model by running 100

simulations for 200 steps. Note that during these tests, execution is centralized, and delays are

neglected. Decentralized execution is evaluated in Section 3.5.5. The initial conditions for each sim-

ulation are sampled from the same distribution as during training, following the process outlined

in Section 3.5.2. To evaluate the generalizability of the models to larger team sizes, we repeat this

evaluation for varying numbers of agentsN 2 f 100; 200; 300; 500; 700; 1000g and increase the simula-

tion area proportionally to the number of agents. We collect the success rate from Equation (3.27)

at each time step. Figures 3.7, 3.8, and 3.9 summarize the results for MAST-M, MAST-L, and

MAST-C, respectively.

Figure 3.7 shows the performance of the MAST-M model for each encoding scheme and attention

window radius combination. First, we consider the relative performance of all the models when

the number of agents is �xed at N = 100. There are two apparent trends: (i) RoPE consistently

outperforms the other positional encoding strategies and(ii) positional encodings with geometric

frequency sets are less a�ected by changes in window size than linear frequency sets. RoPE-G

has consistently high performance regardless of attention window size. For every choice of window

size, APE-G performs worse than RoPE-G. Nevertheless, like RoPE-G, it is robust to changes in

attention window size. Attention window size has a larger impact on the performance of positional

encodings with linear frequencies: RoPE-L and APE-L. The two perform similarly forRatt = 1000,
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Figure 3.7: Mean success rate obtained during testing usingMAST-M . The model was trained
with N = 100 agents. The top row shows the success rate over time forN = 100 agents. The
bottom row shows the e�ect of the number of agents,N 2 f 100; 200; 300; 500; 700; 1000g, on the
terminal success rateSR(t = 200). Solid lines show the mean success rate across trials, while the
shaded region indicates a 95% con�dence interval. The attention window radiusRatt varies along
the columns. Colors indicate the positional encoding.
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Figure 3.8: Mean success rate obtained during testing usingMAST-L . The model was trained
with N = 100 agents. The top row shows the success rate over time forN = 100 agents. The
bottom row shows the e�ect of the number of agents,N 2 f 100; 200; 300; 500; 700; 1000g, on the
terminal success rateSR(t = 200). Solid lines show the mean success rate across trials, while the
shaded region indicates a 95% con�dence interval. The attention window radiusRatt varies along
the columns. Colors indicate the positional encoding.
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Figure 3.9: Mean success rate obtained during testing usingMAST-C . The model was trained
with N = 100 agents. The top row shows the success rate over time forN = 100 agents. The
bottom row shows the e�ect of the number of agents,N 2 f 100; 200; 300; 500; 700; 1000g, on the
terminal success rateSR(t = 200). Solid lines show the mean success rate across trials, while the
shaded region indicates the 95% con�dence interval. The attention window radiusRatt varies along
the columns. Colors indicate the positional encoding.

62



but in all other cases, RoPE-L dominates APE-L. The performance of MLP-PE varies for di�erent

attention window sizes, with better performance forRatt 2 f 500; 1g than Ratt 2 f 250; 1000g.

Generalizability to larger teams of agents is depicted by the bottom row of Figure 3.7. RoPE-

G consistently achieves the highest success rate, except forRatt = 250, where RoPE-L performs

marginally better. RoPE's generalizability is a�ected by the attention window; overall, models with

larger window sizes have a more pronounced deterioration in performance. RoPE-G and RoPE-

L o�er the best trade-o� between success rate and generalizability whenRatt = 250. MLP-PE

and APE-G generalizability is largely una�ected by the attention window size. Their performance

deteriorates as the number of agents increases, although APE-G's performance deteriorates much

more. APE-L outperforms APE-G for N > 100. Unlike other positional encodings, APE-L's

performance does not decrease monotonically withN .

Figure 3.8 shows the performance of the MAST-L model for each encoding scheme and attention

window radius combination. First, we focus on the case forN = 100 agents. RoPE-G and RoPE-

L perform best for Ratt � 1000, but as the window size increases, the performance of RoPE-G

improves while the performance of RoPE-L deteriorates. Similarly, APE-G tends to outperform

APE-L and achieves a relatively consistent success rate, regardless of the attention window. MLP-

PE achieves a consistent success rate, regardless of attention window size. In fact, forRatt = 1 ,

MLP-PE achieves the second highest success rate, after RoPE-G. Looking at justN = 100, RoPE-G

is the preferable positional encoding scheme because it performs best for larger attention radii and

is only marginally worse than RoPE-L for smaller radii.

RoPE-G, RoPE-L, and MLP-PE obtain the best generalization performance for large agent teams

when the attention window is Ratt = 250. The generalization performance of all three deteriorates

for Ratt 2 f 250; 500g. However, while the performance of RoPE continues to deteriorate when

attention windowing is removed, MLP-PE does not follow the same trend. Instead, MLP-PE gener-

alizes similarly whenRatt = 1 and whenRatt = 250. MLP-PE appears less sensitive to the choice

of attention window size than APE and RoPE. Except for MLP-PE, the generalization performance

of MAST-L is more sensitive to the choice of attention window radius than MSAT-M. For MAST-L
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Figure 3.10: Decentralized execution performance of MAST, centrally trained without component
masking (MAST-L, left) and trained with component masking (MAST-M, right). Both models use
RoPE-G positional encodings and attention window radiusRatt = 250. Each line represents the
mean success rate over 100 simulations for each combination of time-delay,� , and model. The
width of the shaded region around each line is a 95% con�dence interval. Color indicates the
time delay, �=� t, expressed relative to the MAST update period. To improve readability, we only
plot trials with a time delay that is a multiple of 0:2 seconds. MAST-L performance deteriorates
signi�cantly as the time delay increases. Component masking greatly bene�ts MAST-M, which can
maintain performance despite time delays. In fact, for MAST-M, the mean success rate is higher for
� 2 f 0:6; 0:8; 1:0g than for �=� t = 0 :2, although they are within each other's con�dence intervals.

with Ratt � 1000 and N = 1000, only one positional encoding performs above a 0.6 success rate.

Conversely, for MAST-M with Ratt � 1000and N = 1000, all but one positional encoding achieved

a success rate above 0.6.

We hypothesize the following explanation for this di�erence in sensitivity to the attention window

size. Recall that the only di�erence between MAST-L and MAST-M is that the latter employs

component masking. Including component masking in MAST makes the architecture more local,

as the likelihood that two agents are in the same connected component decreases with distance.

Hence, there is a lower likelihood of performance-detrimental phenomena such as aliasing, described

in Section 3.4.2.

Figure 3.9 shows the performance of MAST-C, which has clairvoyant knowledge of all goal posi-

tions. As expected, this clairvoyant knowledge substantially improves performance forN = 100.

MAST-C models are the only ones achieving a success rate above 0.9 withN = 100 agents. Not all

positional encodings achieve this level of performance; notably, APE-L consistently falls short. For

N = 100, several trends are consistent with the respective MAST-M and MAST-L �gures: RoPE
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Figure 3.11: Decentralized execution performance of MAST centrally trained without component
masking (MAST-L, blue) and trained with component masking (MAST-M, orange). The plot shows
the relationship between the communication delay,�=� t, and the terminal success rate att = 800
seconds. The communication delay is expressed relative to the MAST update period. The mean
value across 100 simulations is reported, along with a 95% con�dence interval. Reference centralized
execution results are at�=� t = 0 . MAST-L performs better than MAST-L with centralized execu-
tion, but performance deteriorates when delays are added. The MAST-M success rate is una�ected
by decentralized execution and increasing delay.

tends to outperform APE, the geometric frequency set outperforms the linear frequency set, and

MLP-PE performance is largely una�ected by the attention window size. Regarding generalization

performance, MAST-C is sensitive to the attention window size, similarly to MAST-L. When the

attention window radius is Ratt = 250, RoPE-G, RoPE-L, and MLP-PE exhibit minor degrada-

tion in success rate as the number of agents increases. However, this performance degradation is

substantial for larger attention window radii.

Based on the discussion above, we use attention radiusRatt = 250 with RoPE-G in further exper-

iments. Across MAST variants (MAST-M, MAST-L, MAST-C), this choice of attention window

and positional encoding consistently o�ered the best trade-o� between performance withN = 100

agents and generalizability to larger teams. The MAST-M and MAST-L models with RoPE-G

archive a higher success rate forN = 100 agents whenRatt > 250. However, the di�erence in

performance onN = 100 is marginal, while the degradation in performance forN > 100 is more

pronounced. RoPE-G and RoPE-L perform equivalently forRatt = 250. Nevertheless, we choose to
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use RoPE-G instead of RoPE-L due to its more consistent performance at higher window sizes.

Decentralized execution

After centralized training, MAST-M and MAST-L can be executed on a decentralized multi-agent

system, as described in Section 3.4.4. We evaluate the decentralized execution performance of these

models by simulating communication using Algorithm 1. We evaluate the performance of both

models for varying communication delays,�=� t 2 f 0:1; 0:2; : : : ; 1:0g, which we express in terms of

the MAST controller update period. We perform 100 simulations for 800 seconds for each model

and time-delay combination, with N = 100 agents. Note that MAST-C is not tested in this way

because it is incapable of decentralized execution due to its reliance on global knowledge of the goal

positions.

The results of these experiments are shown in Figures 3.10 and 3.11. The former shows the success

rate over time, while the latter focuses on the terminal success rate. MAST-L is signi�cantly

a�ected by communication delays, with performance negatively correlated with delay duration. In

Figure 3.10, MAST-L has much more variability in the mean success rate and has larger error bands.

Figure 3.11 shows that the MAST-L success rate degrades from 0.9 with centralized execution down

to just over 0.8 with delays of � = 1 second. On the other hand, MAST-M is much more resilient

to delays. In Figure 3.10, the di�erences between tests at di�erent delays do not appear signi�cant.

The highest mean performance is achieved by�=� t = 1 :0 and �=� t = 0 :8, with lower delays, such as

�=� t = 0 :2, leading to inferior performance. This is further evidenced by Figure 3.11, which shows

that time delays up to 1 do not signi�cantly a�ect the MAST-M terminal success rate. Moreover,

there does not appear to be a signi�cant di�erence in success rate between centralized execution

(�=� t = 0 ) and decentralized execution (�=� t > 0).

Figure 3.12 compares di�erent variants of MAST executed centrally or decentralized. For decentral-

ized execution of MAST, the �gure reports results with a communication delay of�=� t = 1 . When

execution is centralized, MAST-C performs the best in terms of success rate, followed by MAST-L

and then MAST-M. When execution is decentralized, the performance of MAST-L deteriorates to

below MAST-M. The MAST-M success rate does not signi�cantly vary between centralized and
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Figure 3.12: Plots of mean success rate over time across 100 test simulations for di�erent variants
of MAST. MAST-C is executed centrally. The plots show include centralized and decentralized
execution for MAST-L and MAST-M. During decentralized execution, we use a communication
delay of �=� t = 1 . Of the centralized execution experiments, MAST-C has the highest success
rate, followed by MAST-L and MAST-M. The success rate for MAST-M does not change when
executed in a decentralized manner. This is unlike MAST-L, which has the lowest success rate
under decentralized execution.

decentralized execution.

For centralized execution, the di�erences in success rates between MAST variants are unsurprising.

MAST-C can leverage global goal position information to improve the success rate over MAST-L.

Similarly, unlike MAST-M, MAST-L is not constrained by component masking, allowing attention

between agents that are in distinct connected components onG. MAST-L can leverage this in-

formation to improve the success rate. However, this becomes a disadvantage under decentralized

execution when this information is no longer available and, therefore, the input data distribution

is di�erent from that in training. This distributional shift between the centralized training and

decentralized execution is absent for MAST-M. Adding delays during decentralized execution also

introduces a distributional shift but does not signi�cantly a�ect performance, as evidenced by Fig-

ure 3.11. Probably, information from far-away agents is unimportant for determining local policies,

which limits the impact of delayed information about many hop neighbors.

In Sections 3.5.1 and 3.5.1, we discussed baseline centralized and decentralized policies that solve the
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Figure 3.13: Plots of mean success rate over time across 100 test simulations. Decentrally executed
MAST-M at a communication delay of �=� t = 1 :0 is compared to baseline policies. The baselines are
explained in Sections 3.5.1 and 3.5.1. MAST-M takes longer to converge, eventually outperforming
all the decentralized DHBA policies.

assignment and navigation problem by formulating a linear sum assignment problem. We referred to

these policies as LSAP and DHBA-k, wherek is the number of hops inG from which information is

aggregated to run the decentralized Hungarian algorithm. Figure 3.13 compares MAST-M against

these baseline policies. For this �gure, MAST-M was executed in a decentralized manner with a

communication delay of�=� = 1 . For comparison, we plot the success rate of DHBA fork = 0 ; 4; 8.

DHBA performance improves as the number of hops increases, but the returns are diminishing,

and performance does not improve further fork > 8. We do not time-delay inputs to DHBA in

our experiments, unlike when executing MAST-M. Despite this disadvantage, MAST-M archives a

higher success rate than DHBA. MAST-M takes longer to converge, having a lower success rate for

the �rst 200 seconds.

Out of distribution scenarios

Generalizability to unseen scenarios is a necessary property of a practical solution to DAN. Although

Section 3.5.2 explains this in more depth, recall that, during training, the agents and goals are

initialized in clusters of 1, 5, or 10. To test out-of-distribution generalizability, we introduce several

new randomly generated scenarios. Figure 3.15 shows example initial conditions for each scenario,

and we describe each below. In thècircle' scenario, goals are uniformly distributed, and agents
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Figure 3.14: Test success rate of MAST-M in di�erent scenarios. The initial conditions of `clusters-1',
`clusters-5', and `clusters-10' are similar to those encountered in training. The remaining scenarios
are not sampled in the training data.

Figure 3.15: Examples of di�erent scenarios, as described in Section 3.5.5. Blue circles represent
agents, green� 's represent goals observed by at least one agent, and red� 's represent goals
unobserved by any agent. Lines represent the communication graphG. `Clusters-1', `Clusters-5',
and `Clusters-10' are the only ones that are similarly distributed to the training data. All other
scenarios are out of distribution.
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are uniformly randomly arranged in a hollow disk of inner radius3W=16 and outer radius 5W=16.

In the `two lines' scenario, agent positions are randomly arranged in a line so that the agent

positions are uniformly distributed with p i (0) � U(� W=4; � 3W=8) � U(� W=2; W=2). Similarly,

the goal positions are sampled fromgi � U(3W=8; W=4) � U(� W=2; W=2). In the `ICRA' scenario,

the initial agent positions are uniformly distributed within the environment, while the goals are

arranged to spell out `ICRA.' Finally, `cluster-k` for k 2 f 1; 5; 10; 20; 25g are a family of scenarios

where the agents and goals are each randomly arranged in clusters of sizek � as described in

Section 3.5.2, with � agent = � goal = k. For k 2 f 1; 5; 10g, the cluster-k scenarios are very similar to

the training distribution.

MAST delivers a high success rate for all scenarios, but there is some variability between scenarios.

For example, there is a clear trend in performance for the clustered family of scenarios: the higher

the cluster size, the lower the success rate. The mean success rate for the `clusters-1` scenario is over

0.9, but for `clusters-25` it is below 0.8. This deterioration in performance can be explained by the

communication graph becoming increasingly disconnected as the cluster size increases. Figure 3.15

exempli�es this: in the `clusters-1' scenario, the communication graph is more connected than in

scenarios with larger clusters. This also explains why the `circle,' `two lines,' and `ICRA' scenarios

perform signi�cantly better than the clustered scenarios for k > 1. Overall, the �nal success rate

and convergence rate highly depend on the connectivity ofG.

3.5.6. Discussion

In the �rst part of Section 3.5.5, we emphasize the signi�cance of selecting both the type of positional

encoding and the size of the attention window for performance in decentralized assignment and

navigation tasks. Learnable positional encodings (MLP-PE), demonstrate reasonable performance

during centralized execution with MAST-C. They also maintain consistent performance in semi-

decentralized and decentralized settings with MAST-L and MAST-M. However, RoPE is more

e�ective at leveraging positional information. On its own, RoPE cannot generalize to scenarios

with more agents than during training. By utilizing attention windowing or component masking,

we can make the architecture more local, which enables generalizability to large training teams at
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a slight performance cost.

The primary advantage of component masking is its impact on decentralized execution performance.

Section 3.5.5 provides our experimental results with decentralized execution. It is clear from Fig-

ure 3.11 that component masking negatively impacts performance during centralized execution.

However, during decentralized execution, the model trained using component masking (MAST-M)

is una�ected by communication delays of up to one second. This is further evidenced by MAST-M's

high and consistent performance over MAST-L in Figure 3.10. In our opinion, the most probable

explanation is that component masking lowers the distributional gap between centralized training

and decentralized execution.

The capability of decentralized execution, robustness to communication delays, generalizability to

out-of-distribution scenarios, and generalizability to larger teams of agents suggest that MAST-

M is a viable approach to decentralized assignment and navigation. However, we would like to

highlight some limitations in our analysis. Each model was only trained once, so the estimated

con�dence intervals do not account for training variability. Additionally, our experiments always

use the k-nearest neighbor communication model. The approach generalizes well to execution with

delayed information, but transferability to di�erent communication models is not fully explored.

This is partially addressed in the coverage control experiments, where we use a distance-based

communication graph.

3.6. Coverage Control

3.6.1. Problem Formulation

Coverage control is the problem of commanding a team of robots to provide sensor coverage to

areas of variable importance. The speci�cations of the task determine these areas of importance.

We consider the coverage problem on the planeX � R2 on which we deploy a team ofN homogenous,

holonomic agents indexed byV = f 1; : : : ; N g. As de�ned in Section 3.3, consider positionsP(t),

control inputs U (t), and �rst-order integrator dynamics from Equations (3.1), (3.2), and (3.4). Once

again, we assume the existence of a dynamic communication graphG(t) = ( V; E(t)) , but consider a
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di�erent structure. This Section considers a communication rangeRc. Any pair of robots i; j 2 V is

within communication range whenkp i (t) � p j (t)k < R c and therefore we have an edge(i; j ) 2 E(t).

The aforementioned areas of interest de�ne theimportance density function (IDF). The IDF, ex-

pressed as a function� : X ! R+ , assigns an importance value to each point in the environment.

Following [18, 141], the coverage costJ is de�ned in Equation (3.29) and is determined by the

positions of robots in the environment and the IDF:

J (P(t)) =
Z

q2X
min
i 2V

f (kp i (t) � qk)�( q)dq (3.29)

where f is a non-decreasing function such asf (x) = x2.

Computing Equation (3.29) directly for large numbers of agents is computationally expensive due to

the minimization problem inside the integral. Instead, assuming that robots have distinct positions

and f (x) = x2, consider a partition of the position-spaceX = [ i Pi into Voronoi cells [141]:

Pi = f q 2 X j k p i � qk � k p j � qk; 8 j 2 Vg (3.30)

for all i 2 V . The Voronoi cell Pi is a subset ofX where all points are closest to the position of the

i th agent. The setsPi disjointly partition X , so we can rewrite the coverage cost as

J (P(t)) =
NX

i =1

Z

q2 Pi

kp i (t) � qk2�( q)dq: (3.31)

The partitions can be e�ciently computed using Lloyd's algorithm [142].

There are several approaches to coverage control in the literature that build on Lloyd's algo-

rithm [141, 143�146]. Typically, these are broadly categorized by their framing of the problem

and their accompanying assumptions. Cortés et al. [141, 143] were the �rst to demonstrate a gra-

dient descent algorithm based on Lloyd's algorithm that could solve the coverage problem using

both centralized and decentralized Centroidal Voronoi Tesselation (CVT); abbreviated as C-CVT

and D-CVT, respectively. However, the authors assume that the density function is knowna priori .
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Rudolph et al. [144] consider cases of heterogeneous robot teams with di�erent sensing capabilities

and where the density function is initially unexplored. The authors propose a fusion between a

local implementation of Lloyd's algorithm and a higher-level distribution controller that leverages

the di�erent sensing capabilities of individual robots. [145] and [146] respectively tackle coverage

control under obstacle constraints and dynamics. The latter takes a model predictive approach to

solve coverage control with constraints on states and inputs.

Imitation learning-based methods have relied on Lloyd's algorithm as well [17, 18]. As before,

coverage control can be framed in numerous ways. Gosrich et al. [17] proposed a perception action

communication (PAC) architecture that uses a CNN for perception and a GNN for communication.

They consider limited-range IDF sensing but assume full connectivity between agents. Their method

outperforms the centralized implementation of Lloyd's algorithm and demonstrates transferability

to non-convex environments. More recently, Agarwal et al. [18] introduced LPAC-K3, a similar

architecture to [17] that also assumes that the IDF is unknown att = 0 . However, they consider the

case where communication only occurs between an agent and its proximal neighbors. To compare our

proposed architecture, we consider three variants of CVT and LPAC-K3 [18]. Table 3.3 summarizes

the information access of each method.

Clairvoyant CVT

Clairvoyant CVT is an implementation of CVT that has complete knowledge of the IDF and the

robot positions. Notably, this algorithm is not guaranteed to converge to a global minimum. Nev-

ertheless, it performs well empirically and serves as the expert with which we train our proposed

architecture with imitation learning.

Centralized CVT

In C-CVT, agent positions are known globally, but access to the IDF is restricted to areas the team

has uncovered through exploration. In other words, the policy has access to the portion of the IDF

that any agent has seen at any time up to the current time step. Each agent has a restricted sensor

FOV with which to uncover the IDF.
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Decentralized CVT

In D-CVT, agents are restricted in their ability to sense the IDF and have limited information

about the positions of their neighbors, as determined by the communication radius. Agents can only

compute the Voronoi cells using the positions of their neighbors, thereby rendering the computed

partitioning incomplete unless the communication graph is complete.

LPAC-K3

Like D-CVT, agents are restricted in their ability to sense the IDF and have limited information

about the positions of their neighbors. Unlike D-CVT, LPAC-K3 uses only local observations

from the current timestep. The model uses a GNN to disseminate learned embeddings across the

network. LPAC-K3 is the current state-of-the-art learning-based model that has demonstrated

excellent performance compared to C-CVT and D-CVT.

3.6.2. Perception Model

In our simulations, each agent only has access to local information gathered from its surroundings,

similarly to [18]. Separate from the communication radiusRc = 256 m, the agents have a limited

sensor �eld of view(64 m� 64 m) centered at the agent's current position. Although agents uncover

new information about the environment through sensing, they can use previously seen information

as long as it is within the local map(256 m� 256 m), also centered at the agent's current position.

The communication radius and the sensor �eld of view are properties of the agent hardware and

are, therefore, �xed for all experiments. From the environment, each agent makes the observation

oi (t) 2 R4� do � do , which is a four-channel image. The channels ofoi (t) are C i
� ; C i

B ; C i
x ; C i

y . Each

channel is amap of the environment near the i th agent. The pixels of C i
� represent the values of

sensed IDF.C i
B represents the bounds of the simulation environment, taking unit values for pixels

corresponding to positions outside the bounds and zero otherwise.C i
x and C i

y are maps indicating

the relative spatial positions of neighboring agents that fall within the communication range. Each

channel is initially sampled at a resolution of(256� 256) but is scaled down to(32 � 32).

We use a CNN as the perception model, since the observationsoi (t) are images. The CNN processes
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Figure 3.16: The Perception-Action-Communication loop is parameterized by a convolutional neural
network (CNN) and MAST-M. The CNN processes local observations to produce a vector embed-
ding. This embedding is shared with neighboring robots, each processing the set of input embeddings
from their respective neighbors using MAST-M. The model outputs the control action to be taken
by the respective agent.

the observations and produces a vector embeddingx i (t) 2 R32. Following [18], the perception

model has three layers, 32 channels, a kernel size of three, and a �nal output dimension of 32. The

CNN uses batch normalization and leaky-ReLU pointwise nonlinearities. The output of the �nal

convolutional layer is �attened and projected linearly to R32. Although we use the same architecture

and hyperparameters as [18], we did not use a pre-trained perception model, training the LPAC

stack end-to-end.

3.6.3. Training

We use imitation learning to train MAST-M for the coverage control task. Using the Clairvoyant

CVT policy, we generate a dataset with 100,000 examples. Each example contains the communi-
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cation graph, raw observations, positions, and actions for allN agents at the recorded timestep.

For each environment in the dataset, the IDF was prepared by uniformly placingF = 32 bivariate

Gaussians in the planar space of dimension1024� 1024 m2. The initial positions of each of the

N = 32 agents are also uniformly distributed across the environment. Each expert rollout was

sampled every 5 time steps to reduce the temporal dependence between samples.

We conducted a Bayesian hyperparameter search over MAST and optimizer hyperparameters. The

�nal model has L = 8 layers, H = 8 heads,da = 32 head dimension, learning rate� = 3 :3e � 4,

weight decay � = 2e � 9 and a dropout of � = 0 :0. Next, a grid search was conducted over the

attention radius Ratt 2 f 256; 512; 1024g with and without component masking. The �nal model

usesRatt = 256 m as well as RoPE-G and was trained in the MAST-M con�guration, where both

the local mask, M P
ij , and the component mask,M C

ij , are used. Each model was trained for 100

epochs with a batch size 256 and the AdamW optimizer.

3.6.4. Evaluation

We evaluate MAST-M in di�erent scenarios to demonstrate the e�ectiveness of the model. Section

3.6.4 compares rollouts of all policies on 100 randomly generated in-distribution environments.

Section 3.6.4 and Section 3.6.4 explore the model's performance when the environment size or agent

and feature densities are varied. Finally, we include Section 3.6.4 to show how MAST-M performs

when the IDF is created from semantic information in the environment rather than randomly

generated.

For scenarios where the environments are randomly generated, we construct the IDF by drawing

center positions of F bivariate Gaussians fromU(0; `e) � U(0; `e) where `e is the length of one

side of the square environment. Each Gaussian is truncated to 2 standard deviations to limit

the detection of features by robots far from their centers. The peak amplitude of each Gaussian

is randomly sampled from U(0:6; 1:0). The initial positions of agents are sampled according to

p i (0) � U(0; `e) � U(0; `e). Each control policy is evaluated in environments with the same initial

conditions to ensure a fair comparison.
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Table 3.3: Coverage Control Policies

Policy IDF Access Position Access

Clairvoyant CVT Full Full
Centralized CVT Partial Full

Decentralized CVT Partial Partial
LPAC-K3 [18] Partial Partial

MAST-M (Ours) Partial Partial

The four baselines for comparison and MAST-M. The CVT approaches di�er in their information
access. LPAC-K3 is a state-of-the-art imitation learning approach to coverage control that uses
a GNN to leverage the communication graph structure.

Comparison with the Baselines

We compare MAST-M against four di�erent baselines, summarized in Table 3.3. Each policy is

rolled out over 100 randomly generated environments for 600 time steps. Empirically, all controllers

converge within this time frame. The environment has a width of1024 mand is initialized with 32

agents and 32 features. Figure 3.17 shows the performance of each policy over time. For each policy,

the dark line is the mean coverage cost across environments for each time step, while the bands show

the standard deviation. The coverage cost of each controller is normalized by the initial coverage

cost at t = 0 for each rollout. Regardless of the policy used, the agents have a �xed communication

radius Rc = 256 and a sensor �eld of view of(64 � 64 m2)

Increasing the Environment Size

It is crucial that a decentralized policy scales e�ciently with the dimensions of the environment.

In these experiments, we evaluate the performance of MAST-M against the decentralized CVT and

LPAC-K3 policies as the size of the environment changes. We evaluate each policy over`env 2

f 1024; 1448; 1774; 2048g m where the total area isAenv = `env � `env . The densities of agents and

Gaussian features remain constant. For̀env = 1024 we haveN = 32, F = 32 and for `env = 2048 we

have N = 128, F = 128). Each policy is evaluated 100 times at each environment size. The violin

plots in Figure 3.18 and Figure 3.19 show the distribution of the average normalized coverage cost for

600 time steps over these 100 environments compared against D-CVT and LPAC-K3, respectively.
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Figure 3.17: The normalized coverage cost of baseline controllers compared to MAST-M over 100
environments. The episode length is 600 timesteps. The cost of each controller is normalized by its
initial cost at the �rst timestep. The solid lines show each controller's mean coverage cost across all
rollouts, and the shaded band represents the95 % con�dence interval of the mean. MAST-M was
trained with a component mask that was informed by the emergent communication graph (Rc = 256)
and with an attention window radius, Ratt = 256. The transformer-based model outperforms both
the CVT baselines and the GNN-based LPAC-K3.

Figure 3.18: Performance of MAST-M as the scale of the environment is increased. The density of
agents and features remains constant as the environment size is increased. The violin plots show the
distribution of average normalized coverage cost over 100 environments for each policy. MAST-M
decisively outperforms the D-CVT baseline while maintaining a consistent average coverage cost as
the environment size is increased.
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Figure 3.19: Performance of MAST-M as the scale of the environment is increased. The density
of agents and features remains constant as the environment size is increased. The violin plots
show the distribution of average normalized coverage cost over 100 environments for each policy.
Here, the transformer-based model and LPAC-K3 are trained on an environment with dimensions
1024 m� 1024 mwith 32 agents. The transformer with an attention window limited to Ratt = 256
can match the performance of LPAC with a 15-hop reach (5 layers, three hops per layer).

Figure 3.18 shows a signi�cant performance improvement from the D-CVT baseline to MAST-M.

The distribution overlap decreases as̀env increases. MAST-M remains consistent and can generalize

to larger-sized scenarios after training on small examples. The comparison with LPAC-K3 is shown

in Figure 3.19. Although MAST-M signi�cantly outperforms LPAC-K3 for `env = 1024, this gap

closes as the environment size increases. Their distributions are almost identical for`env = 2048.

The policies are compared against the clairvoyant expert in Figure 3.20. Each value represents

the ratio of the average normalized coverage costs of the given controller and the expert, respec-

tively. MAST-M is closer to the performance of the clairvoyant expert than the baselines. When

`env = 2048, MAST-M and LPAC-K3 achieve the same performance relative to the expert. Al-

though MAST-M outperforms LPAC-K3 for `env < 2048, its performance negatively correlates with

environment side length, unlike LPAC-K3.
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Figure 3.20: Policy comparison for di�erent environment side lengths. The values displayed are
the ratio between the average normalized cost of the respective policy and the clairvoyant expert.
MAST-M outperforms all baselines and matches the performance of LPAC-K3 for an environment
side length of2048 m.

Figure 3.21: A heatmap showing the percent improvement in coverage cost of MAST-M compared
to D-CVT (left) and LPAC-K3 (right) when the number of Gaussian features and agents is varied.
Higher values indicate that MAST-M performs better than the baseline. The density that MAST-M
and LPAC-K3 are trained on is highlighted in green. Each square shows the percentage improvement
of MAST-M relative to the baseline. MAST-M outperforms D-CVT under all conditions and LPAC-
K3 under most density scenarios. It struggles when the number of agents is small (N = 8 ) compared
to its training data ( N = 32). However, MAST-M is more robust to scenarios with low feature and
high agent densities.
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Agent and Feature Density

MAST-M and LPAC-K3 were trained in environments with N = 32 agents andF = 32 Gaussian

features. Regardless of these initial densities, agents may fail in the �eld, and the IDF may change.

Thus, a practical decentralized control policy should demonstrate transferability to varying densities

of agents and features. After training MAST-M and LPAC-K3 with N = 32 agents andF = 32 fea-

tures, we evaluate the generalizability to out-of-distribution scenarios with varying density of agents

and features. We evaluate the policies for 64 combinations of(N; F ) 2 f 8; 16; 24; 32; 40; 48; 56; 64g2.

The results are visualized in Figure 3.21 as heatmaps, which show the coverage cost improvement

of MAST-M relative to D-CVT and LPAC-K3. We compute the average normalized coverage cost

over time and across 100 environments, then calculate the percentage improvement of MAST-M

compared to D-CVT and LPAC-K3.

MAST-M performs better than D-CVT under all tested density combinations. The smallest im-

provement over D-CVT is 6 % which occurs at N; F = (8 ; 8). The largest improvement is 43 %

which occurs at N; F = (40 ; 32). The model, which was trained onN; F = (32 ; 32), performs

slightly better in this out-of-distribution case than in the in-distribution scenario. The number of

features in the IDF does not greatly impact the relative performance of MAST-M, but the number

of robots does. MAST-M performance deteriorates when the number of agents is small.

MAST-M outperforms LPAC-K3 in most of the tested density scenarios. In the worst case, MAST-

M sees a4 %degradation in average coverage cost compared to LPAC-K3 atN; F = (8 ; 8). However,

MAST-M signi�cantly outperforms LPAC-K3 in scenarios with a small number of features and a

large number of robots. In particular, MAST-M attains a 58 % lower coverage cost than LPAC-K3

at N; F = (64 ; 8). We hypothesize that this may be an architectural limitation of GNNs, which

struggle with modeling many-hop dependencies in the data. When the feature-to-robot density

ratio is low, information about peaks in the IDF needs to travel large distances.
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