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ABSTRACT

NEURAL COMPRESSION: ESTIMATING AND ACHIEVING THE FUNDAMENTAL LIMITS

Eric Lei
Shirin Saeedi Bidokhti

Hamed Hassani

Neural compression, which pertains to compression schemes that are learned from data using
neural networks, has emerged as a powerful approach for compressing real-world data. Neural
compressors often outperform classical schemes, especially in settings where reconstructions that
are perceptually similar to the source are desired. Despite their empirical success, the fundamental
principles governing how neural compressors operate, perform, and trade off performance with

complexity are not well-understood compared to classical schemes.

We aim to develop some of the fundamental principles of neural compression. We first introduce
neural estimation methods that can estimate the theoretical rate-distortion limits of lossy compres-
sion for high dimensional sources using techniques from generative models. These methods illus-
trate that recent neural compressors are sub-optimal. Next, we build on these insights to discuss
neural compressors that approach optimality yet remain low-complexity through the use of lattice
coding techniques. These are shown to approach the rate-distortion limits on high-dimensional
sources without incurring a significant increase in complexity. Finally, we develop low-complexity
compressors for the rate-distortion-perception setting, where an additional perception constraint
ensures the source and reconstruction distributions are close in terms of a statistical divergence.
These compressors combine lattice coding with the use of shared randomness via dithering over
the lattice cells, and provably achieve the fundamental rate-distortion-perception limits on the

Gaussian source.
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CHAPTER 1

INTRODUCTION

1.1. Rate-Distortion Theory

Let X Px be the source supported on X. Let X be the reproduction space, and : X
X 1 R ¢ be a distortion measure. The asymptotic limit on the minimum number of bits re-
quired to represent X with average distortion at most D is given by the rate-distortion function

(Cover and Thomas, 2006), de ned as

R(D) := inf (X X): (1.1)
P*jX:EpX;X\[( X;X) D

Any rate-distortion pair (R; D) satisfying R > R (D) is achievable by some lossy source code, and
no code can achieve a rate-distortion less thanR(D). Compressing the source one sample at atime
is known as one-shot coding. R(D), on the other hand, is achievable asymptotically in the limit
of large block-lengths when the source is compressed block by block and the rate and distortion
are measured per-sample, as traditionally shown using random coding methods (Shannon, 1959a;
Cover and Thomas, 2006). As such, the rate distortion function R(D) of a source Py serves as the
ultimate lower bound for compressing X  Px in terms of the rate-distortion tradeoff, and can
be used to measure how close a compressor is to optimality, and whether there is any room for

improvement.

The rate-distortion function has properties such as convexity and non-increasing in D. For sources
such as the Bernoulli source, with Hamming distortion, and Gaussian source, with mean-square-
error (MSE) distortion, closed-forms of R(D) can be derived (Cover and Thomas, 2006). However,
for general sources, a further analytical characterization of R(D) is usually not possible. In such
cases, one must resort to numerically estimating R(D) from Px, or even samples of Py, if not
known in closed-form. Classically, the method to estimate R(D) is known as the Blahut-Arimoto

algorithm (Blahut, 1972b; Arimoto, 1972b), which alternates steps over P)@jx and Py, the out-



put marginal of Py.. Px . While the rate-distortion tradeoff achieved by any compressor on Px

jX
provides an upper bound on R(D), fewer lower bounds are known. One lower bound for MSE

distortion is known as the Shannon lower bound, given by

R(D) h(X) sup h(wW): (1.2)
W :E[kWk?2] D

1.2. Vector Quantization

While the rate-distortion function R(D) describes the fundamental limit for compression of an
i.i.d. source, one may ask what is the optimal compression scheme for general vector sources
x. For a general vector sourcex, its optimal one-shot coding scheme can be found via entropy-
constrained vector quantization (ECVQ). When x consists of i.i.d. entries, ECVQ will approach

R(D) of x's marginal when rate and distortion are normalized by the dimension of  x.
ECVQ directly enumerates quantization centers (codewords) in the space of x, and minimizes an
entropy-distortion objective,

min Ex[ logP(e(x))]+  Ex[( x;e(x)); (1.3)

fcig,

where e(x) := arg min feigh, ( x;cj). Since the solution is unknown in closed form, ECVQ is
solved numerically by a generalized Lloyd's algorithm (Chou et al., 1989). Although ECVQ is
optimal, an issue that precludes its wider use is its high complexity; the number of codebook

vectors required is exponential in the rate and dimension.

Nonetheless, VQ can be seen as a direct instantiation of aR(D)-achieving scheme, as the ran-
dom coding proof of R(D) achievability samples a codebook of vectors according to P, . Rather
than sample them randomly according to a distribution, VQ directly optimizes them for the rate-

distortion tradeoff.



1.3. Neural Compression

Neural compression was initiated by Theis et al. (2017b); Agustsson et al. (2017b); Ballé et al. (2017b),
by combining autoencoders with scalar quantization in the latent space, and training on large-
scale datasets. Such methods fall under the framework of nonlinear transform coding (NTC),

described in Ballé et al. (2021b). These methods optimize

min Ex  logpy(¥) +  Ex[( x;R)|; (1.4)
Ja:0s Py

over transforms ga; gs and entropy model py. In the above, the reconstructions are® = gs(bga(x)e),
and py learns likelihoods over the discrete quantized latents ¥ = bga(x)e. Many recent efforts in
NTC improve the transform design (Zhu et al., 2022; He et al., 2022a) or improve entropy model

design (Ballé et al., 2018; Cheng et al., 2020; He et al., 2022a).

An analysis of NTC was performed in Wagner and Ballé (2021); Bhadane et al. (2022), who con-
sider synthetic sources and verify when NTC can recover the optimal (one-shot) performance.
However, the latent sources are a one-dimensional uniform, which SQ is optimal for. It is un-
known whether sources with more complex latent sources can still be compressed optimally by

NTC as a whole.

Although NTC is based on VAEs with SQ in the latent space, several works have attempted to
apply VQ in the latent space instead. Notable works include VQVAE (van den Oord et al., 2017),
which performs a direct codebook search in the latent space. PQVAE (EI-Nouby et al., 2023) uses
a product quantization scheme to improve scalability. Additionally, NVTC (Feng et al., 2023) ap-
plies ECVQ in the latent space, which also performs a direct codebook search. We show that LTC
is able to recover the performance of ECVQ while avoidinga direct codebook search in the latent

space, which is infeasible for large rates and dimensions.
1.4. Lattice Quantization

A lattice quantizer Q (Conway and Sloane, 1999) consists of a countably in nite set of codebook

vectors given by uG, where G 2 R" " is the generator matrix, and u are integer vectors. The



Voronoi region of a lattice is V(0) := fx 2 R": Q (x)= 0g, where Q (x):=argmin,, kx vk3
nds the closest lattice vector to x in . In lattice theory, the objective is to nd lattices that
minimize G() , the normalized second moment (NSM), which measures the lattice's packing ef-
ciency. Recent work describing lattices which have the lowest known NSM can be found in
(Agrell and Allen, 2023; Lyu et al., 2022; Agrell et al., 2024). Another objective is to nd ef cient
guantization (decoding) algorithms (i.e., computing Q (X)), which requires solving the closest-
vector problem (CVP); this is NP-hard in general. For many of the best-known lattices in dimen-
sionsup to 24 (n = 2: hexagonal;n = 4: D,,; n = 8: GossetEg; n = 16: 15 Barnes-Wall; and

n=24: ,4Leech) ef cient CVP solvers exist (Conway and Sloane, 1999).

Classically, lattices are used to implement both xed and variable-rate quantizers (Zamir et al.,
2014a). For the former, nested lattices shape the used part of the lattice and create a nite codebook
with index-based encoding. For the latter, the entire (in nite) lattice is used, but entropy coding is
applied; this is known as entropy-constrained lattice quantization (ECLQ). Fixed-rate quantization
trades lower encoding complexity for rate-distortion performance. For both cases, in the large
rate regime, LQ achieves optimality when the dimension is asymptotically large. For example, for

ECLQ,
DI!IIIOH(I IECLQ( ) RX( )) b 2 Og( e ()) ) ( . )

where Ry (D) is the rate-distortion function of x and Hec (D) is the rate of ECLQ at distortion D
(Zamir et al., 20144, Ch. 5). IfG,, is the minimal NSM of any lattice in n dimensions, limy; Gy =
1=(2 e ), and thus (1.5) converges to 0. For the integer lattice (SQ), the NSM is1=12, which yields
a gap of  0:255 bits per dimension. Thus, LQ offers the maximal bene t when the rate-per-
dimension is relatively small. While this may seem limiting, many real-world sources operate
at low rate-per-dimension. For example, in NTC-based image compression, the rate-per-latent
dimension is around the same as the bits-per-pixel used, which is typically between 0 and 2. While
classical transform coding may not have bene ted much from LQ since the transform domain

of images (e.g, DCT) is typically sparse, this is not true in NTC where the rate is spread more



evenly across all dimensions (Cheng et al., 2020; Bhadane et al., 2021) resulting in a lower bit-per-

dimension for the quantizer.

Below are some standard de nitions and results from Zamir et al. (2014b) on lattice quantization
and lattice dithering.

1.4.1. Dithered Quantization Preliminaries

De nition 1 (Second moment).

z

1 11
2():= = Elkuk] = -

VO kx k?dx ; (1.6)

Vo

whereV () is volume of 's cells, andvy is the fundamental region.

De nition 2 (Normalized second moment (NSM)) .

2()

G()= ———
0 v(Q) ="

.7

There exists a sequence of lattic€d such thatimn;;  G( (M) = 5, known as the sphere lower bound.

Lemma 1 (Crypto lemma) . If u is a uniform dither over the fundamental Voronoi ¢éjl, then
(x+u) mod =( x+u) Q (x+u) (1.8)

is uniform overVy and independent of.

Corollary 1 (Dithered quantization-uniform channel equivalence) . Letu be a uniform random dither

overVp, andlet® = Q (x+u) u. Thenthe quantizationerrot R  Unif(Vp). MoreoverR 4 x+u.

Corollary 2 (MSE-second moment equivalence) Let® = Q (x + u) u. Then

%Ex[kx K3l = 2() : (1.9)



Theorem 1 (Optimal lattices have white dither spectra) . Let Q be a lattice quantizer ifR" with
minimal NSM. Then
Euluu™]= G (V()) Z" In; (1.10)

whereG,, is the minimal NSM inn dimensions, andl is uniform over the fundamental cell of The

dither of the optimal LQ is white (but not necessarily independent).
1.4.2. Entropy-coded dithered quantization (ECDQ)

Theorem 2 (ECDQ rate). The ECDQ rate satis es

H(Q (x+ wju)=I(x;x + u): (2.11)

Proposition 1 (ECDQ rate-distortion tradeoff) . De ne Recpg = %H (Q (X + u)ju). Then

Recoo (D)= oh(x 1) 5log o (112)

whereD is the MSE achieved b9 as a ECDQ.

Remark 1 (Gaussian RDF-achieving distribution) . The channeP>/<\jx achieving the RDF foX
N (0; ?)is alinear AWGN channel,
X= (X+2) (1.13)

where = 2,2 andZ N 0:1D independentoX . Note that marginallyX N (0; 2 D).

Theorem 3 (Pre/post-scaled ECDQ achieves Gaussian RDF) ForX N (0; ?),

Recog"**(D) R(D) 3 l0g(2eG () ; (114)

where the pre-scaling parameter is= 1, and post-scaling parameter is= 2 2.



1.4.3. Voronoi-sphere-gaussian equivalence

Theorem 4 (Dither is contained within a sphere) . Let (" be a sequence of sphere-bound-achieving

lattices, andu (™  Unif(Vo( (")) be their respective dithers. Then, for all 0,

n (0}
lim Pr um 2B(0;(1+ Jre ( ™M) =0: (1.15)

h s

In the abovere () = V\ﬁn) is the effective radius of a lattice, awg = (n;]zifl) is the volume of a

unit sphere.

Theorem 5 (Dither approaches white Gaussianity in KL) . Letu be a uniformly distributed over the

lattice cell, i.eu  Unif(Vg()) . Then
1 . 1
HDKL(UJJW) = 5Iog(2 eG()) ; (1.16)

wherew N 0; () I, . Moreover, using a sphere-bound-achieving sequence of lattitesvith

corresponding dithers (™ Unif(Vo( (M),
im 2Dy (u™jiw) = 0 (1.17)
mi no Kb -

logn

at a rate of convergence®@f =

Corollary 3 (Dithered quantization approaches AWGN) . The quantization error of a sequence of
ECDQs de ned by a corresponding sequence of sphere-bound-achieving battid€8) = x  (Q ) (x +
uM)  ulM), satis es

logn

1 ) 1
—Di(x 2Mjiw) = 510g(2 €G ( M) =0 — (1.18)



1.5. Rate-Distortion-Perception
1.5.1. Neural Compression for RDP

Most neural compressor designs that account for perception are derivative of the nonlinear trans-
form coding (NTC) setup (Ballé et al., 2021b). These models are parameterized by analysis trans-
form g,, synthesis transform gs, and entropy model py; see Fig. 4.1a. To compress a sourcg, the
encoder computes the latenty = g,(x), which gets scalar quantized via rounding. The codeword
or quantized latent ¥ = Q (y) is then entropy coded using an entropy model py. The decoder

provides the reconstruction ® = gs(¥). The model is trained end-to-end via

minE logpp($) + 1E[( x;R)]+ 2 (Px;Pyg); (1.19)

where denotes the parameters of the codec(da; Gs;Py), 1, 2 0 are parameters that select a
regime of the RDP tradeoff, and the randomness is over x and potentially the codec. Many state-
of-the-art methods (Tschannen et al., 2018; Agustsson et al., 2019; Mentzer et al., 2020; Muckley et al.,
2023; He et al., 2022b; Zhang et al., 2021) optimize (4.2), primarily differing in the choice of distor-
tion function and the way the statistical divergence is estimated in practice. Typically, is
estimated using generative adversarial networks (Goodfellow et al., 2014b), which estimate  us-
ing an adversarial loss involving an auxiliary function parameterized as a discriminator neural
network. The use of randomness (shared or not) in these methods has not always been consis-
tent, nor fully explored in its relation to RDP optimality. While Blau and Michaeli (2019) add
uniform noise to the quantized latent, Tschannen et al. (2018); Agustsson et al. (2023) concate-
nates noise to the quantized latent, and Mentzer et al. (2020); Muckley et al. (2023) do not use
randomness at all. Zhang et al. (2021) use (shared) dithered scalar quantization with NTC, but
do not explore why or how it is good for RDP. At test time, is measured using no-reference
metrics such as Fréchet inception distance (FID) (Heusel et al., 2017) or kernel inception distance
(KID) (Binkowski et al., 2018). To improve perceptually pleasing reconstructions, usually con-
sists of perceptually-oriented distortion metrics such as MS-SSIM (Wang et al., 2003) or LPIPS

(Zhang et al., 2018) in addition to mean-squared error (MSE).



There also exist a few RDP-oriented neural compressors that do not tthe NTC framework (Theis et al.,
2022; Yang et al., 2024; Yang and Mandt, 2024) and instead leverage diffusion models to enforce

the perception constraint.
1.5.2. Information-Theoretic Analysis of RDP

RDP Theory and Coding Theorems. The RDP function in (4.1) was originally proposed by
Blau and Michaeli (2019); see also Matsumoto (2018); Li et al. (2011); Saldi et al. (2015), who pro-
posed similar formulations. (4.1) is a purely informational quantity, i.e., simply a function of the
source Py , and thus on its own it does not have a meaning as a fundamental limit of compression
without a corresponding coding theorem describing it as such. The rst RDP coding theorem was
provided by Saldi et al. (2015), whose results show that for case of perfect perception (P = 0),
(4.1) is achievable via a coding scheme with in nite shared randomness, as well as the converse,
i.e., that no compressor can outperform (4.1). For general P, optimality (i.e., achievability and
converse) of (4.1) is shown when in nite shared randomness is available. Saldi et al. (2015) also
further characterizes the fundamental RDP limitat P =0 when only R bits per sample of shared
randomness is allowed, which only coincides with (4.1) when R = 1 ; any less randomness re-
sults in a strictly worse fundamental limit (see also Wagner (2022)). This establishes the necessity
of in nite shared randomness to achieve (4.1). In the private randomness, perfect perception set-
ting, Yan et al. (2021) establishR(P=;1 ) as the fundamental limit; Hamdi et al. (2024a) show that
randomized encoders do not help. Salehkalaibar et al. (2024); Niu et al. (2023) study a slightly dif-
ferent setting of conditional RDP. Li et al. (2011) use dithered lattice quantization to show achiev-
ability of the RDP function for P = 0; in contrast, we show this to be true for general P and also
analyze the private randomness case. Chen et al. (2022) study the RDP tradeoff when the per-
ception constraint is operationally measured in the strong or weak-sense . Under weak-sense, it
was shown that R(D; P ) is achievable without shared randomness, whereas under strong-sense,

shared randomness is necessary, agreeing with Saldi et al. (2015); Wagner (2022).

Coding theorems, while useful for theoretical analysis, are typically not constructive and/or not

10n vectors x;® 2 R", a strong-sense perception constraint denotes (Py;Px) < P, whereas a weak-sense con-



practical (e.g., due to high complexity). They do, however, provide insights on structures that may
be useful or even necessary for optimality, such as (shared) randomness or VQ-like codebooks,

that we discuss in the next section.

The bene ts of (potentially shared) randomness have also been discussed outside the context of
coding theorems. It has been known that randomized decoders are necessary to achieve perfect
perceptual quality (Tschannen et al., 2018). Theis and Agustsson (2021) illustrate how quantiz-
ers can bene t from shared randomness on a toy circle source. Similarly, Zhou and Tian (2024)
demonstrate the bene t of staggered scalar quantizers can use limited shared randomness to im-

prove performance on the circle.
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CHAPTER 2

ESTIMATING THE FUNDAMENTAL LIMITS OF COMPRESSION

2.1. Introduction

Driven by advances in deep neural network (DNN) compression schemes, rapid progress has been
made in nding high-performing lossy compression schemes for large, high-dimensional datasets
that remain practical (Ballé etal., 2017a; Theis et al., 2017a; Agustsson et al., 2017a; Ballé et al.,
2021a). While these methods have empirically shown to outperform classical compression schemes
for real-world data (e.g. images), it remains unknown as to how well they perform in compari-
son to the fundamental limit, which is given by the rate-distortion function. To investigate this
guestion, one approach is to examine a stylized data source with a known probability distribution
that is analytically tractable, such as the sawbridge random process, as done in (Wagner and Ballé,
2021). This allows for a closed-form solution of the rate-distortion function; one can then compare

it with empirically achievable rate and distortion of DNN compressors trained on realizations

of the source. However, this approach does not evaluate DNN compressors on true sources of
interest, such as real-world images, for which architectural choices such as convolutional layers
have been engineered (LeCun et al., 2015). Thus, evaluating the rate-distortion function on these

sources is paramount to understanding the ef cacy of DNN compressors on real-world data.

Furthermore, a class of information-theoretically designed one-shot lossy source codes with near-
optimal rate-distortion guarantees, which fall under the area of reverse channel coding (Li and Gamal,
2017; Theis and Yosri, 2021; Harsha et al., 2010; Bennett et al., 2002; Cuff, 2013a; Bennett et al., 2014;
Braverman and Garg, 2014; Cuff, 2008; Li and Anantharam, 2021), can provide a one-shot bench-
mark for DNN compressors, which are typically one-shot. However, these schemes require the
rate-distortion-achieving conditional distribution (see (2.1)), which is generally intractable for real-

world data, especially when the data distribution is unknown and only samples are available.
Having the ability to recover the rate-distortion function's optimizing conditional distribution

only from samples, in addition to the rate-distortion function itself, would allow for implementa-
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Figure 2.1: Inaccuracy of discretized Blahut-Arimoto in comparison to our method, R (D),, for
computing the rate distortion curve on the MNIST dataset. DNN compressors provide codes that
lie in the achievable region. See text for details.

tion of reverse channel codes even without access to the full data distribution.

Consider an independent and identically-distributed (i.i.d.) data source X Px , where Py is

a probability distribution supported on alphabet X. Let Y be the reproduction alphabet, and
X Y ! R* be adistortion function on the input and output alphabets. The asymptotic limit

on the minimum number of bits required to achieve a distortion D is given by the rate-distortion

function (Shannon, 1948, 1959b; Cover and Thomas, 2006), de ned as

R(D) := inf 1(X:Y); 21
(®) Pvix Epyy [( X;¥Y)] D ( ) (2.1)

Any rate-distortion pair (R; D) satisfying R > R (D) is achievable by some lossy source code, and
no code can achieve a rate-distortion less thanR(D). It is important to note that R(D) is achiev-
able only under asymptotic blocklengths, whereas DNN compressors are typically one-shot, as
compressing i.i.d. blocks for real-world datasets may not be feasible. However, the one-shot
achievable region is known to be within log(R(D) + 1) + O(1) bits of R(D) (Li and Gamal, 2017),
and thus even in the one-shot setting, R(D) remains an appropriate measure of the fundamental

limits.

There are several immediate challenges when computing R(D) (and its optimizing conditional
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distribution) for large-scale data. Even when the distribution of Pyx is known, the analytical form
of the rate-distortion function has been dif cult to evaluate, and has been characterized only on
speci ¢ sources. This prohibits an analytical derivation using a density estimate of Px (which
are also not sample-ef cient in high dimensions) in most cases. Computational methods such as
the Blahut-Arimoto (BA) algorithm seem to be better suited for our setting; however, as will be

shown, BA provides inaccurate estimates and fails to scale with large datasets.
2.1.1. Blahut-Arimoto Fails to Scale

Let Dk ( jj ) be the Kullback-Leibler (KL) divergence, de ned as E [log g—] when the density g—
existsand+ 1 otherwise. Due to the convex and strictly decreasing properties (Cover and Thomas,

2006) ofR(D), itsufcesto xsome > 0, and solve the following double optimization problem.

Lemma 2 (Double-Minimization Form, cf. (Cover and Thomas, 2006, Ch. 10), (Yeung, 2002)). The
minimizersP\((j;( , Qg() of

RD( ) := 'ng nf DxL(Px;y jiPx  Qv)+ PXEY [C XY (2.2)

i
Py ix

yield a unique poinR = Dy (Px P\((jz(jj Px Qg( )) andD =E ( X;Y )] on the positive-rate

PP}

regime of the rate-distortion curve, iR(D )= R ,suchthatD <D pax whereR(Dmax) =0.

The Blahut-Arimoto (BA) solves (2.2) by alternating steps on Pyjx and Qv until convergence. In

discrete settings, the optimizers take the following closed form:

] ry)e (xy)
=P . 8x2X;y2Y 2.3
p(yix) oy T (%) X ey (2.3)
X
r(y) = px (X)p(yix); 8y2Y (2.4)
x2X

Even though BA requires knowledge of the source distribution, one can use the empirical distri-

. P , .
bution P, = 1% 1, x, asaproxy. This, however, does not scale in the case of modern datasets.
Consider the setting when X = R™ is continuous. Applying BA requires discretization of the

input and output alphabets. In many cases, this would require acute knowledge of how to dis-
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cretize R™ to form an appropriate reconstruction alphabet Y, and even if one could, it might result
in computational complexity that grows, potentially exponentially, with m. One would need to
store an jYj matrix for the conditional PMFs and a jYj-sized vector for the output marginal PMF,
which may not tin memory depending on the number of data points or the choice of discretiza-
tion. For example, in image compression, where we assume eachX; 2 R™ to be a single image
realization, Y  R™. Even for 8-bit grayscale images, full precision quantization would require
28 m points, and although one could provide better discretization schemes, they may still require

an intractable number of points.

To demonstrate, we attempt to apply discretized BA to MNIST digits in Fig. 2.1, and plot its es-
timated curve in comparison to rate-distortion (with squared-error distortion) achieved by DNN
compressors. Speci cally, our source is the empirical MNIST distribution P, and we discretize Y
to be exactly the support of our data, i.e. Y = S{‘:leig. While this scheme should converge to
the true rate-distortion functionas n ! 1  (Harrison and Kontoyiannis, 2008), we see that even
for n = 60; 000, this fails to capture the general trend of the DNN compressors. Finally, the dis-
tortion corresponding to R = 0, known as D nax, that BA estimates is far from the optimal given
by Ep, kX x k3 — see Section 4.5 for more details. This showcases the inaccuracy of BA in
estimating the rate-distortion function even with relatively large number of samples. In contrast,
our method, which provides the estimate R (D),, does not exhibit these failures and is able to

generalize to the true MNIST distribution for a signi cant portion of the rate-distortion function.
2.2. Related Work

There have been several recent works that attempt to estimate R(D) on real-world image data.
Aside from the classical works of Arimoto (Arimoto, 1972b) and Blahut (Blahut, 1972b), the rst
work that uses neural networks to estimate rate-distortion is (Li and Chen, 2020), who parame-
terize the Qyx channel using restricted Boltzmann machines and study small synthetic sources.
More recently, there have been works such as (Yang and Mandt, 2022;?; Gibson, 2017), in which
the authors bound the rate-distortion function on real-world data. The authors of (Yang and Mandt,

2022) provide sandwich bounds on R(D), where the upper bound is variational and proved to be
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tight. In contrast, this work, which was independently developed around the same time, pro-
vides an estimate of R(D) by replacing a class of distributions that R(D) minimizes over with
a parameterized set of distributions, leading to a natural upper bound. Additionally, the works

in (Yang and Mandt, 2022; Theis and Yosri, 2021; Flamich et al., 2020) discuss the potential of re-
verse channel coding applied to image compression; our work directly implements reverse chan-
nel coding using the rate-distortion achieving Qvjx channel learned from our R(D) estimate. In
(Harrison and Kontoyiannis, 2008), the authors analyze theoretical properties of the plug-in esti-

mator for R(D), but do not provide a method that can be applied to real-world datasets.

A related area of work lies in the generative modeling literature, where the rate-distortion trade-

off is often used to evaluate generative models and unsupervised learning algorithms. The most
relevant work is (Huang et al., 2020), where the authors take a rate-distortion perspective to eval-
uate the performance of generative adversarial networks (GANs) and variational autoencoders
(VAES). In their formulation, they assume the trained generative model is the output Y-marginal
of the rate-distortion objective, and nd an upper bound on the rate-distortion needed to repro-
duce the generative model, not the true rate-distortion function of the source Much of the other
work in this area (Burgess et al., 2018; Brekelmans et al., 2019; Alemi et al., 2018) use variational
bounds on the rate-distortion for the purposes of representation learning, and lack a direct con-

nection to fundamental limits of lossy compression.
2.3. Contributions

As opposed to the aforementioned approaches in Sec 2.1, we take a step back and reformu-
late the rate-distortion objective into a min-max objective using duality, building on results from
(Dembo and Kontoyiannis, 2002). As will be shown, this alleviates many of the issues plaguing
previous methods, and allows for practical implementation of lossy compression schemes based

on reverse channel coding, solely from samples. Our contributions are as follows.

» We propose an estimator of R(D) based on neural networks, called NERD, which we show
is strongly consistent, and provide a corresponding algorithm to compute the estimate from

samples for a broad class of distortion measures.
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We empirically show that these methods provide accurate estimates of R(D) on synthetic as
well as real-world datasets, and that DNN autoencoder compressors achieve a rate-distortion

within a few bits of our estimate.

We demonstrate how the optimal conditional distribution (or channel) of R(D) can be ap-
proximately recovered from NERD, and applied to reverse channel coding schemes, which

result in an operational one-shot lossy compression scheme.

We experimentally show that on real-world data, this scheme performs competitively with

DNN compressors while also satisfying guarantees on the achievable rate and distortion.

We provide evidence that the gap between the one-shot DNN compressors and the estimated
rate-distortion function could be minimized by using DNN compressors that perform block

coding.
2.4. Problem Formulation

Our goal is to estimate the rate-distortion function R(D) of some source Py . However, we only

edge about its distribution.

As opposed to BA, which solves the double minimization problem (2.2) in closed form, we use a
dual form of the rate-distortion function. We rst note that the constrained version of the inner
minimization problemin (2.2) is known as the rate functionin the literature (Harrison and Kontoyiannis,

2008; Dembo and Kontoyiannis, 2002), i.e.

R(Qy;D) = inf DiL(Px;y iiPx  Qv); (2.5)
Yix
Eryy [( XY)] D

which exhibits the following dual characterization.

Lemma 3 (Rate Function Duality, (Dembo and Kontoyiannis, 2002, Sec. 2)). The rate function can be
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equivalently expressed as follows.

h h i
R(Qv;D)=sup D Ep, logEq, e (*Y) (2.6)

-0

X

Therefore, R(D) is equivalent to infg, R(Qy ;D) and can be expressed as a min-max problem,

h h ii
R(D) = igf sup D Ep, logEq, e (XY) (2.7)
Y~

which can be estimated from samples, since we can approximate expectations with empirical aver-
ages for both Py , Qy independently. Furthermore, the inner problem is concave, scalar, and has a

unigue solution. To solve the inner max, rst-order stationary conditions yield (Dembo and Kontoyiannis,

2002, Sec. 2.2) 2 3

exp T ( X;Y) _
D=Ep, o,4(XY) h i5: (2.8)
Evo g, exp ~( X;Y9

which can be solved for = via the bisection method. In the next section, we use the dual formula-

tion to derive an estimator that uses neural networks to parametrize Qy.
2.5. Neural Estimation of the Rate-Distortion Function

We propose to parametrize the output marginal distribution Qv using architectural choices similar
to those used in the GAN literature (Goodfellow et al., 2014a). Speci cally, let Pz be some simple
base distribution over Z andlet G : Z! R™ be a function belonging to a function class G. Then,
representing distributions Qv with the pushforward G Pz, we can optimize over functions in G,

and arrive at

h i
Re(D):= inf supD Ep, logEp, e ( XC2) (2.9)
G262

The equivalence of this (under certain assumptions on Pz) with R(D) isjusti ed in (Rose, 1994). In

from the empirical distribution I9>(<”) = % in=1 x,. Leveraging the expressive power of neural
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Algorithm 1 Neural Estimator of the Rate-Distortion Function (NERD)

Input: Distortion constraint D, batch sizeB, number of steps T, learning rate
Initialize generator neural network G :Z!Y
fort=1;2;:::;T do

Samplefxg8, "% Py
izi:d: PZ
Dene (7 v)=exp ~( xi;G (7))

P
SolveD = & B, ( x,,G(z,))P#for

(70
1P I B o~
t+1 t r g .1095 j=1 i (75 t)
end for

Samplefz g,

networks, we choose G to be the class of functions parametrized by neural networks, and arrive

at the following estimator (NERD).

De nition 3  (Neural Estimator of the Rate-Distortion Function (NERD)) . LetG:= fG g, bea

class of functions parametrized by a neural network. NERD is given by

h
R (D), := inf sup D logE e ( XC @ (2.10)
o ,5(n) P,
. 1 X h e
=inf sup D = logE e (Xi¢(2) (2.11)
2 2, n._, P

The next theorem shows that NERD is a strongly consistent estimator for the rate distortion func-

tion. The proof is provided in Appendix 4.9.

Theorem 6 (Strong consistency of NERD). Suppose the alphabets ate= Y = R™, Pz is supported
onZ 2 R!, andPz is absolutely continuous with respect to Lebesgue measure. Also, suppose that the
distortion measure isL -Lipschitz in both arguments. Then the NERD estimator(thl1l)is a strongly

consistent estimator & (D), i.e.

nIlilm R (D), = R(D) almost surely. (2.12)
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Note that while NERD satis es strong consistency, this may not necessarily apply to settings en-
countered in practice. In practice, we use stochastic gradient descent to search over the function
class which may not necessarily nd the minimum, and the expectation over Py is estimated

using Monte-Carlo methods.

To use NERD, following (2.11), one can simply sample batches from Px and Pz, solve the inner

max of (2.7) by solving (2.8) for =, and take a gradient step over the DNN parameters. The full

algorithm is given in Algorithm 1. The code is available online 2.
2.5.1. Numerical Estimation Challenges

Note that although NERD is strongly consistent, the method suffers from estimation inaccuracies

for large rates, which mirror similar estimation challenges of mutual information from sart?ples

(McAllester and Stratos, 2020a). The issues stem from the log expectation overPz, logEp, e ( Xii¢ (2)) |

requiring at least 2R samples to estimate accurately with a sample mean at rate R. To see this, note
that the inner minimization in the min-max form in (2.7) is equivalent to the Donsker-Varadhan
(DV) lower bound (Donsker and Varadhan, 1983). From (Dembo and Kontoyiannis, 2002), if ~ is

the inner problem's maximizer, then

h h ii

sup D Ep, logEq, e (XY) (2.13)

-0 ,

h i N e
= E E (XY log E e ; 2.14
PX"Qij(jX) ( ) gQY ( )
h i
= E su E [f(Y)] logEq, &) 2.15
Px f:Y!pRQij(jX)[( ) 9=ay ( )
h i
= PIE Dk (Qyjx (1X)iiQv) (2.16)
=1 (X;Y)+ Du(QviiQv); (2.17)
where deYiX:X (x;y) = e ) —i, the optimizing f isgivenby f (y)= ( x;y),1 (X;Y)
Qv Evo g, & (%)

is the mutual information of the joint Py ijx , and Qy is the Y -marginal ® of the joint Px ijx .

2https://github.com/leieric/NERD-RCC
3Note that from the Blahut-Arimoto equations, the Y -marginal Qy coincides with Qv only at optimality, when they
both equal the optimal reproduction distribution  Qy . In other words, Px Qy jx is a coupling between Px and Qv only
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Hence, if we use an empirical distribution for Qy, say with M samples, then

I (X;Y)+ Die(QviiQy) H(Qy)+ Dki(QvyijiQy) (2.18)
= Eg, [logdQy (y)] (2.19)
1
= Egq, IogM (2.20)
=log M (2.21)

Additionally, the authors in (McAllester and Stratos, 2020a) show that the DV lower bound as well
as any other M -sample estimate of a distribution-free high-con dence lower bound of mutual
information is at most O(log M ). Therefore, we can expect NERD to estimateR(D) for rates up to

log, M . In practice, we setM = 40;000for 32 32images.

On a separate note, the authors in (Yang and Mandt, 2022) provide an empirical lower bound of
R(D) which can be estimated from samples. They note that the lower bound always struggles to
achieve rates greater thanO(log M ). The above explanation on estimating lower bound of mutual
information may help explain that phenomenon. Since NERD provides an exact estimate of the
mutual information of the rate-distortion achieving joint distribution, it is estimating the tightest

lower bound.
2.6. Experimental Results: NERD

In our experiments, we use synthetic data (i.e. Gaussian), MNIST digits, and Fashion MNIST (FM-
NIST) images to represent our source X Py . We use squared-error distortion for all cases, i.e.
( x;y) = kx yk3. In all cases, we haven = 60; 000i.i.d. samples from Py . We set the base distri-
bution as Pz = N (0; I m,) and parametrize G : R™z | R™ with a fully connected neural network
for the Gaussian case, and a deep convolutional architecture similar to the generator architecture
used in DCGAN (Radford et al., 2016) for the image data. For the DNN compressors, we use the
nonlinear transform coding framework outlined in (Ballé et al., 2021a). More architectural details

are provided in Appendix 2.12.

at optimality.
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Figure 2.2: Estimated R (D),, (NERD) on
Gaussian data (m = 20, 2 = 4e 1K) com-
pared with DNN compressors.

Figure 2.3: Estimated R (D), (NERD) of
SVHN images vs. DNN compressors.

2.6.1. Synthetic Data

We rst verify the NERD estimator on Gaussian data. Speci cally, Px = N (0; ) isa multivariate
Gaussian with m = 20 dimensions. Let = Vdiag( 2;:::; 2)V” be the eigendecomposition of
, wWith V orthogonal. In this case, the rate-distortion function of Px has an analytical form and is

given by (Cover and Thomas, 2006)

8
2
% i2mp: 3log—; D iy 7
R®)=§ 2> (2.22)
0; 0.W

where > 0 satis es the reverse water- lling condition

X
jffi: 2> gj+ 2= D: (2.23)
i2[m]: 2
To evaluate NERD, we choose ? = 4e %, and pick an orthogonal matrix V to form . We

generate samples from N (0; ) and apply Alg. 1. As shown in Fig. 2.2, for this choice of Py,
NERD can accurately estimate R(D) for rates below 10 bits. For higher rates, the estimate suffers
from numerical instability as discussed in the previous section. We also provide a second Gaussian

example in the appendix, shown in Fig. 2.15.
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2.6.2. Real-World Data

We apply NERD to MNIST and FMNIST datasets, which are single-channel images, as well as
SVHN (Street View House Numbers) (Netzer et al., 2011) which contain color RGB images. We
plot the estimated rate-distortion curves in Fig. 2.1 for MNIST, Fig. 2.16 for FMNIST, and Fig. 2.3
for SVHN. In all cases, the curve appears to satisfy the convex and strictly decreasing properties
of the rate-distortion function. Using our estimate of R(D), we can use DNN compressors of the
autoencoder type (Ballé et al., 2017a; Theis et al., 2017a; Agustsson et al., 2017a) with quantization
to see how they perform compared to the fundamental limits. Additionally, we see that DNN
compressors closely follow the same trend as the estimated rate-distortion function, and are within
several bits of optimality inside the achievable region. However, it remains dif cult to conclude in
this case whether or not DNN compressors are optimal on these datasets. The gap of several bits
could be potentially attributed to the fact that the DNN compressors are one-shot, whereas R(D) is
achievable only under asymptotic blocklengths. While one-shot achievable regionsof R > R (D)+
log(R(D) + 1) + 5 are known (Li and Gamal, 2017), lower bounds tighter than R(D) for general
sources Py are not as clear. Either way, it remains to be seen whether other computationally
feasible source codes could be designed to perform closer to the rate-distortion limit. In later
sections, we discuss learning-based block codes on real-world data that empirically perform closer

to R(D) for certain regimes of the rate-distortion tradeoff.
2.6.3. Comparison with Blahut-Arimoto

We compare solving (2.11) to a baseline scheme that uses Blahut-Arimoto on discretized input and
output alphabets. On low-dimensional input alphabets, Blahut-Arimoto will perform accurately.

But for high-dimensional alphabets, it is unclear how to discretize the continuous space. For image

P
be % . x,(x) and choose a discretization for Y  [0;1]™ to de ne an output marginal PMF

for Blahut-Arimoto. We attempt to choose the discretization for Y to be the same as the source,

converge to the true rate-distortion functionas n ! 1  assuming the true continuous alphabets
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(8) R = 0:28bits, D = 54:95.

(b) R = 16:82bits, D = 10.

Figure 2.4: Samples from trained Y-
marginal Q. (MNIST).As R! 0,Qy gener-
ates the mean image, achievingD = D pax.-

(@) R =1:37bits, D = 60:55.

(b) R = 11:80bits, D = 26:60.

Figure 2.5: Samples from trained Y-
marginal Q, (SVHN).As R! 0, Qy gener-
ates the mean image, achievingD = D max.

are both [0; 1]™. However, we demonstrate that Blahut-Arimoto fails when the number of samples
is nite. Firstly, we are limited by the number of samples (60,000 at most with both datasets). Even
with a large number of samples, we see that, given in Fig. 2.1 and 2.16, doing so does not work
particularly well, and the trend is completely off compared to NERD and the DNN codes. It fails

to extrapolate to the true rate-distortion function of the true source, and traces the rate-distortion
curve for the discrete uniform empirical distribution which we see achieves zero distortion at
R=H (I5>((n)) = log,n. As n grows larger, we would expect the curve traced by this scheme to
“rotate” clockwise to the true rate-distortion curve (which requires in nite rate at zero-distortion

for continuous sources), but this scheme can only rotate to where the zero-distortion rate reaches
log,(60;000) 15:87. In contrast, NERD is able to follow the same trend of the operational rate-
distortion curve estimated by DNN compressors, and matches known characteristics of R(D) as

described in the next section.
2.6.4. Comparison with Empirical Sandwich Bounds

This section provides comparisons with other neural network-based bounds on R(D); namely,
those provided in (Yang and Mandt, 2022). It is important to note that NERD itself is an upper
bound of R(D). This can be seen since the inner maximization simply computes the mutual in-
formation between Qy and Qv x in closed form. The outer minimization restricts the search over
distributions Qv to those parameterized by the neural network function class. Thus, any xed Qy
parameterized by a neural network directly yields an upper bound of R(D). In Fig. 2.6 we show

how the sandwich bounds provided in (Yang and Mandt, 2022) compare to NERD on the MNIST
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Figure 2.6: NERD vs. empirical sandwich bounds (Yang and Mandt, 2022) on MNIST.

dataset. Indeed, it can be seen that on certain parts of the rate-distortion curve, NERD matches up
with the upper bound from (Yang and Mandt, 2022), indicating that the tightness of their bound

is likely achieved for these rate points. For the lower bounds, there is a gap when compared to the
NERD estimate. However, we encountered instability from the implementation provided from
(Yang and Mandt, 2022), when computing the lower bound. It is interesting to note that NERD's
formulation is very similar to the lower bound (Yang and Mandt, 2022, Eq. 4), which suggests two
things. First, NERD chooses a simpler parameterization to solve R(D). Second, our discussion
from Sec. 2.5.1 explained why any lower bound of R(D) requires sample complexity exponential
in the rate, which corroborates the analysis and results of the lower bound in (Yang and Mandt,

2022), who struggled to bring the lower bound above log of the number of samples used.
2.6.5. Samples from the Optimal Reproduction Distribution

We now illustrate generated samples from the (approximately) optimal reproduction distribution
Qy , parametrized by the trained neural network G , where  neural network parameters that
are the minimizers of NERD. In other words, Qy, = G Pz, the pushfoward of Pz through G
We show that it indeed aligns with the behavior of the rate-distortion function. Let Dpax =
minyay Ep, [ ( X;y)] be the distortion achievable at zero rate (Yeung, 2002, Ch. 9), i.e.R(Dmax) =
0. This is the best distortion that can be possibly achieved when there is no information about the
source, where the reproduction is simply the best constant estimate of X . When is squared-error,

and X =Y, the best constant estimate is the mean x = Ep, [X], with Dmax = Ep, kX ng .
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In the MNIST case, the samples generated from the generator neural network at R = 0:28, shown
in Fig. 2.4a, consistently generate the “mean image”. Computing D nhax With an empirical average
turns out to be 55 (under mild preprocessing of the MNIST dataset), which matches the zero-
rate pointin Fig. 2.1. In contrast, samples generated from a trained generator at higher rate, shown
in Fig. 2.4b, appear more similar to the original MNIST images and produce more modes of the
distribution. A similar phenomenon occurs with SVHN and FMNIST as well, shown in Fig. 2.5
and 2.18. In comparison, Blahut-Arimoto does not produce this phenomenon and fails to intersect

the D -axis at D max.
2.6.6. Generality of Distortion Function

In this section we demonstrate that the method reliably works for general distortion functions.
In order for the backpropagation operation to function correctly, the only requirement is that the
distortion function be differentiable in its arguments. To demonstrate this, we estimate the rate-
distortion function of the same Gaussian source as described previously, but instead of squared-
error distortion, we now apply general squared P distances p(Xx;y) = kx ykg. Due to the fact

that kvk, k vkgwhen 0<q p<1,we havethat

inf 1 (X;Y) inf I (X;Y): (2.24)
Pyix: Yix
Epyy [ p(XY)] D Epyy [ a(XY)] D

We show the rate-distortion function of the Gaussian source using  1(X;y), 2(x;y),and 3(X;y).
Since an analytical form of the Gaussian rate-distortion function is not known for 1 and 3,
we only plot the NERD-estimated rate-distortion functions here. As observed in Fig. 2.7, the

inequality in (2.24) is re ected in the 3 rate-distortion curves.
2.7. One-Shot Operational Lossy Source Codes

Now that we have the capability to calculate the fundamental limit of lossy source coding, and
also recover an approximately optimal reproduction distribution Q. parametrized by a neural
network, a natural question to ask is whether it is possible to use Q. to construct an operational

compressor. Indeed, we will see in this section that Q, can be used to construct a compression
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Figure 2.7: Gaussian rate-distortion function for  p(x;y) = kx ykg forp=1;2;3.

scheme with guarantees on the achievable rate and distortion, and empirically perform similar
to those of DNN compressors. We rst discuss reverse channel coding, which is the technique
that underlies the lossy compression scheme, unlike DNN compressors which directly model the

encoder and decoder with neural networks.
2.7.1. Reverse Channel Coding

The one-shot reverse channel coding (RCC) problem, described in (Theis and Yosri, 2021), consists
of reproducing a sample x  Px but allowing it to be corrupted by some noise. It is also known

as the channel simulation problem and has been investigated previously in (Li and Gamal, 2017,
Harsha et al., 2010; Bennett et al., 2002; Cuff, 2013a; Bennett et al., 2014; Braverman and Garg, 2014;
Cuff, 2008; Li and Anantharam, 2021) and references therein. Precisely, given arealizationx Py,
the sender wishes to reproduce a sampley at the receiver such that it follows a prespeci ed condi-
tional distribution Qyx =, as if the realization x had gone through a channel Qyx (see Fig. 2.8).
The sender communicates a messageM which the decoder uses to reproduce y, with the goal of
ensuringy  Qyjx =x and that the expected description length E[L (M )] per source symbol, known

as rate, communicated from the sender to receiver is minimal. In our setting, we assume that the

sender and receiver share unlimited common randomness, denoted as U.

The relationship to lossy source coding is as follows. In lossy source coding, we wish to approx-

imately represent some sample x  Px with y such that both expected description length and
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Figure 2.8: Diagram of reverse channel coding, or channel simulation. Given x Py, the goal is to
generatey  Qyjx =, effectively simulating the channel Qyx , by transmitting some information
M with minimal description length E[L(M)]. Common randomness U between the encoder and
decoder is assumed.

expected distortion are minimized. While RCC is not explicitly concerned with distortion, it is
clear that if one has a RCC scheme for channelQy;x with rate E[L(M)] R, then the expected
distortion incurred is  Ep, q, [ ( X;Y )]. Hence, such a RCC scheme would yield a lossy one-shot
code that achieves a rate ofR and distortion Ep, o, [( X;Y)]. Furthermore, suppose that ijx
is the channel that minimizes the rate-distortion function (2.1) at distortion level D. Any RCC
scheme OnQij achieves an expected distortion Ep, Qyix [( X;Y)] D. Whataboutthe rate? It
turns out that there are RCC schemes (Li and Gamal, 2017; Theis and Yosri, 2021) orQYJ.X that are

guaranteed to achieve rates
E[L(M)] R(D)+log(R(D)+1)+5; (2.25)

which we now describe.

PFR

Suppose we have a channelQyjx . The Poisson functional representation (PFR), proposed by Li
& El Gamal (Li and Gamal, 2017), is one such RCC scheme with guarantees on the rate required.
In particular, in order to transmit a sample x Px , both the encoder and decoder (assuming
shared common randomness U) rst sample a marked Poisson process f(Ti; Yi)gk,, such that

i.i.d. i.i.d.

T T 1 Exp(1l) and Y; Qv, where Qv is the marginal of Y over the joint distribution
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(X;Y)  PxQyjx . The encoder then computes an index

K =argmin T; 7dQY

i2N dQyx (jx) (vi): (2.26)

and encodes it using a lossless source code. The decoder recover& , and outputs Yk, which is

distributed with  Qyx = x. This scheme has the guarantee that
H(K) 1(X;Y)+log(I(X;Y)+1)+4: (2.27)

In practice, one can encodeK using a Huffman codebook designed for the Zipf distribution with
PMF q(k) / k +1=((XiY)+e tloge+l) \which guarantees a rate equivalent to the rate in (2.27)
plus 1 bit (Li and Gamal, 2017). Applying PFR to the rate-distortion optimal channel ijx thus

achieves the rate guarantee in (2.25).

One potential issue in the practical implementation of the PFR is solving (2.26), which requires
solving a discrete and in nite optimization problem. To practically implement this, one must use
a nite number of samples, but as described in (Theis and Yosri, 2021), the guarantee on the rate

in (2.27) does not necessarily hold when a nite number of samples is used.
ORC

To alleviate this issue, Theis & Yosri (Theis and Yosri, 2021) propose ordered random coding
(ORC). Rather than weighting the density ratios in (2.26) by Poisson arrival times, ORC weights

them with sorted exponential random variables. The two RCC methods, PFR and ORC, can be
summarized as follows (Theis and Yosri, 2021, Thm. 3). Fix some number of samplesN. Sam-
iid.

ple fXig\, U9 Exp(1), and Y, o, Qvy, where Qy is de ned as above. Then, the encoder

generates the cumulative weights f Wigl\, , de ned to be

wi= T (2.28)
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The encoder sends

, dQy
K=agmnW, ———————
1gi N dQyjx (jX)

QOF (2.29)
and the decoder outputs Yk . In contrast with PFR, ORC can be shown to achieve the same rate
as PFR (given in (2.27)) (Theis and Yosri, 2021, Cor. 1), but the rate guarantee still holds for some
nite N (Theis and Yosri, 2021, Thm. 3). This guarantees the rate in (2.27) even in practical usage,

and so applying ORC to Qij will again achieve the rate in (2.25).
2.7.2. Lossy Compression Scheme via Reverse Channel Coding

For any expected distortion tolerance D, let ijx be the rate-distortion achieving channel, and
Q. be the rate-distortion achieving reproduction distribution (simply the Y -marginal of the joint
ijx Px ). Applying PFR or ORC to ijx achieves arate no more thanR(D)+log( R(D)+1)+5 and
expected distortion no more than D. The following proposition exempli es a nice interpretation

when the rate-distortion achieving distributions are used for RCC.
Proposition 2. When usingQYjX andQ, for RCC to compress Py, the encoder computes the index
K =argminf ( x;Yi;) ( ) lInWig (2.30)
i

where < Ois the slope dR(D) at the pointD = Ep, o, [( X;Y )], andWi's are generated vi2.28)

Remark 2. Prop. 2 can be interpreted as the encoder searching for the s¥ipk is closest tx un-
der distortion measure , while simultaneously regularizing the size of the index used (and therefore its
entropy). The amount of regularization is proportional to the tradeoff between rate and distortion in the

rate-distortion functionR(D).

Proof. We have that K = arg min; WidQLY(jX)(Yi). Let Px.y = ijx Px be the joint measure. The
Y X
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optimal density ratio is then given by (Dembo and Kontoyiannis, 2002) as

dQy x (i%) dPy.y
= ’ 2.31
dQ, y dQ, dPy y) (2.31)
B e (xy) 230
“ Bl (V) (2.32)
h h i
where =argmax- , D Ep, logEq, e (XY) . Hence, using (2.29), we have that
. dQy
K =argmin Wi ————(Y; 2.33
gi IdQY'x(JX)( i) ( )
j
o Eyog e (*Y]
= arg im|n Wi ! v (2.34)
_ . i _ . W|
=arg imln e (xv) arg imln In e (xv) (2.35)
=argminfinW; ( x;Yig (2.36)
I
=argminf ( x;Yi) () 'InWg (2.37)
I
where in the last step we have rescaled the objective by L 0. O

Therefore, given n samples from Px , one can design a lossy one-shot code with (approximately)

rate (2.25) and distortion D as follows:

1. Apply NERD to the samples from Px, which returns a trained neural network G and
slope as solutions of the min-max problem in (2.11). Form an approximationto Q,, as the
pushforward of Pz through G ,i.e. G Pz. Sampling from this distribution can be done

by rstsampling Z Pz, and outputting G (Z).

2. To compressx Px, apply Alg. 2with G Pz, slope parameter , rate parameter as the
estimate of the rate-distortion function R (D),,» and some random seedr. This returns a bit

string b.

3. To decompress, apply Alg. 3 with the same parameters as the previous step.

30



Algorithm 2 Lossy Encoding Scheme via RCC

Input: Optimal Y-marginal distribution Q. , rate-distortion slope parameter "< 0, rate param-
eter C, number of samples N, random seedr, sample to compressx

Generate weights f Wi gL, according to (2.28)

SamplefYig\, """ Q, using r

LetK =argmin;—;...nf ( X;Yi) ~ 1InWig

Encode K using a Huffman code for the distribution with mass q(k) / k (*1=(C+e *loge+l)
into a bit string b

return b

Algorithm 3 Lossy Decoding Scheme via RCC

Input: Optimal Y-marginal distribution Q. , rate parameter C, number of samples N, random
seedr, bit string b

Decode K using the Huffman code for the distribution with mass  q(k) / k (*1=(C+e *loge+1)
ini:d:

Samplef Yigl, Qy using r
return Yk
Figure 2.9: Gaussian source. Figure 2.10: PFR and ORC on MNIST images.

We will refer to the above learned compression procedure as NERD-RCC.
2.7.3. Experimental Results: NERD-RCC

We evaluate the RCC schemes on synthetic Gaussian, MNIST, and FMNIST data.

In the m-dimensional Gaussian case, we let the source bePx = N (0;diag( %;:::; 2)) where 2=

4e i6%°. We can nd the rate-distortion achieving channel ijx and output marginal distribution

Qy in closed form (Cover and Thomas, 2006). LetA = fk: 2> g, with de nedin (2.23). Then
Qm _Qnm

the channel and output marginal are both factorized as ijx = k=1 Qvjx and Qy = "2y Qy,,
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(a) Original MNIST images.

(b) Decompressed MNIST images via PFR.

Figure 2.12: Visualization of Alg. 2, 3 on
Figure 2.11: PFR and ORC on SVHN images. MNIST images.

where for k 2 A, Qy,jx,=x = N(X; ) and Qy, = N(0; |§+ ), and for k 2 A, Qy, and Qv, jx,=x
assign probability 1 to 0. We compare the RCC schemes (implemented using these known Q,, and
Qij) with a one-shot DNN compressor trained on realizations from Py, and show the results
in Fig. 4.8a. As can be seen, PFR and ORC achieve comparable rate-distortion to each other, and
are several bits below the rate guarantee (2.25). DNN compressors, interestingly, are also several
bits within (2.25) and seem to perform better than the RCC methods for lower rates but worse at
higher rates. In Fig. 2.19, we show the same comparison with the rate-distortion achieved by RCC
methods via the Q.. learned from NERD. It can be seen that they closely mirror the performance

of the RCC methods achieved using the exactQ,, .

The SVHN, MNIST and FMNIST results are shown in Fig. 2.11, 2.10 and 2.17 respectively. For
these datasets, we apply NERD-RCC by using the optimizers Q, and  from NERD since the
rate-distortion optimizing channel and output marginal cannot be found in closed form. In both
cases, NERD-RCC performs very similarly to the DNN one-shot code. As in the Gaussian case,
both DNN compressors and NERD-RCC methods are within the rate guarantee of (2.25). In the
Gaussian case in Fig. 4.8a, we have access to the true rate-distortion optimizing channel and out-
put marginal, so there is no potential for reduced performance at higher rates due to these factors.
Nevertheless, the bene t of NERD-RCC is that the rate achieved at distortion D is always guar-
anteed to be within the upper bound R (D), +log R (D), +1 +5, no matter what dataset

or source samples that NERD uses. In contrast, DNN compressors provide no such performance
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(a) MNIST. (b) FMNIST.

Figure 2.13: DNN block code versus RCC algorithms and DNN one-shot codes.

guarantee. In Fig. 2.11b, we demonstrate several realizations of the sourcePx and the output
of NERD-RCC. As can be seen, the reverse channel coding scheme outputs a noisy, but faithful

reconstruction of the original source.
2.8. Discussion and Open Problems

2.8.1. Lower Bounds and Block Coding for DNNs

The results in the previous two sections demonstrate that one-shot lossy DNN compressors are
close to the rate-distortion function of real-world datasets, and competitive with RCC schemes.
However, it is dif cult to conclude whether or not DNN compressors are optimal, since a char-
acterization of the one-shot fundamental limits are not as clear for general source distributions.
While (2.25) provides an achievability result, lower bounds are not as clear for general sources.
This precludes any de nitive answer to optimality of one-shot DNN compressors for real-world

datasets.

However, one might ask if perhaps this gap between the estimated rate-distortion function and
rate-distortion achieved by the one-shot DNN compressors are due to the one-shot nature of the
DNNs, and if DNN compressors that compress blocks of M realizations at a time can help close
this gap. To test this, we use a DNN compressor with the same architecture as the one-shot DNN
compressor, but apply it to blocks of M = 4 images combined together to form a larger image, in
a2 2conguration. We plot the average rate and distortion per image sample in Figs. 3.8 and

2.13b. As we can see, for both MNIST and FMNIST, the rate-distortion achieved is consistently
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Figure 2.14: Effect ofN on RCC methods. Example here shows PFR on Gaussian source.

better than one-shot DNN compressors as well as the RCC algorithms for smaller rates, demon-
strating that block DNN codes on i.i.d. sources can indeed provide performance gains. At higher
rates, however, the block DNN compressor performs worse. This can potentially be attributed to
limitations of the DNN architecture used, which worked well with single images, but may not be
the best for 4 images that have been stitched together. One avenue for future work is nding DNN
architectures that work well with compressing blocks of images, and to see how they compare to

the rate-distortion curves.
2.8.2. Computational Scaling of NERD and RCC

As noted in Sec. 2.5, NERD requires a number of samples exponential in the rate required. While
this is ne for many real-world datasets such as MNIST and SVHN, this limitation does not allow
one to estimate large regimes of the rate-distortion function for “higher entropy” datasets such as
ImageNet. Designing methods that can accurately estimate R(D) at scale on such datasets is left

for future work.

As shown in the previous section, RCC offers an alternative method for learning-based lossy
source code design that does not explicitly use quantization, and has guarantees on the achiev-
able rate and distortion which can be estimated directly from data using NERD. However, one
drawback of this approach is that the sample complexity of many RCC algorithms is known to

scale exponentially with the amount of information communicated from the sender to the re-
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ceiver (Theis and Yosri, 2021; Flamich et al., 2022). Indeed, when running RCC with varying N,
the number of samples generated, the estimated rates seem to scale logarithmic with N. An ex-
ample of this is shown in Fig. 2.14 In comparison, DNN compressors do not suffer from such a
runtime complexity.. In order to scale to larger rates, one potential avenue is to adapt the recently
proposed A coding method in (Flamich et al., 2022) for the similar relative entropy coding (REC)
problem to the RCC setting. The authors of (Flamich et al., 2022) use A coding to achieve sample
complexity linear in the rate rather than exponential. Applying these methods to the RCC schemes

is left to future work.
2.9. Conclusion

In this paper, we propose a new algorithm for computing the rate-distortion function for real-
world data. We use an alternative formulation of the rate-distortion objective which is amenable
to parametrization with neural networks and provide an estimator, NERD, that is sample and
computationally ef cient. We empirically show that it accurately estimates the rate-distortion
function for synthetic and real-world datasets. We show how NERD can be used to implement
near-optimal compression schemes via reverse channel coding on real-world data, with perfor-
mance guarantees, and demonstrate the potential of DNN block codes to achieve rate-distortion

performance closer to the rate-distortion function.
2.10. Proofs

Theorem 7 (Theorem 6 in text). Suppose the alphabets ate= Y = R™, P is supported orZ 2

R', andP; is absolutely continuous with respect to Lebesgue measure. Also, suppose that the distortion
measure isL -Lipschitz in both arguments. Then the NERD estimatoi(thl11)is a strongly consistent
estimator oR(D), i.e.

lim R (D), = R(D) almost surely. (2.38)

Proof. Fix > 0. De ne

h )
R(Q; )= D Ep, logEqg e ( XY) (2.39)
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where 0 is nonpositive, and

R(Q) =max R(Q; ) (2.40)

since the inner sup has a unique maximum (Dembo and Kontoyiannis, 2002). By de nition R(D) =
infg, R(Qy), there existsQ, such that R(Qy) <R (D)+ =4. We would like to nd a distribution

Q G (Z),Z Pz, parametrized by a neural network G , that has R(Q ) close toR(Qy ).

For xed x,the function y 7! e ( *¥)isL | j-Lipschitz, since 0. Hence, by Lemma 4,
h [ h i
Eqg, ™) Eq ed™Y) L j jWi(Q;Qy) (2.41)
Let ; bethe maximizers of R(Qy ) and R(Q ) respectively. Sincelog is a continuous function,

there exists 1 > Osuch thatif W1(Q ;Qy) < ﬁlj,then
h i h i
logEq, e YY) logEq e U¥Y) < =8 (2.42)

Therefore, choosingQ such that W1(Q ;Qy) < ﬁlj yields

JRQy: ) R@Q; )i (2.43)
h h i h i

Ep, logEq, e “*Y)  logEq e dX7) (2.44)

Ep, [=8]= =8 (2.45)

where the rst inequality holds due to Jensen's inequality.

We now wish to bound jR(Q ; ) R(Q ; )j. Sincethemap 7! R(Q ; ) is continuousin

there exists , > 0 such that if | j< 2,thenjR(Q; ) R(Q; )j< =8 Dene

. ( X;Y)
F(Q )= Bp, TR LXIY)E

Eq e ( XY)

D (2.46)

whose root provides the solution to R(Q). We can apply Lemma 4 to the numerator and denom-

inator inside the Px expectation to conclude that with Q satisfying W1(Q.;Q ) < C. Since the
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function x1; X, 7! ’)% is continuous, we can conclude that f (Q; ) is continuous with respect to the
W, distance in Q since composition of continuous functions are continuous. Hence there is some

3> Osuchthatif W1(Q ;Qy) < 3,the maximizers and  must satisfy | j < 2, bythe

implicit function theorem.

We can thus nd a neural network G o with suf cient complexity #via (Lu and Lu, 2020) such that

Q osatis es W1(Q 0;Qy) < min 3 , yielding

JR(Qy) R(Q 9)j
<jR(Qy; ) R(Qo )i+jR(Qo ) R(Qo o]

<=4 (2.47)
and hencejR(D) R(Q o)j < =2. SinceR(Q o) is an upper bound of R(D), we have that
jR(D) R (D)j=jR(D) igf R(Q)j< =2 (2.48)

Applying the strong consistency result for the parametric problem in (Harrison and Kontoyiannis,
2008),9N 2 N such that for all n N,jF¥ (D), R (D)j < =2almost surely, and so again by

triangle inequality, we have that jF¥ (D), R(D)j< forall n N, almostsurely. O
Lemma4. Letg: X ! R belL-Lipschitz. Then for any distribution®; Q 2 P (X),
JEx p[9(X)] Ex olg(X)li L Wi(P;Q) (2.49)

whereW(P; Q) :=inf 5 ( p.gyExxx o [kKX X %] is the1-Wasserstein distance.

4Assuming the function class  contains fully-connected networks with ReLU activations, with suf cient width and
depth.
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Figure 2.15: Gaussian rate-distortion with 40 dimensions and 2 = 4e i,

Proof. Let g{x) = @, so that ¢°is 1-Lipschitz.

JEx p[OX)]  Ex olg®X)Ii (2.50)

sup  Ex p[f(X)] Ex off (X)] (2.51)
fokfkyp 1

= Wy(P; Q) (2.52)

where the last step is by Kantorovich-Rubinstein duality (Kantorovich and Rubinstein, 1958; Peyré and Cuturi,

2019) andkf Kiip = SUPx,:x,2x I1x2) 11l g the Lipschitz norm of f . 0O

kx1 x2k
X16 X2 172

2.11. Additional Experiments
In this section, we provide additional experiments to support the main text.
2.11.1. Additional Results on R(D) Estimation and RCC

Fig. 2.15 provides an additional example of NERD on a different Gaussian source. Figs. 2.16, 2.17,
and 2.18 provides FMNIST results. Fig. 2.19 provides NERD-estimated Q,, in addition to exact

Qy for RCC methods on the Gaussian source.
2.11.2. Ablation Study on Generator Capacity

In this section, we examine the effect of the generator capacity on the rate-distortion curves gen-

erated by NERD. In order to do so, we restrict capacity by reducing the number of channel di-
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Figure 2.16: EstimatedR (D), (NERD) of FM-

. Figure 2.17: PFR and ORC on FMNIST images.
NIST images vs. DNN compressors and BA.

(a) R =0:33bits, D = 70.

(b) R = 3:54bits, D = 30.

Figure 2.18: Samples from trained Y -marginal
Qy (FMNIST). As R ! 0, Qy generates the

mean image, achieving D = D max- Figure 2.19: RCC methods on Gaussian source

with exact and NERD-estimated Q. .

mensions in the hidden layers of the generator G. In particular, let cgq be the channel dimension
parameter we adjust. The input tensors to the four convolution transpose layers of the generator
architecture (further explained in Sec. 2.12) are of size8cq; 4¢cq; 2¢q4, and cgy. In the main text, all g-
ures are generator using generators with ¢y = 32. In this ablation study, we vary ¢q 2 f 32; 16; 8; 4g,
and show the results in Fig. 2.20. In all cases, the latent randomness passed to the generator re-
mains at 128dimensions (before projection to a 32c4-dimensional space). Thus a minimal cq value
of 4 ensures that the amount of latent randomness passed to the generator is not affected by the
initial projection. We see that for small cy (i.e., limited capacity), the rate-distortion estimates are
higher at higher rates, and this decreases ascy increases. The estimates seem to converge (at least

for this rate range) for values of ¢y at least 16.
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Figure 2.20: Ablation study on generator capacity. Estimated rate-distortion curves via NERD
for different generator sizes by varying cgy, which controls the number of channel dimensions
throughout the model.

2.12. Implementation Details
2.12.1. NERD Generator Architecture

The generator G uses different architectures depending on the source type. For images, we use the
DCGAN (Radford et al., 2016) architecture which is a fully convolutional architecture with 4 lay-
ers. It alternates between convolutional transpose layers with ReLU nonlinearities, with sigmoid
nonlinearity at the output layer to scale between 0 and 1. Thus the total spatial upsampling is 2*.
The input to the model is a m;-dimensional vector (with m; = 128) which is rst linearly pro-
jectedtoa8cy 2 2space. Thisisreshaped to atensor containing8cy channels and a2 2 spatial
resolution. Each layer increases the spatial dimension by a factor of 2 and decreases the channel
dimension by a factor of 2, with the last channel dimension equalling 1 for grayscale images and

3 for RGB images. In the main text, all NERD estimates are given using ¢y = 32.

For Gaussian sources, we us a fully-connected parameterization for G, with 2 hidden layers of
dimension equally the dimensionality of the Gaussian source, and ReLU nonlinearities after each

layer except for the last.
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2.12.2. DNN Compressor Architecture

The DNN compressors used follow the nonlinear transform coding (NTC) framework (Ballé et al.,
2021a). In this paper, we use the soft-quantization approach where the latent elements are inde-
pendently quantized. During training, a soft quantizer with a temperature parameter is used
to back-propagate the gradients, with hard quantization at inference time. We found that the
dithering-based quantization with factorized prior performed similarly on the image datasets.
Similar to the NERD generator architectures, the encoder and decoder neural networks are fully

convolution-based for the image datasets, and fully-connected for the synthetic sources.
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CHAPTER 3

APPROACHING RATE-DISTORTION LIMITS IN NEURAL COMPRESSION

3.1. Introduction

Neural compression, especially nonlinear transform coding (NTC), has made signi cant progress

in advancing practical data compression performance on real-world data at low complexity (Ballé et al.,
2021b; Yang et al., 2022). In this work, we seek to understand when and how neural compressors
may be optimal in terms of the rate-distortion trade-off. Obtaining such an understanding can
provide insights on if and how neural compressors can be further improved, as well as why they

perform well.

To investigate this, it is important to understand the underlying principles behind NTC. Shown in
Fig. 4.1, NTC operates on a source realizationx Py by rsttransformingitto alatentvector vy via
an analysis transform gy. The latent vector is then scalar quantized to ¥ via Q, which is typically
implemented via entry-wise rounding to integers. Then, a synthesis transform gs transforms ¥ into
the reconstruction ®. Additionally, an entropy model py estimates likelihoods of the quantized
latent vectors ¥, providing a coding rate estimate via its entropy. Together, da, gs, and py are

learned to minimize a rate-distortion loss,

min Ex  logpy(¥) +  Ex[( x;X)|; (3.1)
Ja:0s Py

wherey = ga(x), ¥ = Q(y), R = gs(¥), and > 0 controls the rate-distortion tradeoff. NTC is

considered a one-shot coding scheme ofx, because it compresses one source realization at a time.

Optimal compression of x can be performed by vector quantization (VQ) Gersho and Gray (2012)
albeit at high complexity which grows exponentially in rate and dimension. NTC, on the other
hand, has low complexity. We are interested in understanding if NTC can recover VQ, and/or
how its performance can be improved. If so, this would provide a low-complexity, source agnostic

scheme capable of achieving the fundamental limits of compression.
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Figure 3.1: Left Nonlinear Transform Coding (NTC) recovers scalar quantization (ECSQ) on Gaus-

sian i.i.d. sequences of any dimensionn. Lattice Transform Coding (LTC) recovers optimal vector

guantization (VQ) in each dimension, and approachces the rate-distortion function R(D) without

needing an exponential codebook search. Right: NTC architecture. LTC replaces scalar quantizer
Q with a lattice quantizer Q .

Wagner and Ballé (2021); Bhadane et al. (2022) demonstrate that on certain synthetic sources, NTC
successfully achieves VQ performance. These sources are nominally high-dimensional, but have
a low-dimensional representation, which we refer to as the latent source The authors show that
Oa; Os can successfully extract the latent source, optimally quantize it, and map back to the original
space, providing an optimal compression scheme as a whole. However, most of the sources they
analyze have a one-dimensional uniform latent source U  Unif([ a; b]). While these are suf cient
to analyze the role of g, and gs, it does not provide insights on the role of the quantizer Q. Thisis
because a uniform source U can be optimally quantized using uniform scalar quantization (SQ),
which is exactly what NTC uses in the latent space. For sources with higher-dimensional latent
sources, where uniform SQ is not necessarily optimal, it is unclear whether NTC can still achieve
optimality. Conceptually, given the high representation power of neural networks, one may hope
that the transforms g, and gs, in conjunction with the basic integer rounding in the latent space,

can implement a more complex quantization such as VQ.

In this paper, we rst provide evidence that on sources with higher latent dimensionality, NTC
performs sub-optimally; the learned transforms are insuf cient to overcome the sub-optimal la-
tent SQ. Shown in Fig. 3.3, NTC quantization regions remain square-like (following integer round-
ing in the latent space), and do not match the hexagonal regions from VQ. Our observation is also
aligned with the recent analytical approach of Shevchenko et al. (2023) for two-layer VAEs, show-

ing fundamental incapability in recovering VQ for Gaussian sources. To improve performance, we
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propose to use lattice quantization (LQ), which provides improved space-packing ef ciency over
SQ, but reduced complexity compared to VQ. We refer to this framework (i.e., LQ in the latent
space) as Lattice Transform Coding (LTC). On a variety of synthetic and real-world sources, we
demonstrate how LTC improves upon NTC in terms of the rate-distortion trade-off, while avoid-
ing the high complexity of a direct codebook search under VQ. For example, on isotropic Gaussian

vectors, Fig. 4.1 shows how LTC achieves VQ performance without a codebook search.

The proposed framework of LTC further enables the integration of structurally-optimal solutions
from information theory. In particular, we show how LTC enables design of (1) lower complexity
solutions using nested lattices; and (2) near-optimal solutions using block coding from informa-
tion theory. Overall, our experiments support LTC as a framework to achieve rate-distortion limits

while mitigating high complexity. Our contributions are as follows  °.

1. We rstdemonstrate the inability of current NTC architectures to optimally compress sources
with latent dimensionality larger than one; we conclude this is due to the choice of SQ in the

latent space, and not the transform design.

2. We propose Lattice Transform Coding (LTC), a framework that replaces the latent integer
rounding of NTC with general lattice quantization. LTC requires novel solutions for training,
such as ef cient lattice quantization algorithms, dealing with the non-differentiable quanti-
zation operation, integration of the entropy model over lattice regions, and accurate likeli-

hood modeling.

3. LTC additionally enables integration of a variety of information-theoretic concepts into neu-
ral compression. Namely, we demonstrate how LTC allows the use of nested lattices in
the latent space which provides a scheme with low encoding complexity, as well as imple-
mentation of block coding (necessary to achieve R(D)) which has applications in dataset

compression.

4. We show the LTC framework can near-optimally compress interesting synthetic sequences

SCode can be found at https://github.com/leieric/lattice-transform-coding.
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for which we have a benchmark of optimality (e.g. i.i.d. sources, the Banana source),
while maintaining reasonable complexity. Our results reveal the interplay between non-

linear transforms, entropy models and the choice of LQ.

5. For real-world sources with moderate to high dimensions, we demonstrate LTC's ability to
consistently improve upon the performance of NTC when the latent dimension is larger than

one, and bridge up to 30% of the gap to R(D).
3.2. Related Work

Rate-Distortion Theory. Given a source X Py, the rate-distortion function R(D) describes the
fundamental limit of compressing X (Cover and Thomas, 2006). Compressing the source one sam-
ple at a time is known as one-shot coding. R(D), on the other hand, is achievable asymptotically
in the limit of large block-lengths when the source is compressed block by block and the rate and
distortion are measured per-sample. For a general vector source X, its optimal one-shot coding
scheme can be found via entropy-constrained vector quantization (ECVQ). ECVQ directly enu-
merates quantization centers (codewords) in the space of x, and minimizes an entropy-distortion
objective,

min Ex[ logP(e(x))]+  Ex[( x;e(x)); (3.2)

cigh,
where e(x) := argmin feigh, ( x;ci). Since the solution is unknown in closed form, ECVQ is
solved numerically by a generalized Lloyd's algorithm (Chou et al., 1989). Although ECVQ is
optimal, an issue that precludes its wider use is its high complexity; the number of codebook
vectors required is exponential in the rate and dimension. This complexity issue is one reason why
NTC is appealing, since scalar quantization in the transformed space is used, whose complexity
is linear in the dimension of y. However, it is unknown whether NTC achieves optimality; this
is an important question, since if NTC was optimal it would immediately offer a low-complexity
solution that achieves ECVQ performance. Our work reveals that NTC is not optimal; however,

LQ offers an optimal low-complexity solution for NTC.

Nonlinear Transform Coding. The principles of nonlinear transform coding (NTC) are described

45



in Ballé etal. (2021b). Although NTC is based on VAEs with SQ in the latent space, several
works have attempted to apply VQ in the latent space instead. Notable works include VQVAE
(van den Oord et al., 2017), which performs a direct codebook search in the latent space. PQVAE
(EI-Nouby et al., 2023) uses a product quantization scheme to improve scalability. Additionally,
NVTC (Feng et al., 2023) applies ECVQ in the latent space, which also performs a direct codebook
search. We show that LTC is able to recover the performance of ECVQ while avoidinga direct

codebook search in the latent space, which is infeasible for large rates and dimensions.

Lattice Quantization. A lattice quantizer Q (Conway and Sloane, 1999) consists of a countably
in nite set of codebook vectors  given by uG, where G 2 R" " is the generator matrix, and
u are integer vectors. The Voronoi region of a lattice is V(0) := fx 2 R" : Q (x) = 0g, where
Q (x):=argmin,, kx vk3 ndsthe closestlattice vectorto x in . Inlattice theory, the objective
is to nd lattices that minimize L , the normalized second moment (NSM), which measures the
lattice's packing ef ciency. Recent work describing lattices which have the lowest known NSM
can be found in (Agrell and Allen, 2023; Lyu et al., 2022; Agrell et al., 2024). Another objective is to
nd ef cient quantization (decoding) algorithms (i.e., computing  Q (X)), which requires solving
the closest-vector problem (CVP); this is NP-hard in general. For many of the best-known lattices
in dimensions up to 24 (n = 2: hexagonal;n =4: D,,;n = 8: GossetEg; n = 16: 15 Barnes-Wall;

and n =24: ,4 Leech) ef cient CVP solvers exist (Conway and Sloane, 1999).

Classically, lattices are used to implement both xed and variable-rate quantizers (Zamir et al.,
2014a). For the former, nested lattices shape the used part of the lattice and create a nite codebook
with index-based encoding. For the latter, the entire (in nite) lattice is used, but entropy coding is
applied; this is known as entropy-constrained lattice quantization (ECLQ). Fixed-rate quantization
trades lower encoding complexity for rate-distortion performance. For both cases, in the large
rate regime, LQ achieves optimality when the dimension is asymptotically large. For example, for

ECLQ,

im Y(Heco(D) Rx(D)= ;log(2el ); (3.3)
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where Ry (D) is the rate-distortion function of x and Hecio(D) is the rate of ECLQ at distortion D
(Zamir et al., 2014a, Ch. 5). IfGy is the minimal NSM of any lattice in n dimensions, limp;  Gp =
1=(2 e), and thus (3.3) converges to 0. For the integer lattice (SQ), the NSM is1=12, which yields
a gap of  0:255 bits per dimension. Thus, LQ offers the maximal bene t when the rate-per-
dimension is relatively small. While this may seem limiting, many real-world sources operate
at low rate-per-dimension. For example, in NTC-based image compression, the rate-per-latent
dimension is around the same as the bits-per-pixel used, which is typically between 0 and 2. While
classical transform coding may not have bene ted much from LQ since the transform domain
of images (e.g, DCT) is typically sparse, this is not true in NTC where the rate is spread more
evenly across all dimensions (Cheng et al., 2020; Bhadane et al., 2021) resulting in a lower bit-per-

dimension for the quantizer.

Companding. Companding de nes a function f : R" I R", known as the compressor, which
is applied to the source x 2 R". f(x) is then uniform lattice quantized, and passed to f 1.
Clearly, NTC can be thought of as an instantiation of a compander where ¢y; gs serve the role of
f;f 1. Companding has typically been analyzed in the (asymptotically) large rate, small distor-
tion regime. Optimal scalar quantization can be implemented using scalar companding (Bennett,
1948). For the vector case, vector companders cannot implement optimal VQ (Gersho, 1979;
Bucklew, 1981, 1983), even when the best lattices are used, except for a very small class of sources.
Despite this, it is still possible optimal companding may perform nearoptimal VQ. This is sup-
ported by (Linder et al., 1999) which has a similar asymptotic result as (3.3). Due to this, we seek
to utilize them in our learning-based framework and learn the companding function as guided by

the companding literature.

Lattice Quantization and Neural Compression.  The rst work to integrate a lattice quantizer
with NTC was LVQAC (Zhang and Wu, 2023), which proposed the use of the D, lattice in the
latent space, and showed some performance improvement over scalar quantization. Howevet,
LVQAC does not generalize to other lattices, and the D, is known to perform poorly compared to

many other known lattices. In contrast, our approach is generalizable to high-performing lattices,
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and we further show how the performance of learned compressors depend on the space-packing
ef ciency of the lattice quantizer. LVQ-VAE (Kudo et al., 2023), a contemporary work to ours,
seeks to exploit correlations among latent features by extending the hyperprior entropy model
(Ballé et al., 2018) with a covariance matrix along quantized vectors. To mitigate the costly search
over vector codewords, Kudo et al. (2023) uses lattice quantization in the latent space in a manner
similar to our work. However, their work does not shed light on the role of lattice quantization in
NTC. Moreover, their approach suffers from high complexity. In contrast, we seek to understand
the precise role that quantization plays in NTC, and lattice quantization emerges as a solution to
achieve optimal rate-distortion performance. We additionally show how nested lattices can help
achieve optimality at much lower complexity. Finally, Cao et al. (2024) is another contemporary
paper that provides a low-complexity lattice VQ solution for image compression; however, details

are sparse sin their manuscript for comparison.
3.3. NTC is Sub-Optimal

Let x Px be the vector source. We train an NTC model following Ballé et al. (2021b) using a
factorized entropy model for the distribution of the latent y. We use the objective in (3.1), with
( x;®)= kx k3, and compare with (optimal) entropy-constrained vector quantization (ECVQ).
We rst consider the case when the n entries of x are i.i.d. with marginal S N (0;1). Shown in
Fig. 4.1, NTC with n = 1 is able to recover ECVQ with n = 1, also known as entropy-constrained
scalar quantization (ECSQ). This is perhaps expected, since the task of the transforms is to scale
the 1-D Gaussian to be optimally quantized on an integer grid in 1-D, and then scale the quan-
tized latent to form the reconstruction. Since the source is intrinsically one-dimensional, scalar

guantization appears to be suf cient in the latent space to implement optimal quantization.

For n = 2, however, NTC is unable to recover ECVQ, and always achieves the same performance
as that of ECSQ. Shown in Fig. 3.2, we see that the rate-distortion performance for ECVQ atn = 2
is superior to that of ECSQ. However, NTC at n = 2 merely recovers ECSQ performance, and fails
to outperform it. Visualizing the quantization regions on the 2-D Gaussian source (Fig. 3.3) reveals

why. NTC is merely implementing a scalar quantizer of the source, perhaps with a rotation, which
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Figure 3.3: Quantizer regions. Left: NTC. Right:
Figure 3.2: Rate-distortion, 2-D Gaus- ECVQ. Top: 2-D Gaussian source. Bottom: Banana
sians. source.

is equivalent to applying ECSQ to the entries of x independently. In 2-D, this induces square
guantization regions in the source space. In contrast, the optimal ECVQ in n = 2 has hexagonal
regions, not square. A similar phenomenon occurs for the Banana source (Ballé et al., 2021b). It
is well-known that hexagonal tessellations yield superior packing ef ciency compared to square
tessellations (Conway and Sloane, 1999). Thus, in 2-D, for NTC to be optimal, the quantization

regions (induced by latent SQ and learned transforms) in the source space need to be hexagonal.

We found that when the latent space is rounded to integers, varying the depth, width, nonlineari-
ties, biases, and even increasing the latent dimension to a higher-dimensional space did not help;
all resulted in square regions in the source space. For the i.i.d. Gaussian case, settingh > 2 did not
help either; all models recovered the performance of ECSQ at best. This surprising observation
reveals that the learned transforms g, and gs seem unable to overcome use of scalar quantization.
Moreover, it con rms that when the latent dimensionality of the source is greater than one, using

SQ in the latent space, which is optimal for uniform scalar sources, does not result in optimality.

Several related works in the literature appear to support this observation. Shevchenko et al. (2023)
analyzes 2-layer VAEs with a form of scalar quantization in the latent space, and show that the
optimal performance is given by SQ, not VQ. Results in the companding literature (Gersho, 1979;
Linder et al., 1999) additionally suggest that a compressor such as NTC is (i) unable to perform
exact VQ for most sources, and that (ii) the performance is determined by the choice of the lattice

in the latent space, which for NTC, is equivalent to the (sub-optimal) integer lattice.
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To achieve VQ performance, these observations suggest that learned transforms are insuf cient in
overcoming sub-optimal quantization in the latent space, and that improving said latent quantiza-
tion is required to achieve optimality. As will be shown, the proposed LTC is able to recover ECVQ

regions and performance, with increasing gains over NTC as dimensionality increases (Fig. 4.1).
3.4. Lattice Transform Coding

We seek a compressor that can provide better performance than scalar quantization yet avoid the
high complexity of vector quantization. Using a lattice quantizer Q provides an intermediate
solution that manages both complexity and space- lling ef ciency. It generalizes scalar quantiza-
tion, which is equivalent to the integer lattice. It is known that many lattices can provide far more
space- lling ef ciency compared to the integer lattice. We rst discuss how to extend current NTC
designs to integrate the use of lattices. We then discuss a method to reduce the entropy coding
complexity of LTC by using nested lattice quantization. Finally, we discuss how LTC enables one

to approach the asymptotic rate-distortion function R(D) for any source.
3.4.1. From Scalar to Lattice Quantization

The primary challenges when integrating lattice quantization with (3.1) include computing the

guantization itself and computing integrals over the lattice cell for likelihood modelling.

Performing lattice quantization.  The forward-pass of the lattice quantizer Q requires the CVP
algorithm of the lattice; exact algorithms we use for the lattices in this paper are described in

Sec. 3.7.1.

To allow differentiation for the backwards pass, we follow standard practices in NTC and use
either the straight-through estimator (STE) or dithered quantization with uniform noise over the
lattice cell. The STE approach can use (3.1) directly as an objective during training, but may lead to
training instabilities. The uniform noise proxy has stabler training, but requires a rate-distortion
proxy loss of (3.1) using a connection to dithered quantization (Ballé et al., 2021b). We also assume
that the lattice's generator matrix G has been normalized to be unit volume, i.e. Vol(V(0)) =

P Get(GG ) =1.
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We use STE for the distortion term Ex[ ( X;0s(Q (9a(x))))]. Speci cally, we compute the quan-

tized output ¥ = Q (ga(x)) during the forward pass via

Y =y + stop_gradient (Q (y) V): (3.4)

The rate term, however, requires more care.

Estimating the rate term. For the rate term, we typically have some parameterized density model
py for the continuous latent y (more details on this in the next section). This induces a PMF over
the quantized latents py, given by py(y) = RV“,) py(y)dy, where V(¢) := fy : Q (y) = ¥g. In
NTC, where Q implements the integer lattice, py(¥) is easy to integrate when p, is assumed
factorized (Ballé et al., 2018). In that casepy(¥") can be written in terms of the CDF of py, which
is one reason why the factorized py is typically parameterized by its CDF in NTC. However, for

lattice quantization, solving the integral in  py(¥) is not as straightforward.

As a result, we compute py(¥) via Monte-Carlo estimate,

Py (Y)

y) Pu )™ (Y)dy = Eyo unitcv(oy [y (# + u)l; (3.5)

Py (¥) =

where p, is the uniform density over V(¥), Vol(V(¥)) = 1 since we assumed unit-volume lat-
tices, and the last equality holds because for a lattice quantizer Q (x + v) = Q (x)+ v,8v 2
From Conway and Sloane (1984a), we can sampleu®  Unif(V (0)) by computing u®= & Q (u),
where ¢+ = sG, and s Unif([0; 1]). Thus, (3.5) can be estimated via a sample mean. With
the ability to reliably estimate py(¥"), we can also use STE for backpropagation of the rate term
Ex[ logpy(¥)] by using (3.4). Prior works have achieved bene ts from using the dithering ap-
proach (Ballé et al., 2021b). In this case, a random ditheru®  Unif(V (0)) is applied prior to
guantization, with the resulting rate Ey., o[ logpe(Q (y  u9)]. This rate is equivalent in the

integer lattice to Ey.yof logpy+yo(y + u9] (Ballé et al., 2021b). The densitypy + o is a convolved
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density with likelihoods given by

Z
Py+uo(y9 = py (¥
Vv (0)

O u9pyo(u9du = Eyo ynirgvioy oy (y® u9l; (3.6)
which can be estimated via Monte-Carlo. To apply this to LQ during training, rather than provide
the STE of the quantized output ¥ to the Monte-Carlo likelihood estimate, we provide the noise-
added continuous latent y + u® where u%is uniformly distributed over the Voronoi region. In our
experiments, we observed that STE was less stable than the dithering approach, but had better

performance at low rates, as will be shown in Sec. 4.5.

We note that a concurrent work (Kudo et al., 2023) utilizes a similar approach to compute the
rate term for the use of general lattices in image compression. Their goal was to improve coding
performance by removing correlation among latent features, whereas we seek to understand the
fundamental nature of quantization in nonlinear transform coding. Comparing to other related

work such as LVQAC (Zhang and Wu, 2023), we show later how their use of D, lattice results in

fundamental suboptimality.

Entropy Models. The rate term, Ex[ logpy(¥)], which is the cross-entropy between the true PMF
on the lattice vectors P(¥) := Pr 4 (Q (ga(x) = ¥) and py(¥), is an upper bound on the true en-
tropy of P(¥), Ex[ logP(y)], with equality if the learned PMF matches the true PMF exactly,
py(¥) = P(¥). Using the cross-entropy as an estimate of the true entropy is critical due to the
limitations of entropy estimation. Whereas direct entropy estimation requires a number of sam-
ples exponential in the rate, cross-entropy upper bounds are able to provide accurate estimates
at large rates without requiring exponential samples (McAllester and Stratos, 2020b). We cannot
always expect the bound to be tight, and we will show that the choice of entropy model does play
a role in whether optimality can be achieved in Sec. 3.5.3. Since we are now using a more general
Monte-Carlo integration for the likelihoods of ¥, we are no longer tied to a factorized density and
instead propose to parameterize the PDF py in a multivariate fashion using a normalizing ow

(Kobyzev et al., 2020).
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3.4.2. Toward Lower Complexity

However, as the dimension of the lattice increases, entropy coding becomes challenging due to the
large alphabet size. Large alphabet entropy coding is indeed an active area of research. Another
approach that circumvents the need for entropy coding altogether is by quantization using nested
lattices. To implement a xed-rate code in the latent space using lattices, we use a nested lattice
in the latent space. The idea is to use the Voronoi region of a coarse lattice . to de ne a bounded
region of a ne lattice ;. The xed number of codebook vectors of ; contained in the said
region are the ones we wish to use to encode the source via index coding (and thus a xed rate).
This happens when the majority of the latent mass is placed in the Voronoi region of the coarse
lattice. Ef cient encoding/decoding is enabled by transmitting the index of the coset, yielding a
complexity of O(n) for an alphabet of size O(2"), compared to entropy coding which willbe O(2").
To quantize the latent y, we compute ¥ = ys  Q .(yf), where y; = Q | (y). This operation
selects the coset leader corresponding toy; inside the Voronoi region of . The rate is thus given
by log,j 1= 2j = %,wherej 1= ,jisthe number of relative cosets, dy is the dimension of y, and

is the nesting ratio (Zamir et al., 2014a).

The majority of the latent mass is placed in the Voronoi region of . when Q .(ys) = 0 occurs
with high probability. Otherwise, we have an error event E := fQ _(ys) 6 0g. Let Pe = Pr( E).

The total distortion can be broken up into two terms (Zamir et al., 2014a, Ch. 10),

h .
Ex[( X;R)]=(1 Pe) Ex ( x;k\)jE{I + Pe Ex[( Xx;R)E]: (3.7)

In order to train LTC with latent NLQ, we need to be able to differentiate through these terms. We

use a normalizing ow density py to estimate the Pe with Monte-Carlo integration,

z

Pe:=1 (o) py(y)dy =1 Vol(Ve(0)) Ey v (o)lpy (U)l; (3.8)

where V¢(0) is the Voronoi region of . To enforce py to model the true distribution of 'y = ga(x),

53



Figure 3.4: Block-LTC (BLTC) applies LTC in the latent space for vector i.i.d. sequences.

we maximize its log likelihood Ey [logpy (ga(X))]. Thus, our complete loss is given by

h

[
(min (1 Pe) Ex ( X;R)EL + Pe Ex[( X;R)E]+ Ex[ logpy (ga(X))]: (3.9)

In our experiments, we found that detaching the gradient from the Ex[( X;X)jE] term helped to
signi cantly improve training stability. For the lattices used, we used self-similar nested lattices:
Ge= Gt , where G and G; are the coarse and ne lattices' generator matrices respectively, and

is the integer-valued nesting ratio, used to vary the rate of the compressor.
3.4.3. From One-Shot to Block Coding

LTC can be directly applied to any vector source x 2 RY. In this case, LTC operates as a one-shot
code for compressing x. In Sec 4.5, we discuss the improvements that LTC provides compared
to NTC in the one-shot sense. Rate-distortion theory informs us that to go beyond one-shot per-
formance and approach asymptotic optimality (given by Ry (D)), we need to encode i.i.d. copies
X1;::5;Xn  Px Simultaneously. This is highly relevant in settings such as dataset compression,
when we wish not just to compress a single sample, but an entire dataset where samples can be

assumed i.i.d. Note that n remains the block-length, but dis now the dimension of x.

To realize such a compressor, we propose Block-LTC (BLTC), which applies LTC across the i.i.d.
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latent variables of x, shown in Fig. 3.4. Speci cally, the analysis transform g, : R4 ! R% maps
each vector of the block to its latent variable, y; = ga(Xi), which has dy dimensions. This pro-
duces a latent i.i.d. vector sequenceys;:::;yn. Then, dy separate LTC modelsfc(i);cg); pg)gidil

are applied to across the block, where cg); cg) are the analysis/synthesis transforms of LTC. The

resulting reconstructed latents ¥'s are passed to the synthesis transformgs : R% | RY, such that
Ri = gs(¥). We use STE to train the BLTC models. The BLTC architecture rst transforms the i.i.d.
vectors into i.i.d. latent vectors y;; the space-packing ability of LTC compresses the i.i.d. latent

vectors.
3.5. Results

We rst discuss LTC on synthetic sources, before moving to real-world sources. Then, we demon-
strate how LTC performs with nested lattices, and nally present results on block coding using
BLTC. In addition, we provide an ablation study demonstrating the effects of various components

in LTC.

Experimental setup. For LTC's rate term, we found varying results for dithering (3.6) and STE
(3.5) depending on the source; these are speci ed for each experiment individually. Additional
implementation details can be found in Appendix 3.7. We choose lattices best in their dimension
(Agrell and Allen, 2023): A, (hexagonal), D,, Eg and 24 (Leech) lattices. These lattices all have
ef cient algorithms to solve the closest vector problem (CVP), which computes Q (y). For the
Euclidean vector sources, we choose the transformsg, and gs to be MLPs with two hidden lay-
ers, a hidden dimension of 100, and softplus nonlinearities after each layer (except the last). For
tensor-valued sources, we use standard source-speci ¢ transforms (e.g., CNNs for images). Un-
less mentioned otherwise, we use the RealNVP (Dinh et al., 2017) normalizing ow (NF) for the
density model py (used for variable-rate and xed-rate LTC), with 5 coupling layers and isotropic
Gaussian prior. The rates plotted (unless mentioned otherwise) are given by the cross-entropy of
the density model. We use 4096 samples for the Monte-Carlo estimate of the PMF in (3.5) and (3.8)

for all lattices. This was suf cient for most sources and lattices; see Appendix. 3.7.2. In most exper-

55



Figure 3.5: LTC (A, lattice) quantization re- Figure 3.6: LTC on synthetic sources. Left Gaus-
gions. Left 2-D Gaussians.Right: Banana. sians. Right: Banana.

iments, we compare with ECVQ as well as the rate-distortion function R(D) of the source. When
not known in closed-form, R(D) is estimated using Blahut-Arimoto (BA) (Blahut, 1972a; Arimoto,

1972a) for 1-D and 2-D sources, and NERD (Lei et al., 2022) for higher-dimensional sources.
3.5.1. LTC as a One-Shot Code

We rst consider 2-D isotropic Gaussians and the 2-D Banana source, where we can easily visualize
the quantization regions. Then, we consider n-length i.i.d. sequences of several sources, including
Gaussian with L, distortion, Laplacian with L1 distortion, and a 1-dimensional marginal of the

Banana source (Ballé et al., 2021b) withL > distortion. The 1-d Banana marginal is used to test a
skewed distribution, since both Gaussian and Laplacian sources are symmetric. In this setting,
n is the dimension of both x and the latent spacey. We found that using STE for the rate term

worked better for the i.i.d. sources, whereas dithering was more stable for the Banana source.

2-D Gaussian and Banana. In 2-dimensions, we choose Q to be the hexagonal lattice, which is
known to be optimal (Conway and Sloane, 1999), and use the NF density model. As shown in
Figs. 3.5, LTC produces quantization regions in the original source space that closely match that
of optimal ECVQ in Fig. 3.3. The latent space (Fig. 3.17b) effectively uses the hexagonal lattice,
compared to NTC's use of the integer lattice (Fig. 3.17a). The analysis transform g, determines
which source realizations x get quantized to a speci c lattice point in the latent space (colored
regions); the synthesis transform gs maps the lattice points to their corresponding reconstructions
in the original space (black dots). Shown in Fig. 3.6, the LTC rate-distortion performance matches
that of ECVQ for the Gaussian. On the Banana, NTC and LTC achieve ECVQ at low rates; at

larger rates, LTC improves on NTC but does not fully match ECVQ; see Fig. 3.6. Inspecting the

56



guantization regions (Fig. 3.19, 3.20, 3.21) reveals why. At low rates, all methods quantize along a
1-D nonlinear component of the source, resulting in the same quantization regions no matter the
tessellating structure. At higher rates, 2 dimensions are used for quantization, where the integer
lattice of NTC becomes sub-optimal compared to the hexagonal regions of ECVQ/LTC. We see
that the quantizer used solely determines LTC's quantization regions; whereas the transforms’

purpose is to warp the latent quantizer onto the source statistics.

n-length i.i.d. Sequences. Here, we chooseQ to be the best-known lattices in n-dimensions,
including A, (hexagonal), D4, Eg, and 24. As n grows, ECVQ performance will approach the
rate-distortion function of the source, which for the Gaussian (squared error distortion) is given by
R(D) = %Iog ﬁz ;0 D 2 and the Laplacian (absolute error distortion) is given by R(D) =
log(D );0 D 1= (Cover and Thomas, 2006; Equitz and Cover, 1991). On Gaussians, we
see that in Fig. 3.6, LTC performs very close to optimal ECVQ in dimensions n = 2;4; 8 using the
hexagonal, D, and Eg lattice respectively. For larger n, ECVQ is too costly to compute, but we
see that LTC with the Leech lattice for n = 24 continues the trend, further improving the rate-
distortion performance and approaching R(D). We observe similar performance gains for the
Laplacian and Banana-1D in Fig. 3.15. Since each of the lattice quantizers used have ef cient CVP
algorithms, LTC succeeds in larger dimensions and rates, whereas ECVQ could not even be run
due to its exponential complexity. This result provides evidence that companding (in the form
of LTC) is near-optimal in terms of VQ performance, even if it may not exactly implement VQ

(Gersho, 1979).

Real-World Sources. We now consider sources x drawn from real-world data. We consider the
Physics and Speech datasets (Yang and Mandt, 2022), of dimensiond = 16 and 33 respectively,

and the Kodak image dataset (Franzen), which has variable dimension depending on image size.

For Physics and Speech, we mapx to a latent space with dimension dy using MLP-based trans-
forms. For these sources, we found training instabilities with STE, so dithering is used instead. At
higher rates, we also observed stabler training with the factorized density model compared to the

normalizing ow. For Speech, we observe coding gain for rates above 7 bits with the D, and Eg
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Figure 3.7: LTC on real-world sources. Left: Speech.Middle two: Physics. Right: Kodak.

lattices, shown in Fig. 3.7. Coding gain is observed on Physics for LTC in different rate regimes.
LTC with the hexagonal lattice performs best at lower rates, but the performance drops off as rate
increases. At higher rates, LTC with 4 latent dimensions performs the best with D, lattice. These
rates are measured in bits-per-sample, and not normalized by dimension. Generally speaking,
different rate regimes may require a different number of latent dimensions to be used for NTC
and LTC. If the number of latent dimensions used by the transforms does not match the lattice
guantizer dimension, this can result in suboptimal performance as the tessellation in source space

may not be optimal. This is likely why LTC performance “peaks” for different latent dimensions.

For large-scale images, we focus on the NTC architecture in Cheng et al. (2020), and use product
Egand Leech o4 lattices along the channel dimension of the latent. We use dither during training
and STE at test time, and train on the Vimeo-90k (Xue et al., 2019) dataset. We use the identical
hyperparameter settings for transforms and entropy models, corresponding to the rst 4 quality
levels for the “cheng2020-attn” model in CompressAl (Bégaint et al., 2020). Shown in Fig. 3.7, LTC
with product Eg and product Leech achieves a -5.274% and -16.708% BD-rate gain respectively
over NTC when evaluated on Kodak. In Sec. 3.8, we compare all methods with Cheng2020-NTC
and VTM as anchor in the BD-rate table (Tab. 3.1). While NVTC achieves a -2.919 BD-rate gain
over VTM, Cheng2020 with Leech is signi cantly better, with a -11.895% BD-rate gain. Note that
NVTC and Cheng2020 models differ signi cantly in terms of the transforms and entropy mod-
els, so multiple factors (e.g., transforms and quantization) may contribute to the achieved per-
formance. Additionally, NVTC applies vector quantization to vectors of size 16, meaning NVTC

is able to leverage the packing ef ciency of 16-dimensional space compared to the Eg and Leech
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with 8 and 24 respectively. To compare with LVQAC, we additionally plot the performance using
the D, lattice, which achieves a -2.337% BD-rate gain over Cheng2020-NTC. This comparesolely
the effect of quantization scheme, and not other components of LVQAC (Zhang and Wu, 2023).
This result, along with how the Eg and 4 perform relative to each other, further supports evi-
dence that the rate-distortion performance is signi cantly determined by the quantization choice

in the latent space, and that the NTC model is able to leverage the enhanced packing ef ciency
of higher-dimensional lattices. We see that simply adding lattice quantization to the latent space
of Cheng2020 has brought its performance to approach the ResNet-VAE rate-distortion upper
bound Ry (D) from Yang and Mandt (2022) on Kodak. To compare just the speed of SQ vs LQ,
we run a forward pass through the transforms, quantization, and entropy model. When run on
single-core CPU, Cheng2020-NTC takes 3.241 seconds per image averaged over Kodak, whereas
Cheng2020-LTC-E8 takes 4.002 seconds per image. Additional comments on complexity can be

found in Sec. 3.7, 3.8, with full runtime comparison in Tab 3.2.

As NTC and LTC operate here as one-shot compressors ofx, these results demonstrate that the gap
to R(D) is partially due to NTC being sub-optimal as a one-shot code. Fully approaching R(D),

however, requires encoding across multiple source realizations, which we discuss in Sec. 3.5.2.

Nested Lattice LTC. Here, we demonstrate the ability of xed-rate LTC with nested lattices to
provide coding gain with lattice dimension, with a much lower complexity when coding to bits.

On i.i.d. Gaussians (Fig. 3.9), we demonstrate LTC with NLQ in the latent space. We use self-
similar nested lattices for the integer, Eg and 4 lattices, and set the nesting ratio =5 ;7;9
to sweep the rate. The performance improves as the lattice dimension grows, and approaches
R(D) as before, but does not perform as well as variable-rate LTC for a particular dimension,
as expected. We note that LTC with NLQ has encoding complexity linear in n and is able to

outperform NTC.
3.5.2. Block Coding

We evaluate BLTC in the block coding setup (i.e., compressing multiple samples from dataset

simultaneously) on the Sawbridge, Banana, and Physics sources. For the Sawbridge, the optimal
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Figure 3.8: Block coding. Left Sawbridge. Center Banana.Right: Physics. Figure 3.9: LTC-NLQ.

VQ (i.e., one-shot coding) performance is known in closed form as H (D) (Wagner and Ballé, 2021,
Thm. 2). Inthis case, BLTC uses a latent dimensiondy = 1, and the nominal dimensionis d = 1024.
In Fig. 3.8, we verify that BLTC bridges the gap between H (D) and R(D). Note that going beyond
H (D) is impossible without compressing multiple realizations at time; this veri es the ability of
BLTC to leverage space-packing of the Sawbridge's latent source. For the Banana and Physics
sources, the optimal one-shot performance is unknown, but we see that BLTC improves upon

NTC and LTC, which are both one-shot codes. Thus, we show BLTC's ability to approach R(D).
3.5.3. Ablation Study

We rst show how it is necessary for a good lattice to be used to achieve optimal performance.
Only using the best-known lattices in each dimension yielded near-ECVQ performance. If sub-
optimal lattices are used, this was not the case. Fig. 3.16a shows theA,, and D, lattices used
for n = 8; they perform about the same as ECVQ for n = 4, but still yield coding gain over
NTC. This implies that LVQAC, which uses D, is sub-optimal compared to other lattices. In the
appendix (Sec. 3.8.1), we provide several additional ablations further revealing the interplay of

LTC components.
3.6. Discussion and Limitations

In this work, we use the best known lattices up to dimension 24. Going to even larger dimensions
will improve performance further; designing ef cient high dimensional lattices with low com-
plexity CVP solvers is an active area of research building on advances in modern coding theory

(e.g. low density parity codes and polar codes).
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3.7. Experimental Details

The code for these experiments will be released upon publication. In all experiments, we use a
batch size of 64 and train until convergence using Adam. For the i.i.d. scalar sequences, we found
that using CELU nonlinearities with no biases in the transforms sometimes helped improve train-
ing stability. For synthetic sources, Speech and Physics, the rate-distortion Lagrange multiplier

is swept over 0.5, 1, 1.5, 2, 4, 8. For images, we use the default values in Bégaint et al. (2020). In
addition, for images, a product lattice is applied along the channel dimension of the latent tensor,
which has shapeC H W. There are C=n lattices applied H W times, where n is the lattice

dimension.
3.7.1. CVP Algorithms

In this paper, we use the CVP algorithms outlined in Conway and Sloane (1999, Ch. 20). For
the Barnes-Wall lattice 16 in dimension 16, we use the algorithm outlined in Conway and Sloane
(1984a). Finally, the Leech lattice 24 in dimension 24 has the slower method described in Conway and Sloane
(1984a) and the improved version in Conway and Sloane (1986). In many cases, the lattice =
iT:1 (ri + o)isaunionof T cosets of a sublattice o, and one can solve CVP for by computing
Q (x)=argminy ; +Q ,(x ri)+ ri. For example, the Eg lattice is equivalent to two cosets of

Ds.
3.7.2. Monte-Carlo Samples

Regarding variable-rate LTC, for lattices of lower dimensions, we found that setting the number
of Monte-Carlo samples Njy; for approximation of (3.5) to be 4096 was suf cient to recover near-
ECVQ performance. For the Leech lattice of dimension 24, however, better performance could be

recovered by increasing Niy; at the cost of increased GPU memory requirements; see Fig. 3.10.

We see that setting Ny = 1024 results in worse performance than ECVQ for n = 8 at low rates.

Setting Ni,; = 4096 improves the performance, and nearly approaches that of Nj,; = 15000.
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Figure 3.10: Effect ofNj; on the Leech lattice, fori.i.d. Gaussian sequences.

3.7.3. Source generation

The Gaussian and Laplacian sources are straightforward to simulate. The Banana source is taken
from the Tensor ow Compression library (Ballé et al., 2024). To generate the Banana-1d marginal,
we simply take the rst dimension of the 2-d Banana realizations. The Sawbridge source (Wagner and Ballé,

2021) is a continuous random process

X(t)=t 1ft Ug 0 t 1 (3.10)

where U  Unif([0; 1]). Following Wagner and Ballé (2021), we uniformly sample 1024 time steps
between 0 and 1, which creates 1024-dimensional vectors. For all synthetic sources, we sample
10’ samples as our training dataset. Finally, the Physics and Speech sources are taken from https:

/[github.com/mandt-lab/RD-sandwich.
3.7.4. Efciency

Comparedto NTC, LTC requires more memory/training time, roughly 50% more for the low/moderate
dimension sources and 10% more for images. The main computational bottleneck that LTC has is
the use of Monte-Carlo integration for (3.5). Sampling uniformly random vectors from the Voronoi
region of a lattice requires a quantization step, and hence solving the CVP. Since we use 4096 sam-
pled vectors per batch, this means CVP needs to be solved on all 4096 vectors. The lattices chosen

above all have GPU-friendly implementations that can parallelize across the input vectors. On
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NVIDIA RTX 5000 GPUs with 16 GB memory, LTC training until convergence took at most a few
hours for the Speech and Physics sources, and minutes for the i.i.d. scalar sequences. This was
roughly twice the amount of time to train NTC. However, on large-scale images, the training speed
is dominated by the backwards pass through the convolutional neural networks, and so LTC takes

around the same time as NTC (around 10 days per rate point).
3.8. Additional Results

BD-rate and runtime tables for Kodak. Here, we show the BD-rate tables (Tab. 3.1) and full
runtime comparison (Tab. 3.2) on the Kodak benchmark. For the runtime comparison, it is time
taken per-image on a single-core CPU, averaged over the rate-distortion tradeoff. We see that
Cheng2020-LTC- 4 outperforms all other methods in rate-distortion performance, including ELIC
(He et al., 2022a). We note that the ELIC model is NTC-based, and thus even further gains can be
expected by integrating LTC with ELIC transforms and entropy model. This would also inherit

the ef cient nature of the ELIC layers, as the quantization and entropy modelling are independent
components of the neural compressor. We leave this for future work as it is out of the scope of
the current study. Regarding runtime on the Cheng2020 architecture, using the Eg lattice incurs
a 1.23x increase in runtime over NTC, whereas the Leech lattice incurs a 2.68x increase. We note
that the Leech lattice CVP solver we used (Conway and Sloane, 1986) is not the fastest; one can

expect faster runtimes with the Leech decoder of Vardy and Be'ery (1993).
Table 3.1: BD-rate comparison on Kodak.

Model BD-rate (NTC anchor) BD-rate (VTM anchor)

Cheng2020-NTC 0.000 5.210
Cheng2020-LTCD,, -2.337 2.753
Cheng2020-LTCEg -5.274 -0.335
Cheng2020-LTC- »4 -16.708 -11.895
NVTC (Feng et al., 2023) -4.953 -2.919
VTM (Bross et al., 2021) -7.879 0.000
ELIC (He et al., 2022a) -10.607 -5.656

NTC with lattice quantization during inference. Here, we show the performance of LTC when

the transforms and entropy model are loaded from a pre-trained NTC model. In other words,
a trained NTC model's scalar quantizer is replaced by a lattice quantizer at inference time. The

performance of this scheme is largely dependent on the source at hand. Fig. 3.11 shows that on
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Table 3.2: Inference encoding runtime on Kodak, single CPU. LTC models use 1024 samples for
Monte-Carlo estimation.

Model Runtime (sec.)

Cheng2020-NTC 3.241
Cheng2020-LTCD,, 4.016
Cheng2020-LTCEg 4.002
Cheng2020-LTC- ,4 8.634
ELIC (He et al., 2022a) 3.132

the Gaussian source, this scheme performs the same as training LTC from scratch; it may shift the
point on the R-D tradeoff but overall lies on the same R-D curve. This is perhaps not unexpected,
as the transforms learned by NTC and LTC for the i.i.d. Gaussian source effectively perform a
scaling of the source, and so interchanging them has no effect. We use the same Flow entropy
model for fair comparison. In general, however, this is not expected to be the case, as the analysis
transform determines which region of the lattice gets used; for more complex sources, there may
be more sophisticated ways the transform determines how the lattice is used. For example, in
Fig. 3.12, we demonstrate the same scheme on Kodak images with the Cheng2020-LTC- 54 model.
Here, we see that while using a Leech lattice quantizer with the trained NTC model improves the
performance over NTC by a BD-rate of -12.984%, training the model with the lattice quantizer
helps boost the performance further to a BD-rate of -16.708%. This result implies that one can
avoid training from scratch when a good set of transforms and entropy model are already trained
from a NTC architecture, and instead potentially ne-tune the NTC transforms and entropy model
with the chosen lattice for best performance. In the future, when better transforms and entropy
models are developed, one can also train with the lattice from scratch to get the best performance,

as the training times between NTC and LTC (from scratch) are on the same scale (weeks).

Learned quantizer cells in regions of low probability. In Figs. 3.13, 3.14, we visualize the quan-
tizer cells of LTC on regions of low probability density, for the 2D Gaussian source and Banana
source, respectively. Thatis, we train LTC on a source px , and evaluate on the support of py as well
as regions outside the support of px. Overall, the quantization cells successfully generalize out-
side the support of px, meaning that if a sample x to be compressed is perturbed slightly outside

the support of py, its reconstruction will still be close to x.
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