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ABSTRACT

ULTRA SCALABLE METHODS FOR DIFFERENTIAL TESTING OF SPATIAL-OMIC DATA

Kaishu Mason

Nancy R. Zhang

Spatial omic technologies are revolutionizing our ability to study tissue organization and function
by preserving the spatial context of molecular measurements. Unlike traditional single-cell assays,
which dissociate cells from their native environments, spatial methods retain information about each
cell’s physical location and neighborhood. This spatial context enables researchers to explore how
cellular processes such as gene regulation are influenced by microenvironmental cues like intercellular
communication—critical for understanding development, immune responses, disease progression,

and tissue regeneration.

However, a key limitation of current spatial omic technologies is their resolution: most platforms
capture measurements at the level of spatial “spots,” each of which may contain multiple cells. This
poses a challenge for traditional statistical tools, such as generalized linear models, which typically
assume cell-specific input. As spatial datasets continue to grow in size and complexity, there is a
pressing need for computational methods that can robustly infer cell type-specific molecular patterns

from mixed-resolution data while scaling well.

To address these problems we introduce two key innovations. The first is SpotGLM, a statistical
framework for modeling niche-differential patterns in spatial-omic data. At its core, SpotGLM
applies a mixture-based generalized linear model to test for molecular features that vary in a cell
type-specific manner across spatial niches. This general pipeline supports a wide range of spatial
omic modalities—including gene expression, chromatin accessibility, and RNA splicing—and can be

applied at multiple spatial resolutions.

A key application of SpotGLM is niche-differential expression (niche-DE) analysis, which identifies

genes that are differentially expressed within a specific cell type depending on its spatial context. We



extend this with niche-LR, a method that uncovers ligand-receptor interactions that may underlie

niche-specific gene regulation.

To ensure scalability, our second innovation is SPARROW, a power-preserving data reduction tech-
nique that enables efficient inference across millions of spatial coordinates. Together, SpotGLM and
SPARROW comprise a generalized and ultra-scalable computational pipeline for dissecting spatially

organized molecular programs across diverse spatial omic platforms.

vi



TABLE OF CONTENTS

ACKNOWLEDGEMENT . . . . ..o e iii
ABSTRACT . . . e v
LIST OF ILLUSTRATIONS . . . . . . e X
CHAPTER 1: INTRODUCTION . . . . .. e 1
CHAPTER 2: SPOTGLM . . . .. . e e e )

2.1 INTRODUCTION . . . . e e e )

2.2 SPOTGLM MODEL . . . . . .. )

2.3 SPOTGLM DISTINGUISHES GENE SIGNATURES IN CORTICAL ENDOTHE-
LIAL CELLS FROM MEDULLARY ENDOTHELIAL CELLS . ... ... ..... 8
2.4 SPOTGLM IDENTIFIES SPATTIAL ISOFORM SWITCHING PATTERNS IN MOUSE

2.5 SPOTGLM IDENTIFIES CELL TYPE SPECIFIC DIFFERENTIAL MOTIF AC-

CESSIBILITY ACROSS DISTINCT BRAIN REGIONS . . . .. ... ... .. ... 15
CHAPTER 3: NICHE-DE . .. . .. . . e 19
3.1 INTRODUCTION . . . . . e 19
3.2 NICHE-DE SINGLE CELL MODEL . . . . . ... .. ... .. ... ..., 22
3.3 NICHE-DE SPOT MODEL . . . . . . ... . 24
3.4 HIERARCHICAL FALSE DISCOVERY RATE CONTROL . . ... ... ... ... 26
3.5 APPLYING NICHE-DE OVER MULTIPLE KERNEL BANDWIDTHS . .. .. .. 27
3.6 FDR CONTROL AND ROBUSTNESS TO SPOT SWAPPING . . . ... ... ... 27

3.7 RUNTIME OF NICHE-DE ACROSS CELL-TYPE COMPLEXITY, GENE SET
SIZE AND NUMBER OF OBSERVATIONS . . . . . . . .. ... ... ... ... 31

vii



3.8

3.9

3.10

3.11

3.12

3.13

RECOVERY OF NICHE-DE GENES FROM ST DATA AT VARYING SPOT RES-
OLUTIONS .« . . o e
INFERRING LIGAND-RECEPTORS VIA NICHE-LR. . . . .. ... ... ... ..
NICHE-DE DETECTS TUMOR-FIBROBLAST NICHE INTERACTIONS WITH
VALIDATION BY CODEX IMAGING IN LIVER METASTASES OF COLOREC-
TAL CARCINOMA . . . . e
NICHE-DE IDENTIFIES SUBCLONE-SPECIFIC NICHE INTERACTIONS BE-
TWEEN TUMOR CELLS AND FIBROBLASTS . . . . . ... ... . ... .....
NICHE-DE ANALYSIS IDENTIFIES SIGNALING MECHANISMS IN TUMOR
ASSOCIATED MACROPHAGES IN LIVER METASTASIS . . . . . ... ... ...
NICHE-DE IDENTIFIES SIGNALING MECHANISMS BETWEEN FIBROBLASTS
AND PT CELLS IN KIDNEY FIBROSIS . . . ... ... ... .. ... .......

CHAPTER 4 : SPARROW . . . . . . e

4.1

4.2

4.3

4.4

INTRODUCTION . . . .o e e s e
SPARROW: POWER-PRESERVING DATA REDUCTION

FOR ULTRA-SCALABLE DOWNSTREAM ANALYSIS. . . ... ... ... ....
SPARROW ACHIEVES HIGH POWER FOR DIVERSE

DOWNSTREAM TASKS . . . . . . e
SPOTGLM-SPARROW IDENTIFIES NICHE-ASSOCIATED

FIBROBLASTS IN TUMOR MICROENVIRONMENT . . . ... ... ... ....

CHAPTER A : SPOTGLM DERIVATION . . . . . ... .. o ..

Al
A2

A3

SpotGLM MODEL FORMULATION AND ESTIMATION . . ... ... ......
FISHER INFORMATION CALCULATION FOR SPOTGLM MODELS WITH NAT-
URAL EXPONENTIAL FAMILY DISTRIBUTIONS . . . . . ... ... ... ....
FISHER INFORMATION FOR NEGATIVE BINOMIAL

SPOT MODELS . . . . . . .

viii



A.4 SPATIAL ISOFORM SWITCHING ANALYSIS IN MOUSE OLFACTORY BULB

DATA . e 66

A.5 SPATIAL-ATAC-SEQ P22 MOUSE BRAIN . . . . . . . . . .. . o .. 67
A.6 FIGURE CAPTIONS . . . . . e e 68
APPENDIX B : NICHE-DE . . . . . . . . e e e e e 71
APPENDIX C : SPARROW . . . . . 91
BIBLIOGRAPHY . . . 105



FIGURE 2.1
FIGURE 2.2
FIGURE 2.3
FIGURE 2.4

FIGURE 3.1
FIGURE 3.2
FIGURE 3.3
FIGURE 3.4
FIGURE 3.5
FIGURE 3.6

FIGURE 4.1
FIGURE 4.2
FIGURE 4.3

LIST OF ILLUSTRATIONS

A schematic of the spotGLM framework. . . .. .. ... ... ... ...... 7
Di erential Gene Expression Results on Visium HD Kidney . . . . . . ... .. 10
Spatial Long-Read Simulationsand Results . . . . . ... ... ......... 14
Spatial ATAC Di erential Motif Accessibility Results . . . . . ... ... ... 18

A schematic of the niche-DE framework. . . . ... ... .. ... ....... 24
A showcase of robustness via simulations . . . . . ... ... ... ....... 30
A schematic of the niche-LR framework. . . . . ... ... ... ... ..... 35
A summary of a Fibroblast-Tumor Niche-DE analysis . . . ... ... ... .. 39
A summary of a Macrophage-Tumor Niche-DE analysis . . . ... ... .. .. 43
A summary of a Fibroblast-Proximal Tubular cell Niche-DE analysis . . . . . 45
A Schematic of the SPARROW Procedure . . . ... ... ........... 49
Benchmarking Results for SPARROW . . . . . . . . .. .. ... ... ..... 53
A SPARROW subsampled Visium HD Analysis Using SpotGLM . . . . . . .. 56



CHAPTER 1

INTRODUCTION

Advances in spatial barcoding technologies have transformed molecular pro ling by enabling high-
resolution mapping of the transcriptome, chromatin state, and splicing landscape within intact
tissue. Methods such as Slide-seq, Stereo-seq, high-de nition spatial transcriptomics (HDST), and
long-read spatial omics now achieve subcellular resolution, while platforms like spatial-ATAC-seq ex-
tend spatial pro ling beyond gene expression to include chromatin accessibility. These innovations
are producing unprecedentedly large datasets, with hundreds of thousands of spatially barcoded
spots per sample and millions across multi-sample experiments. A central challenge in analyzing
such data is identifying molecular features that are dependent on spatial niche in a cell type-speci c
manner. Cellular identity alone does not fully determine a cell's molecular state; interactions with
the local microenvironment also shape regulatory programs. Addressing this challenge requires
computational approaches that can disentangle cell type-speci c e ects from spatially mixed mea-

surements while remaining scalable to the demands of emerging high-resolution datasets.

An added complexity of spatial barcoding technologies is that they capture molecular pro les at
prede ned spatial positions, rather than from individual cells. While single-cell segmentation is
possible in some imaging-based methods, barcoded spatial assays such as Visium and Slide-seq
generate data that are inherently compositional, meaning that the observed molecular counts at
each spatial location are aggregated across neighboring cells. This leads to mixture data where the
identi cation of cell type-speci ¢ signals require mixture deconvolution. Computational deconvolu-
tion methods have been developed to estimate cell type fractions within each spot, but they do not
inherently solve the problem of determining how molecular features vary in a cell type-speci ¢ and
niche-dependent manner. Existing frameworks such as C-SIDE(Cable et al. (2022a)) attempt to
address this issue by modeling cell type-speci ¢ gene expression as a function of the local microen-
vironment. However, these methods are designed for transcriptomic data and impose restrictive

distributional assumptions that do not generalize to other modalities. For example, in chromatin



accessibility data, summarized gene- or motif-activity scores are continuous, and in long read-based

spatial alternative splicing analysis, where the desired information is binomial.

To overcome these limitations, in chapter 2 we introduce SpotGLM, a mixture-based generalized
linear model that enables cell type-speci ¢ di erential testing across spatial omics datasets. Unlike
prior methods, SpotGLM explicitly models mixed-cell signals and exibly accounts for di erent noise

distributions, making it applicable to diverse settings such as spatially barcoded transcriptomics,

splicing, and chromatin accessibility data.

We demonstrate the utility of SpotGLM across four large-scale spatial datasets. In Visium HD
colorectal cancer and kidney data, SpotGLM enables meaningful cell type-speci ¢ niche-di erential
testing. In the mouse olfactory bulb, SpotGLM reveals spatially regulated isoform switching across
cell types, highlighting transcriptomic complexity beyond standard gene-level analysis. Finally, in
a spatial-ATAC dataset from the developing mouse brain, SpotGLM identi es cell type-specic

chromatin accessibility changes in uenced by local microenvironmental factors.

In chapter 3, we introduce Niche-DE (Mason et al. (2024)) (short for niche-di erential expression),

a statistical framework that quanti es how the presence of neighboring cell types modulates gene
expression in a given index cell type. Interactions with neighboring cells through signaling, com-
petition, or support play a critical role in shaping cellular behavior. Therefore, identifying how
gene expression is modulated by such spatial niches in a cell type-speci ¢ manner is thus a key

analytical goal in spatial omics.

Unlike existing analyses which nd global spatial gene expression patterns, or cell-cell interaction
methods that assess co-localization between cell types , Niche-DE identi es genes that are function-
ally responsive to their spatial context e.g., macrophages that upregulated speci ¢ cytokines when

neighboring tumor cells are enriched.

Niche-DE is built on top of the SpotGLM framework introduced in chapter 2, and leverages a
generalized linear model to connect expression levels with cell-type-speci ¢ niche composition. It

naturally handles data at both single-cell and spot-level resolution, and includes a rigorous multi-



level FDR control procedure to identify signi cant genes, index cell types, and niche interactions.
To account for uncertainty in the appropriate spatial range of interaction, Niche-DE evaluates a set

of bandwidths and combines evidence using a kernel-weighted hypothesis testing framework.

We show that Niche-DE is both statistically calibrated with accurate type | error control under

null simulations and robust to spatial artifacts such as spot swapping. Through simulations and
real data analyses, we demonstrate that Niche-DE is e ective even when spatial resolution is low or
when many cell types co-localize, conditions where existing methods may su er from reduced power

or interpretability.

Applications across diverse spatial omics platforms illustrate the versatility of Niche-DE. On Visium
data from colorectal cancer liver metastases, Niche-DE identi es tumor-induced broblast activation
and highlights key ligand-receptor interactions validated by CODEX imaging. In the mouse kidney,
it uncovers niche-induced injury signals in proximal tubule cells during brosis. In high-resolution
Slide-seq and CosMx datasets, it detects subclone-speci c interactions and resolves tumor-associated

macrophage states.

While SpotGLM and Niche-DE are powerful tools for cell type-speci ¢ spatial analysis, they face
scalability challenges as the number of spatial measurements grows. Modern platforms such as Xe-
nium, CosMx, and Visium HD now routinely generate hundreds of thousands to millions of spatial
observations per sample, o ering unprecedented resolution of tissue architecture and cell-cell inter-
actions. Although these high-throughput datasets o er rich biological insight, they also introduce
serious computational constraints. Many methods, including SpotGLM become computationally
burdensome. As a result, practical analysis is increasingly constrained by runtime and memory

requirements, limiting the scope and depth of questions researchers can explore.

To mitigate these challenges, researchers often adopt data reduction strategies that shrink the
dataset to a more manageable size. However, existing approaches such as rasterization, geometric
sketching, and random subsampling typically compromise biological delity. Critically, none are

explicitly designed to preserve the statistical power necessary for spatially resolved, cell type-speci ¢



inference.

To this end, in chapter 4 we introduce SPARROW, short for submodular power-adaptive data
reduction for representative downstream analyses. SPARROW is a general-purpose method for
principled, power-preserving data reduction in large-scale spatial omics experiments. Inspired by
the Chinese idiom the sparrow may be small, but it has all its organs, SPARROW selects a subset
of observations that retains the full structure and statistical utility of the data with a fraction of
the size. It does so by formulating the reduction task as a submodular optimization problem, where
the objective is to preserve power for a given analysis task such as detecting niche-di erential

expression across cell types rather than optimizing for coverage or diversity in expression space.

Unlike existing reduction methods, SPARROW adapts to the covariate structure and modeling
assumptions of the analysis it supports. This means that it tailors the selection of representative
spots or cells to the speci ¢ statistical model being t, whether it be a Poisson GLM, a spatial
kernel model, or a niche-dependent deconvolution framework. As a result, SPARROW maintains
sensitivity even for rare interactions and subtle e ects, while dramatically reducing runtime and

memory usage.

Through simulations and real-world analyses across Visium HD, Xenium, CosMx, and MERFISH
datasets, we demonstrate that SPARROW consistently recovers nearly all of the biological signals
identi ed using the full dataset using as little as 10 30% of the data. In high-throughput set-
tings, SPARROW enables analyses that would otherwise be computationally prohibitive. Through
simulations we show that downstream runtime plateaus without a decrease in power, illustrating

SPARROW's ultra-scalability in the face of rapidly growing spatial datasets.



CHAPTER 2

SPOTGLM

2.1. INTRODUCTION

Advances in spatial barcoding technologies have transformed molecular pro ling by enabling high-
resolution mapping of the transcriptome, chromatin state, and splicing landscape within intact
tissue. A complexity speci ¢ to spatial barcoding technologies is that they capture molecular pro les

at prede ned spatial positions, rather than from individual cells. While single-cell segmentation

is possible in some imaging-based methods, barcoded spatial assays such as Visium and Slide-seq
generate data that are inherently compositional, meaning that the observed molecular counts at each
spatial location are aggregated across neighboring cells. To address this problem, in this chapter we
introduce SpotGLM, a framework for identifying niche-di erential signals in compositional spatial

omic data.

2.2. SPOTGLM MODEL

Although the spotGLM model will be for measurements taken at the spot or grid level, to formulate
the model we rst consider the hypothetical setting where we observe individual cells in space
(Figure 2.1A). Focusing on one feature, letY; be the readout for celli (Figure 2.1A) For example,
for RNA expression dataY; could be the count of a gene, in splicing datar; could be the proportion
spliced-in for an exon, or in chromatin accessibility dataY; could be the summarized activity of
a gene or motif. LetT; be the cell type of celli, which we assume, for now, is known. Our goal
is to estimate the cell type-speci ¢ spatial niche dependence of;, where spatial niche is encoded
inan pcovariate matrix X. To allow exibility for di erent distributions for Y, We employ a
generalized linear model, which assumes that the conditional expectation of given X is linear

after a transform Fp q F is often called the link function of the GLM :

FpErYi|Xisq Xi T (2.1)



Note that the p 1 coe cient vector  depends on cell typeT;. The goal is to estimate, for each
spatial featurej, its cell type specic e ect ¢ on the given gene, and to con dently identify those

values ¢; that are nonzero.

The choice of the link function F depends on the data modality as shown in Figure 2.1B. If the
readout Y is approximately normal, such as motif or gene activity scores in ATAC, thenF would be
the identity function. For alternative splicing analysis, a natural choice for F in Binomial regression
would be the logit function. For count-based data, a natural choice for= corresponding to Poisson

or Negative Binomial regression would be the log function.

In spatial barcoding technologies, however, measurements are not taken at individual cells but
rather at prede ned spatial coordinates. Thus, instead of observingY; directly, we observe spot-
level readoutsZs, where each spots is allowed to contain a mixture of multiple cells as shown in
Figure 2.1C. This introduces the challenge of resolving cell type-speci ¢ e ects when only aggregate
signals across cells are observed. To get a spot-level model, we assume that the spatial niche features
Xi are the same for all cells of the same cell type within the same spot, and thus we denote the
spot- and cell type-speci ¢ covariate matrix by Xis. Then, we directly aggregate the single-cell

model (2.1) across the cells of the same spot to yield the relation,

T
Erzs|Xs ’ CsitF 1pxs;t tQ (2.2)
t 1

where Cst is a measure of representation of cell typé in spot s, which can be estimated by spot
deconvolution methods. Technical details on the model derivation, estimation, and implementation

are provided in Appendix A.1.

It is important to note that the coe cients ; in model (2.2) have the same interpretation as in
the single cell model (2.1). For example, for proportional readouts such as RNA splicing whete
is logit, ; would be the increase in log odds of the event (e.g. of splicing) if the cell is in spatial
niche j. This allows direct interpretation of the estimated coe cients, even though our observed

data is compositional.



Compared to existing methods such as Niche-DE(Mason et al. (2024)) and C-SIDE(Cable et al.
(2022a)), which are tailored to transcriptomic count data, SpotGLM is not restricted to a specic
distributional form and can accommodate a broader range of spatial omics datasets, including
continuous chromatin accessibility scores and binomially distributed splicing events. This exibility

enables SpotGLM to be applied beyond traditional di erential gene expression analysis.

SpotGLM maintains controlled Type 1 error rates and is comparable in power on count-based data to
specialized methods designed for count-based data. For spatial barcoding data that is approximately
single cell resolution, a common approach is to rst assign each spot to a dominant cell type, and
then apply the single cell approach (2.1). This approach substantially in ates type | error rates
due to contamination from neighboring cells. Thus, even when the spatial data is at approximately
single cell resolution, one should still rst perform deconvolution and then use a mixture model to
account for spillover e ects. Model tting specics for spotGLM can be found in Appendix A.1.

Detailed captions for Figure 2.1 can be found in Appendix A.1.

Figure 2.1: A schematic of the spotGLM framework.



2.3. SPOTGLM DISTINGUISHES GENE SIGNATURES IN COR-
TICAL ENDOTHELIAL CELLS FROM MEDULLARY EN-
DOTHELIAL CELLS

In our rst case study, we apply spotGLM on healthy mouse kidney VisiumHD data at 8umx8um
resolution to identify cell-type-speci c di erential genes associated with anatomical regions of the

mouse kidney. The original dataset is comprised of 470883 spots and 19059 genes.

Because spatial transcriptomic datasets are often accompanied by high-resolution histology images,
we reason that the histology image encodes meaningful low-dimensional features that can e ectively
represent the anatomical regions. To extract such features, we applied a vision transformer-based
method to derive the low dimensional histology feature embeddings that represent both global and
local tissue structures(Zhang et al. (2024)). These embeddings were computed at the superpixel
level, preserving spatial information from histology image. We then clustered superpixels based on
their feature embeddings, and mapped each spot to the nearest superpixel in spatial coordinates.
The cluster label of the matched superpixel was assigned to the corresponding spot as seen in Figure
2.2A. In this way, we obtained a spot-level cluster driven by histology image features. We manually
annotated each cluster based on known anatomical structure of mouse kidney, which renders us
give meaningful regions, including Cortex, Inner Medullary (IM), Inner Stripe, Outer Stripe, and
Papilla. We also con rmed that our H&E image-based region annotation is highly consistent with

established mouse kidney anatomy (Figure 2.2A).

We then set our covariate matrix X to be the one hot encoding of the anatomical region identi ed
previously. This spatial covariate is used in the spotGLM model to help detect region-associated

gene expression patterns.

Existing studies have demonstrated the phenotypic diversity of endothelial cells across di erent
mouse kidney regions. These renal endothelial cells exhibit region-speci ¢ functional specializations.

For example, cortical endothelial cells are involved in reabsorption of solutes and water, whereas



medullary endothelial cells play an important role in urine concentration. Given the functional di er-
ences of endothelial cells in di erent regions, we aim to identifying of endothelial-speci ¢ di erential
genes between cortical regions and medullary regions. Figure 2.2B-C demonstrates anatomical seg-
mentation of cortex and inner medullary location, as well as the estimated proportion of endothelial
cells in two regions from cell type deconvolution. SpotGLM identi es top di erential expressed genes
that are signi cantly upregulated in cortical versus medullary renal endothelial cells. Notably, one

of the top upregulated genes, Igfbp3, is a known marker for cortical renal endothelial cells, encoding

insulin-like growth factor-binding protein 3 as seen in Figure 2.2D.

Finally, we demonstrated that spotGLM can identify di erentially expressed genes speci ¢ to distal
convoluted tubule/connecting tubule (DCT/CNT) cells between the outer stripe and cortical re-
gions of the kidney. Consistent with known anatomical organization,we observed that DCT/CNT
cells are primarily localized to the cortex as seen in Figure 2.2E. Gene set enrichment analysis of
genes upregulated in cortical DCT/CNT cells revealed signi cant enrichment for DCT-associated
pathways, further validating that spotGLM successfully captures cell type speci c transcriptional

di erences associated with spatial localization. Overall, these results highlight the robustness of
spotGLM for identifying cell-type speci c di erential genes associated with speci ¢ spatial regions.

Detailed captions for Figure 2.2 can be found in Appendix A.2.



Figure 2.2: Di erential Gene Expression Results on Visium HD Kidney
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2.4. SPOTGLM IDENTIFIES SPATIAL ISOFORM SWITCHING
PATTERNS IN MOUSE BRAIN

To demonstrate the application of SpotGLM to spatial splicing analysis, we analyzed a spatially-
barcoded long read sequencing dataset of the mouse olfactory bulb. This dataset, generated and
analyzed by Lebrigand et al. (2023), includes 74 million long reads, Itered to retain only molecules
(UMls) that fully span all exon-exon junctions for their mapped isoform. After Itering, 2.19 million
UMIs with unambiguous transcript structure were retained, spanning 918 spatial spots, with a mean

of 1917 UMIs and a median of 974 isoforms per spot. In total, 23,560 Gencode reference isoforms

from 13,291 genes were detected.

Spot compositions were estimated using deconvolution against a reference single-cell RNA-seq
dataset of the olfactory bulb. This identi ed contributions from 11 major cell types, including
neurons, astrocytes, oligodendrocytes, and immune and vascular populations. Based on cell type
and spatial markers, Lebrigand et al. manually annotated ve distinct anatomical regions of the ol-
factory bulb: the granule cell layer (GCL), mitral cell layer (MCL), external plexiform layer (EPL),

glomerular layer (GL), and olfactory nerve layer (ONL) (Figure 2.3E).

We aimed to identify cell type-specic spatial isoform switching, de ned as a change in relative
isoform expression of a gene within a given cell type across spatial regions. To do this, we applied
SpotGLM using a binomial link function, modeling the proportion of reads for one isoform condi-
tioned on total gene expression. Region identity was used as the covariate of interest. The binomial
model captures the natural structure of isoform switching, where the outcome is the fraction of one

isoform relative to all isoforms of a gene. Full model speci cation is described in Appendix A.4.

For comparison, we consider two alternative data analysis approaches: (1) marginal analysis, which
compares isoform usage between regions without accounting for cell type composition, and (2)
correlation-based inference, which relates isoform usage to the abundance of a cell type across spots
to infer likely cellular origin (Lebrigand et al. (2023)). These approaches have key limitations.

Marginal analysis cannot resolve the cell type responsible for isoform switching, while correlation-

11



based inference may attribute switching inaccurately high correlation does not imply di erential
isoform usage within a speci c cell type. Before presenting our analysis of the mouse olfactory bulb

data, we rst use simple simulations to elucidate these di erences

We consider the scenario where there are cell types, 1 and 2, and two regions, A and B. We consider a
gene with two isoforms, isoform-1 and isoform-2. In our rst simulation, shown in Figure 2.3A, both
cell types switch in their relative expression of isoform-1 from 25% to 75% from region A to B. In
this case, the marginal test identi ed the isoform switch, but can not assign it to either cell type (the
correct answer is both). Since there is no di erence between the cell types in their relative expression
of the isoform, the correlation between isoform relative expression and cell type proportion is zero in
both regions (Figure 2.3B). SpotGLM, on the other hand, computes the adjusted isoform 1 relative
expression and estimates its slope with respect to cell type proportion, then compares the slope
between regions. This correctly identi es isoform switching in both cell types as well as the correct

direction of the switch.

The second simulation (Figure 2.3C) corresponds to the scenario where cell type 1 exhibits no change
in relative isoform expression across regions but cell type 2 changes in expression of isoform-1 from
50% in region A to 100% in region B. Simultaneously, the relative cell type abundance changes,
from 75% cell type 1 in region A to only 25% in region B. As seen in Figure 2.3D, SpotGLM
properly identi es that cell type 2 is the only one exhibiting isoform switching, while the correlation
based test mistakenly attributes the isoform switching to both cell types. Furthermore, due to the
change in cell type abundance between regions, there exists no change in marginal relative isoform
proportion across regions. This shows that isoform switching within a cell type does not imply

global isoform switching.

Finally, we return to the mouse olfactory bulb data, focusing on genes with exactly two isoforms

that collectively comprise at least 20% of a gene's total expression, and with total gene expression
>50 UMIs across all spots. This yielded 643 genes for testing. For each gene, we identi ed cell
types where the gene's deconvolved expression is su ciently high, as described in Methods. We

then focused on these cell types and applied SpotGLM to compare cell type-speci ¢ isoform relative

12



expression between all pairs of regions. Across genes, cell types and regions, 11081 tests were
performed, yielding a p-value QQ plot showing strong enrichment of small p-values (Figure 2.3F).

An FDR cut-o of 0.1 yielded 154 signi cant instances of isoform switching across 64 genes.

Figures2.2G and H show two example gene#p3sl and Myl6, that have signi cant isoform switch-
ing between layers. First, considerAp3sl which expresses two major isoformsAp3s1-201 and
Ap3s1-202 that in total comprise 91% of all transcripts across spots. In Figure 2.2G, we plot the
estimated neuron-speci c relative expression oAp3s1-201 from the innermost granule cell layer to
the outermost olfactory nerve layer.Figure 2.3G also shows a spatial plot of the estimated propor-
tion of all Ap3s1 RNAs in each spot originating from neurons, juxtaposed with a spatial plot of the
fraction of reads mapping toAp3s1-201 out of all reads mapping to the gene. This is an easy case
in the sense that almost 100% of the total expression oAp3sl can be attributed to neurons, and
thus, SpotGLM assigns the layer-speci ¢ isoform switching of this gene to neurons. Figure 2.3G
plots this relative fraction of Ap3s1-201and its 95% con dence interval, thus allowing us to clearly

observe a switch from 201 in the inner layers to 202 in the middle layers, then back to 201.

Similar plots are shown for Myl6, which expresses two major isoformsMyl6-201 and Myl6-206
that di er by ve of the last nine amino acids in the C-terminal region. From the plot of neuron
contribution to the total expression of this gene, we see that it increases from 0 in the olfactory
nerve layer to around 75% in the granule cell layer. Thus, this is a more dicult case in the
sense that neurons are not the only cells that express this gene, and neuron contribution to total
gene expression also changes across layers. However, SpotGLM was able to con dently assign this
isoform switching event to neurons, and estimated the relative expression dflyl6-201 to be around

75% in neurons in granule cell layer, decreasing to around 40% in the olfactory nerve layer.

These results illustrate how SpotGLM enables rigorous, cell type-resolved detection of isoform
switching in spatial long-read data, overcoming limitations of marginal and correlation-based ap-
proaches. Specic details for the analysis can be found in Appendix A.4. Detailed captions for

Figure 2.3 can be found in Appendix A.3.
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Figure 2.3: Spatial Long-Read Simulations and Results
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2.5. SPOTGLM IDENTIFIES CELL TYPE SPECIFIC DIFFEREN-
TIAL MOTIF ACCESSIBILITY ACROSS DISTINCT BRAIN
REGIONS

Transcription factors (TFs) are key regulators of gene expression, modulating cellular identity, state,
and response to environmental cues through their in uence on chromatin accessibility. By binding
to speci c DNA motifs, they promote or repress gene activity depending on the local regulatory
context. Understanding how TF activity varies across spatial niches can illuminate how di erent

tissue regions support specialized cellular functions.

To investigate spatially resolved regulatory activity, we analyzed spatial ATAC-seq data from the
postnatal day 22 (P22) mouse brain (Zhang et al. (2023)). This dataset provides high-resolution
chromatin accessibility pro les across 15 annotated brain regions, including the corpus callosum and
cortex, with spatial spot-level transcriptomic data available for cell type deconvolution. For example,
Figure 2.4C shows strong spatial alignment between oligodendrocyte abundance and expression of

the canonical marker Mbp2 (Dubois-Dalcq et al. (1986)).

Chromatin accessibility serves as a proxy for regulatory potential, with open chromatin regions
marking active enhancers and promoters. We focused on two downstream analyses: (1) transcription
factor motif activity, inferred using chromVAR scores, and (2) gene activity scores, estimated from
aggregate accessibility near gene transcription start sites (TSSs). For both modalities, we applied

SpotGLM to identify cell type-speci ¢ di erences in regulatory activity across brain regions.

In the motif-level analysis, we used chromVAR to compute TF motif enrichment scores(Schep et al.
(2017)). Peaks identi ed by MACS2(Gaspar (2018)) were scanned against a TF motif database (e.qg.,
JASPAR (Sandelin et al. (2004))), and enrichment scores were computed per spot by quantifying
deviations in motif-associated accessibility from background. In the gene-level analysis, peaks were
assigned to genes based on proximity to TSSs, and gene activity scores were computed as the sum

of counts across those peaks.
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To identify di erentially accessible motifs between regions, we model each spot's chromVAR or gene
activity scores using SpotGLM. The responseYs.,, (motif score for motif m in spot s) was modeled
as a mixture of cell type-speci ¢ e ects on motif accessibility. Despite the original peak data being
count-based, due to the aggregation over large number of peaks, we can approximate the data

generating distribution with a normal distribution. Therefore,

T

Ysm NP sm; ﬁqq s:m | st Xs tm; (2.3)
t 1

where s is the estimated proportion of cell typet in spot s, X is a one-hot encoding of the region
identity, and m is the region-speci ¢ motif accessibility coe cient vector for cell type t. To detect

di erential accessibility between regionsr and r?, we tested for region contrasts,

H 0- trm trtm vs H 1 t;r;m trim : (24)

Motifs for which the test above is rejected can be said to be marker motifs for region(relative to

rd in cell type t.

We explore our method by testing between the corpus callosum and the cortex in oligodendrocytes.
The corpus callosum contains a high density of oligodendrocytes, as it is a major white matter tract
responsible for facilitating communication between the two hemispheres of the brain. This region is
heavily myelinated, making it a critical site for studying oligodendrocyte-speci ¢ regulatory activity
and potential di erences in chromatin accessibility compared to the cortex, which contains a more

heterogeneous mix of cell types, including fewer oligodendrocytes.

As seen in gure Figure 2.4E, testing across 750 motifs identi es 40 signi cantly enriched motifs
in the corpus callosum. The most apparent belong to the SOX family, which are well-known tran-
scription factors involved in oligodendrocyte development, di erentiation, and myelination. Their
enrichment in the corpus callosum suggests a regulatory role in maintaining oligodendrocyte iden-
tity and function, likely re ecting the region's high myelin content and the continuous requirement

for oligodendrocyte activity in white matter maintenance (Stolt et al. (2002)).
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To validate these ndings, we performed a gene activity analysis to see if similar signals are found
across regions. Using the same spotGLM model as described above we test for across 18000 genes
and nd 145 to be signi cantly accessible in the corpus callosum relative to the cortex as seen in
gure Figure 2.4D. In particular many of the SOX motifs found using the chromVAR scores, such as
SOX 8 and SOX 10, are also found when using the gene aggregated ATAC data. This observation
supports the hypothesis that SOX transcription factors play a more prominent regulatory role in

the corpus callosum, potentially contributing to the specialized functions of oligodendrocytes in

this region(Kiefer (2007)). As seen in Figure 2.4F-G, spatial heatmaps of SOX10 gene accessibility

con rms the enrichment of the SOX10 motif.

Together, these results demonstrate how spatial ATAC-seq, combined with SpotGLM, can dissect
cell type-speci c regulatory programs across tissue architecture. By integrating chromatin accessibil-
ity with spatial context, this approach enables high-resolution mapping of transcriptional regulation
and can be applied to a wide range of developmental and disease settings. Speci ¢ details for the
analysis can be found in Appendix A.5. Detailed captions for Figure 2.3 can be found in Appendix

A4,
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Figure 2.4: Spatial ATAC Di erential Motif Accessibility Results
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CHAPTER 3

NICHE-DE

Results in this chapter have appeared in: Mason, K., Sathe, A., Hess, P.R. et al. Niche-DE: niche-
di erential gene expression analysis in spatial transcriptomics data identi es context-dependent

cell-cell interactions. Genome Biol 25, 14 (2024)

A description of author contributions is as follows: Conceptualization and model formulation:
Kaishu Mason and Nancy Zhang. Algorithm development and implementation: Kaishu Mason.
Simulation design and data analysis: Kaishu Mason. Liver metastasis data generation for patients
4 and 5: Anuja Sathe, Hanlee P. Ji. Liver metastasis data analysis: Kaishu Mason, Chi-Yun
Wu, Jiazhen Rong, Anuja Sathe, Nancy Zhang. Fibrotic kidney data generation: Katalin Susz-
tak, Jonathan Levinsohn. Fibrotic kidney data analysis: Kaishu Mason,Katalin Susztak, Jonathan
Levinsohn, Nancy Zhang. Histopathological analysis for all samples used: Paul Hess and Emma
Furth Manuscript writing: Kaishu Mason, Anuja Sathe, Nancy Zhang, with feedback from Paul

Hess. Supervision: Hanlee P. Ji and Nancy Zhang.

3.1. INTRODUCTION

Cells within a tissue must constantly work together to adapt to changing environments. In order

to coordinate these changes, communication mechanisms such as paracrine signaling are used. In
paracrine signaling, a cell releases chemical substances such as hormones, neurotransmitters, and
growth factors that bind to a speci ¢ protein receptor on neighboring cells, eliciting a change in
function of those cells. As such, specic gene expression programs in a cell may be driven by
the activities of other cells in its niche. To investigate these e ects, several methods have been
proposed for image segmentation (Dries et al. (2021)), technical artifact removal (Ni et al. (2022)),
spot deconvolution for spot-based data(Yan and Sun (2023),Miller et al. (2022)), spatially variable
gene detection(Zhu et al. (2021)), neighborhood detection, cell-cell interaction analysis, and other

analyses .
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In particular, the detection of spatially variable genes, de ned as genes displaying clear spatial
patterns in expression, has become a standard analysis step. Spatially variable genes can be used to
aid in tasks routinely performed by histopathology, such as the visualization of tissue architecture,
and further to identify cell types that have distinct spatial localization. Once the distribution of cell
types have been determined at a macro level, it is often of interest to interrogate local, cell-type-
speci ¢ interactions (Browaeys et al. (2020)). By design, spatially variable gene analysis is geared
towards the identi cation of global patterns in gene expression, not local interactions between cell
types. For example, in cancer tissue, spatially variable genes allow us to demarcate cancer vs normal
tissue regions; however, it is yet unclear how to identify and assess the signi cance of local patterns

such as niche signaling between tumor and immune cells.

Local interactions between cells, such as those based on signaling pathways or chemical and biome-
chanical remodeling of the extracellular matrix, are highly cell type specic. Thus, we explore
cell-type-speci ¢ models for the dependence of a cell's gene expression program on its local mi-
croenvironment niche. In our analyses, we de ne a cell's niche as the cell-type composition of its
local neighborhood, where the range of the local neighborhood is determined by a kernel func-
tion. We expect that a cell's niche a ects its gene expression pro le, and to this end, propose a
new statistical procedure called niche-di erential expression (niche-DE) analysis. Niche-DE identi-
es cell-type-speci ¢ niche-associated genes, de ned as genes whose expression within speci ¢ cell
type(s) is signi cantly up- or downregulated in the context of speci ¢ spatial niches, as compared to
their cell-type-speci c mean expression. Although niche-DE is conceptually de ned at the single-cell
level, we derive an equivalent model for the recovery of niche-DE genes from lower-resolution spatial
transcriptomic data where each observation is a spot (or region of interest) containing a mixture of
cell types. To ensure rigorous and reproducible analyses, we propose an interpretable framework for
FDR control that reports signi cant signals at three levels (gene, cell type, and interaction level).

Through simulations, we show that the method is robust to overdispersion and spot swapping.

We would like to highlight the di erences between niche-di erential expression analysis and common

spatial analyses such as spatially variable gene analysis and cell-cell interaction analysis. Spatially
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variable gene analysis nds genes that show expression patterns that correlate with some spatial
pattern(Zhu et al. (2021)), while cell-cell interaction analysis looks for cell types that colocalize with
each other more than expected by random chance. While the former does not explicitly consider the
colocalization of cell types present in the tissue, the latter is a function of the cell types and their
locations with no regard to gene expression. In contrast, niche-di erential expression analysis nds
genes in an index cell typeg; (e.g., macrophages) that show expression patterns that correlate with
its colocalization with another niche cell typet, (e.g., tumor cells). Genes for which this is true
are known asp;;t,q niche genes withgti;tn,q niche genes indicating that the niche cell type has
an upregulating e ect and ftj;tnq indicating that the niche cell type has a downregulating e ect.
Identi cation of niche genes gives insight to how colocalization of two cell types a ects their gene
expression state. The method that is most related to niche-DE in terms of analysis goal is C-Side

(Cable et al. (2022a)), but that also has substantial di erences, which we will discuss later.

One attractive feature of niche-di erential expression analysis versus spatially variable gene analysis
is that the former is easier to interpret across multiple tissue slides. A statement such as gene is
spatially variable, enriched in the left part of the slide is dicult to generalize across samples
due to di erences in frames of reference. In contrast, a statement such as macrophages upregulate
expression of a given gene when situated near tumor cells can be applied and tested across multiple
tissue slices. As such, niche-DE analyses can naturally integrate data from multiple tissue slides
and across patients, with strategies to correct for tissue- and slide-batch e ects. Details for the data

integration procedure can be found in Appendix B.3.

When niche-di erentially expressed genes are identi ed, a natural follow-up inquiry is whether a

known cell-cell signaling mechanism is responsible for their up- or downregulation. Towards this
goal, we developed niche-LR, a procedure that integrates niche-DE statistics with Niche-net ligand-
target matrices(Browaeys et al. (2020)) to identify ligand-receptor signaling channels between cell
types. We also derive rigorous test statistics for this step and show that niche-LR can recover
cell-cell signaling interactions for spot-based spatial transcriptomic data where each spot may be a

mixture of cells.
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We illustrate and benchmark niche-DE on simulated CosMx SMI (He et al. (2021)), Slide-seq
(Rodriques et al. (2019)), and Xenium (Janesick et al. (2023)). In an extensive analysis of @0
Visium data consisting of liver metastases of colorectal cancer from 5 patients, Niche-DE identi-
es known and novel marker genes for tumor-associated broblasts and macrophages and elucidates
ligand-receptor crosstalk patterns between tumor cells, macrophages and broblasts. These ndings
are corroborated by parallel analyses of single-cell RNA sequencing (sScRNA-seq) and CODEX data
for the same tissue type, and in one case, from the same patient. As an example of niche-DE appli-
cation in a non-cancer setting, we also analyzed an example data set from chronic kidney disease,
where niche-DE uncovered well-known disease-associated gene markers for broblast transformation

and proximal tubule cell injury.

3.2. NICHE-DE SINGLE CELL MODEL

We start by describing the niche-DE model, rst for data of single-cell resolution and then for data
of lower resolution. In particular, we will show that the resulting spot level model has the form of

a spotGLM. We then summarize the framework for FDR control and bandwidth selection.

For spatial transcriptomic data at single-cell resolution, we assume that the cells have already
been labeled by type, e.g., through the use of marker genes or a reference-based label transfer
method(Stuart et al. (2019),Abdelaal et al. (2019)). For each celli, de ne the relative amount of

cell type t P1;:::T in its neighborhood as

Nie K pdg;jadp tq

(Figure 3.1A) wheredp;j gis the euclidean distance in space between celleandj. K is a gaussian

kernel function with bandwidth , that is that

X2
K mxq expp —q
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.I denotes an indicator function. The vector
Ni;  p Niz ;:NiT; g

isaT dimensional row vector called the e ective niche of index celi and will be used as a continuous-

valued covariate vector to capture a cell's local niche context.

For example, a cell that is surrounded by tumor cells will have an e ective niche that is 0 in all
indices except for the one that corresponds to tumor cells. Meanwhile, a cell with a neighborhood
dense in di erent immune cell types will have an e ective niche with many non-zero entries. The
exact density of each cell type within the neighborhood will determine the magnitude of the entry
in the e ective niche. We consider rst the case where the bandwidth is given, and later discuss

the pooling of evidence across multiple bandwidths.

For modeling sequencing-based single-cell data, the negative binomial model has been well studied
and shown to be a useful model(Huang et al. (2018)). Thus, in the single-cell niche-di erential gene
expression model, let the expression of gergin cell i be Y;,g. We use the following model for a cell

i of type t; known as the index cell type:

Yig NBPEYigINi S ¢ (3.1)

logpErYig|Ni; sq logpLigq N;; ?ti logaiq N, g;]ti;tn (3.2)

tn

where 4 is a gene speci c overdispersion parameter,f’t .is a gene speci cT dimensional column
vector. A signi cant test against the null hypothesis Hg : ?t t, 0 means that, when the index
cell is of type t;, the enrichment of niche cell typet, in the e ective niche is associated with a
signi cant change in the expression of genay within the index cell. In this case, we call geneg
an @i;t,g niche gene if the association is positive and amti;t,q niche gene if the association
is negative. Note that the relationship between niche and index cell type is asymmetric. Detailed

captions for Figure 3.1 can be found in Appendix B.1.
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Figure 3.1: A schematic of the niche-DE framework.

3.3. NICHE-DE SPOT MODEL

At the spot level we de ne our e ective for a spot similarly. For a spot s, we de ne the e ective

niche amount of cell typet as

Ns:t: T K mp;;sjqﬂnsl;t

sl
where ng is the amount of cell typet in spot s% This is analogous to the e ective niche in the
single cell case since wheslis a single cell,ngy I st tg For modeling the gene expression of

a spotZs,g we set

(3.4)

The conditional expectation of Zs,g can be written as the sum of the gene expressions for the cells
that lie in each spot.

ErZsg|Ns; s ’ LiexppNj; ;9 (3.5)
iPs
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