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Introduction and Background
Artificial intelligence (AI) and large language models (LLMs) 
have become increasingly viable as a method of learning 
and studying material across all topics. One way to 
integrate AI is through retrieval augmented generation 
(RAG), which allows developers to input data that the LLM 
should use as a reference when answering an end user’s 
prompt. This study aimed to develop a RAG-enabled AI 
chatbot using surgeon-approved documents on airway 
trauma surgeries.

Methods

Python
• Programming language used to write code base
LangChain
• Open-source framework to aid in development of 

applications with AI integration
OpenAI API
• LLM used to create embeddings and answer prompts
Pinecone
• Vector database for storing embeddings and doing 

similarity searches
Streamlit
• Python web app hosting for deployment

Figure 1: 
Architecture of 

a basic RAG 
system. 

Retrieved from 
ridgerun.ai.1

Results
After uploading three PDFs on Cricothyroidotomy2, 
Tracheostomy3, and Airway Management in Trauma4, the 
RAG-enabled chatbot was able to return viable information 
regarding these operations. Using built-in prompt editing, 
reference information was also provided with each answer 
to a user prompt on relevant information.

Figure 2: RAG-enabled chatbot response to the prompt 
“What is a tracheostomy?”
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Figure 3: User interface of the Streamlit application 
that hosts the AI Textbook Helper.

This project was the first iteration of a minimum viable 
product in a larger framework. In the future, the lab hopes 
to build from findings to develop a desktop application 
with AI RAG integration that searches a vast database of 
approved resources including but not limited to videos, 
anatomy models, textbooks. The first step in this process is 
creating a similar project within the Unity development 
environment using Pinecone’s .NET software development 
kit. Another consideration for future iterations is accuracy 
and pricing of different AI models.
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