STUDYING PHASE SEPARATION IN POLYMER SYSTEMS THROUGH COARSE-GRAINED
MOLECULAR DYNAMICS SIMULATIONS IN MATILDA.FT
Zuzanna M. Jedlinska
A DISSERTATION
in
Physics and Astronomy
Presented to the Faculties of the University of Pennsylvania
in
Partial Fulfillment of the Requirements for the
Degree of Doctor of Philosophy
2025

Supervisor of Dissertation

Robert A. Riggleman, Professor of Chemical and Biomolecular Engineering

Graduate Group Chairperson

Ravi K. Sheth, Professor of Physics and Astronomy

Dissertation Committee

Ravi K. Sheth, Professor of Physics and Astronomy

John C. Crocker, Professor of Chemical and Biomolecular Engineering
Douglas J. Jerolmack, Professor of Earth and Environmental Science
Karen I. Winey, Professor of Chemical and Biomolecular Engineering
Arnold Mathijssen, Assistant Professor of Physics and Astronomy



STUDYING PHASE SEPARATION IN POLYMER SYSTEMS THROUGH
COARSE-GRAINED MOLECULAR DYNAMICS SIMULATIONS IN MATILDA.FT
COPYRIGHT

2025

Zuzanna M. Jedlinska



ABSTRACT

STUDYING PHASE SEPARATION IN POLYMER SYSTEMS THROUGH COARSE-GRAINED
MOLECULAR DYNAMICS SIMULATIONS IN MATILDA.FT

Zuzanna M. Jedlinska

Robert A. Riggleman

Phase separation is a phenomenon consider to some degree in most of the research projects from the
field of polymer physics. A special kind of phase separation, called liquid-liquid phase separation
(LLPS) is of major importance to the functioning of biological systems. Frequently, phase separation
results in a polymer lean solvent phase and the polymer rich, dense phase. However, the results of
LLPS are two phases that both maintain their liquid-like properties. This liquid-like behavior of
the components makes the process of LLPS fast and responsive to the changes in the environment,
thus making it suitable to control the metabolism of the cells and allow them to respond to external
stimuli. Intracellular condensates, created though LLPS, consist mostly of proteins, which are
biomolecular polymers. Specifically, these condensates are enriched in special types of proteins,
which either contain multiple intrinsically disordered regions (IDRs) or polypeptides which lack a

higher order structure entirely - intrinsically disordered proteins (IDRs).

We begin this thesis by providing an introduction to the topic of LLPS and IDPs. We discuss
the role that the resulting condensates perform in the cells. Next, we focus on the structure and
properties of their constituent IDPs. We outline how experimental, theoretical and computational
methods are utilized to better understand LLPS and IDPs, listing the advantages and limitations
of these methods. Lastly, we briefly introduce our groups own simulation software, MATILDA.FT,
comparing it to other existing simulation packages, and showing its suitability to be used in the
research concerned with LLPS. In Chapter 2 we provide an in-depth description of MATILDA.FT,
its mathematical basis and algorithm implementation. In the following chapters we present various
cases where MATILDA.FT has been applied to simulate coarse-grained models of bio-inspired con-

densates. In Chapter 3 we begin with the project concerned with the influence of monomer charge
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and polarizability, on the extent of phase separation and microstructure development. In addition,
we in this project we also study the distribution of ions and their affinity towards polarizable and
non-polarizable monomers. Subsequently, in Chapter 4, we describe a project in which we utilize
dynamic bonding to induce phase separation. Dynamic bonds are relevant to both polymer ma-
terials (self-healing materials, responsive materials, sensors) and biological systems (abundance of
hydrogen bonding, salt bridges, , along with many other weak interactions). We show that
we are able to control the extent of phase separation by changing the number and distribution of
binding sites on the polymer chains. We also vary the affinity energy of bond creation, and analyze
the changes in the static and dynamic properties of dynamic networks. In Chapter 5, we expand
on the idea of binding-induced phase separation. We construct the systems consisting of polymer
blends where chains can carry one of the two orthogonal binding sites. We show that by tuning
the number of binding sites on the chains and their affinity energy, we are able to induce phase
separation, resulting in two phases, each enriched in the monomers belonging to one of the binding
types. We also study blends where cross-binding chains are present, which can carry binding sites

of both types.
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CHAPTER 1

Introduction

1.1. Background and Motivation
1.1.1. Self-assembling polymeric systems in biology and material science

Phase separation is a process of major importance in any study involving polymeric systems. During
macroscopic phase separation polymer rich and polymer lean phases emerge from initially homoge-
neous solution or two types of immiscible monomers separate into two clearly de ned phases. As
the name suggests, this is a process occurring on a macroscopic scale. Macrophase separation can be
used to construct responsive materials [7] and adaptable bi-layer hydrogels [8]. As outlined later in
this thesis, its special variation called liquid-liquid phase separation, in which both the polymer rich
and polymer lean phase maintain they liquid-like properties, will be highly relevant to the behavior

of biological systems on a cellular level. On a ner scale, microscopic phase separation can occur,
during which additional higher order structure can develop. If the microstructure develops from the
presence of two immiscible types of monomers, the exact equilibrium pattern formed will depend on
the fraction of each type of the monomer on the chain and their sequence [1]. Carefully engineered
microstructure can be used to design functional materials [9]. Microstructure is relevant in design of
polymer electrolytes [10, 11], construction of shape memory materials [12], nanolitography [13, 14]
and development of polymer semiconductors. Figure 1.1 illustrates the di erent microstructures

available to the AB block copolymer.

Besides the repulsion between di erent types of monomers, phase separation can be achieved through
large variety of dierent interactions, such as hydrophobic and polar interactions, electrostatic
attraction or transient binding, see Figure 1.2. This provides many degrees of tunability that
can be manipulated through changing the strength of the selected interactions as well as the exact
patterning of the monomers on the chain. Dynamic binding in particular can be made very selective,
thus allowing for the design of smart materials. The properties of these materials can be nally

tuned and can be made responsive to changing external stimuli, thus rendering these materials



Figure 1.1: Reproduced from Botiz, loan, and Seth B. Darling. 2010. Optoelectronics Using Block
Copolymers. Materials Today 13 (5): 42 51, published under the Creative Commons CC-BY-NC-
ND license [1]. Example microstructures created by diblock polymer chain depending on the ratio
between the length of the two blocks.

adaptable. Thus, it comes as no surprise that self-assembly in polymers have been applied in
the wide range of industrial scenarios such as drug micro-encapsulation and drug delivery where
speci city is highly important, or in improving materials physical strength or electrical and thermal
conductivity [15, 16, 17, 18]. Dynamic binding not only provides another means of inducing phase

separation but has also been utilized in the creation of self-healing materials [19, 20].

Phase separation also plays an essential role in biological systems. vivo, phase separation often
takes the form of liquid-liquid phase separation (LLPS) where the resulting phases maintain their
liquid-like properties such as uidity and internal disorder. Due to their liquid properties, con-
densates created through LLPS can be easily dispersed and reassembled, thus providing the living
cells with a fast and adaptable response to the external stimuli. These intracellular condensates
are dubbed membraneless organelles (MO) since like conventional organelle they are responsible for
carrying on essential cellular functions [21, 22, 23]. Unlike the conventional organelles, however,
these condensates are not bound by a lipid layer. Thus they can be formed and destroyed rapidly
to accommodate the metabolic needs of the cell. An example of a MO is the nucleolus, which

is a spherical structure in the cellular nucleus and is responsible for the production of ribosomal



Figure 1.2: Schematic of selected transient interactions contributing to dynamic binding. a) hydro-
gen bonding; b) electrostatic attraction between monomers with opposite charges; c) hydrophobic
interactions; d) interactions between aromatic rings

subunits and their assembly. Another example of MO are P-bodies which are cytoplasmic granules
responsible for post-translational regulation of mRNA [24]. It was the study of the structure and

properties P-granules that led to the realization that LLPS is a prevalent and essential process en-
abling intracellular organization [25]. Examples of MO are shown in Figure 1.3 and their extensive

list can be found in the review article by Hirose, et al. [26].

In biological systems, LLPS is usually primarily mediated through proteins which are biological
polymers made of 20 naturally occurring amino acids. These amino acids vary in size, charge,
and amino acids can be hydrophobic or hydrophilic. This variety of building blocks coupled with
multitude of possible protein sequences enables proteins to display many modes of associations.
These associative interactions can be highly speci c or limited only to the selected complementary
partner, or serve to incorporate other molecules, such as nucleic acids [27], into the condensates.
Figure 1.4 demonstrates di erent interactions in the involvement of the creation of intracellular

condensates.

Proteins have di erent levels of organization. The primary structure refers to the amino acid se-



Figure 1.3: Borrowed from Hirose, T., Ninomiya, K., Nakagawa, S. et al. A guide to membraneless
organelles and their various roles in gene regulation. Nat Rev Mol Cell Biol 24, 288 304 (2023) A
schematic showing the examples of membraneless organelles found within an eukaryotic cell along
with their functions.

guence. Secondary structure takes the form of either-helices of -sheets. Tertiary structure occurs
when these secondary motifs create 3-dimensional assemblies. While tertiary structure is commonly
observed in enzymes and cytoplasmic proteins, the intracellular condensates are speci cally enriched
with proteins containing intrinsically disordered regions (IDRs). As the hame suggests, these regions
lack the secondary and higher order structure. IDRs facilitate the formation of the intramolecu-
lar condensates due to their propensity to establish multiple associative interactions with other
biomolecules. IDRs can also serve as sensors and assume an ordered structure only upon binding
a speci ¢ ligand or the binding partner [2]. Figure 1.5 illustrates how conformational changes can
be induced in IDRs as a result of changing chemical or physical environment [28, 29]. Since the
conformation of the IDR determines its possible interactions, conformational changes allow IDRs to
regulate the formation of the condensates in response to the state of the environment. An extreme
case of proteins with IDRs are intrinsically disordered proteins (IDPs) which are short polypeptides

that lack any higher order structure.

Given the prevalence and importance of IDRs, many studies have focused on discovering which

sequence features impart the unique properties of IDRs and allows them to carry on their intracel-



Figure 1.4: Borrowed from Hirose, T., Ninomiya, K., Nakagawa, S. et al. A guide to membraneless
organelles and their various roles in gene regulation. Nat Rev Mol Cell Biol 24, 288 304 (2023).
Schematic demonstrating multiple associative interactions responsible for the creation of membrane-

less organelles.



Figure 1.5: Reproduced from Moses, David et al. Intrinsically disordered regions are poised to
act as sensors of cellular chemistry. Trends in Biochemical Sciences, Volume 48, Issue 12, 1019 -
1034, published under the Creative Commons CC-BY-NC-ND license [2] Schematic representation
of changes in the structure of IDPs due to the changing physicochemical environment.

lular functions[30, 31, 32, 33]. It has been shown that IDRs are de cient in hydrophobic amino acid
residues. In proteins with a tertiary structure, hydrophobic residues often lead to the core collapse
and get surrounded by hydrophilic residues which maintain contact with the aqueous intracellular
environment. Without large energetic penalty for being exposed to water, IDRs can maintain their
extended structure. Research has also demonstrated that linear charge sequence and its blockiness
are an important factor determining the properties of IDRs [34, 35, 36]. Since IDRs exist as a
probability distribution of di erent conformations, a large body of computational and theoretical
research has also been focused on discovering the full ensemble of these conformations and their
respective properties [37, 38, 39]. Understanding the unique sequence features of IDRs allows for
the prediction of disordered regions in existing proteins. It also allows design of arti cial proteins
with disordered regions that can be used to create biological condensates and eventually arti cial

cells [40, 41, 42, 43, 44].
1.2. Current Research Methods

Multiple lines of research have been utilized in order to further the understanding of the structure

and properties of membraneless organelles and their constituent IDPs. Experimental methods were



the rst ones that enabled the observation of membraneless organelles. Various imaging methods
enabled the scientists to discover the speci c locations within the cells that selected membraneless
organelles occupy [45, 46, 47, 48, 49]In-vivo imaging can be used to understand the dynamic
behavior of intracellular condensates and their response to changing stimuli or biochemical environ-
ment [50]. The article by Amen and Kaganovich [51] presented a protocol of using photoconversion
to study the protein dynamics in stress granules. Molecular tagging and puri cation methods were
used to determine the composition of membraneless organelles. Puri ed components can then be
used in additional assays to determine the conditions required for condensation [52]. Simpli ed
polymer systems were also utilized to mimic the biological processes and determine the general
rules governing the formation of intramolecular condensates. For example, the work presented in
[53] used quantities such as interfacial tensions and density di erences to devise a simple theoretical

model for the formation of multi-phase intracellular condensates.

In order to study the constituents of intracellular condensates, higher resolution methods are re-
quired. Experimental techniques relying on obtaining the crystal structure are of limited utility
when it comes to studying proteins with IDRs and IDPs as these lack a stable structure. Thus, the-
oretical and computational methods are commonly used to determine the conformations assumed
by IDRs and IDPs, study their properties, and their LLPS propensity [54, 55]. For example, the
work outlined in [56] was able to provide a model for the in uence of salt on LLPS. To minimize
the complexity (an thus required computational resources required) theoretical and computational
techniques often utilize coarse-grained (CG) protein models. The level of coarse-graining can be
adjusted to suit the particular study [57]. A comparison of di erent levels of coarse-graining and
their accuracy in simulating IDPs and LLPS has been provided in [58]. Removal of unnecessary
details also allows for the discovery of general trends rather than molecule speci ¢ behavior. Meth-
ods originating from polymer physics can also be applied to IDPs to predict sequence-dependent
properties [59, 60, 61, 62]. Single-molecule properties can later be extrapolated to predict the phase
behavior of these IDPs in the solution. For example the work presented in [63] related single-chain
parameters to these of an entire condensate. Speci cally, this study demonstrated how the single-

chain radius of gyration and its temperature-dependent solvent interactions can be extrapolated to



Figure 1.6: Reproduced from Sebastian Kmiecik, Dominik Gront, Michal Kolinski, Lukasz Wieteska,
Aleksandra Elzbieta Dawid, and Andrzej Kolinski. Coarse-Grained Protein Models and Their Ap-
plications, Chemical Reviews 2016 116 (14), 7898-7936, published under an ACS AuthorChoice
License [3]. Schematic representations of di erent scales of matter along with atoms/molecules cor-
responding to the given scale.

predict the bulk properties of the condensates.

Theoretical methods are complemented by simulations that can be used to study the dynamic
behavior of IDPs and protein IDRs. Molecular simulation can be performed on coarse-grained
coarse molecules to reduce the overall complexity of the model and, as a result, the computational
time [3]. The work in [64] used a coarse-grained models constructed from all-atom trajectories, to
demonstrate the changes on behavior of IDPs as a function of distance from the surface. Like the
theoretical methods, CG models can be used to e ciently sample large parameter space of protein
sequences and extract general trends [65, 66, 67]. CG models have been successfully utilized in
modeling the associative behavior and LLPS in simpli ed models of IDPs. For example, the work
published in [68] demonstrated how connectivity in intramolecular condensates determines their
stability. It showed how the critical parameters of bulk condensate can be predicted using the

critical parameters of the constituent IDPs.

If higher resolution is required, all-atom molecular simulations are performed, which are capable of



Figure 1.7: Adapted from Sebastian Kmiecik, Dominik Gront, Michal Kolinski, Lukasz Wieteska,
Aleksandra Elzbieta Dawid, and Andrzej Kolinski. Coarse-Grained Protein Models and Their Ap-
plications, Chemical Reviews 2016 116 (14), 7898-7936, published under an ACS AuthorChoice
License [3]. (Left): Example coarse-graining scheme of an atomistic structure. Coarse-grained
atoms are represented as large spheres enclosing their parent atoms; (Right): Comparison of the
free energy surface of a molecule in its all-atom (top) and coarse-grained (bottom) representations.



incorporating residue-speci ¢ interactions [69, 70, 71]. Importantly, all-atom simulations can also
corporate the e ect of explicit solvent and intracellular ions on the conformation of the protein
chains [72, 73]. Besides acting as a bulk solvent, some of the intracellular water molecules associate
tightly with biomolecules, in uencing their structure and mediating associative interactions and
molecular recognition [74, 75]. The presence of associated water molecules has also been shown
to play an important role in conformational changes in IDPs [76, 77]. Finally, machine learning
(ML) has became a popular tool to study proteins, including IDPs. Given the large body of
data, ML models can be trained to predict the conformations and properties of IDPs given their

sequence [78, 79, 37, 80].

Each of the above-mentioned approaches has its advantages as well as disadvantages. Experimental
methods allow the study of large systems over long time-scales, which is often prohibitively expensive
to execute in molecular simulations. Computational and theoretical methods o er the exibility
with respect to the ensemble studied and the level of coarse-graining. However, like all models their
accuracy is highly dependent on the validity of the assumptions in the model or force- eld [81, 82, 83,
84, 85]. Experimental methods operate on real systems so require no assumptions. However, they are
limited in resolution and available experimental conditions. Experiments also rely on accessibility of
the the molecules of interest, possibility of their isolation, and availability of the apparatus necessary
to carry on the desired experiment. Switching target interactions on and o or removing certain
details, which is easily achievable in theoretical and computational methods, becomes a daunting
or even impossible task in experimental research. Therefore, all three approaches complement each
other to ultimately allow better understanding of the complex topic of intracellular LLPS and the

nature of IDRs and IDPs.
1.3. Computational Software And Molecular simulations with MATILDA.FT

Just like experiments require proper tools, computational research requires dedicated software.
Currently, multiple open-source simulation packages are available to study intracellular LLPS and
disordered proteins. For example, LAMMPS [86], which stands for Large-scale Atomic/Molecular

Massively Parallel Simulator, is a classical molecular dynamics code frequently utilize in condensed
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matter, soft matter and polymer science research. LAMMPS is a very exible software which
accommodates both coarse-grained and all-atom simulations, and allows the user to specify all the
inter-particles interactions. Being open-source, LAMMPS provides extensive community support
and is continuously improved by user contributions. A short list of example projects utilizing
LAMMPS package to study LLPS and IDPs is provided here [87, 88, 89, 90], and a full list of

publications is maintained on the LAMMPS website.

Another extremely popular software package is GROMACS [91, 92]. While GROMACS it capable
to simulate polymers and soft matter systems, it has been primarily optimized for simulations of
biomolecules. It includes the most popular MD force elds used for biomolecular simulations such
as CHARMM, AMBER or GROMOS. GROMACS makes use of the PDB (protein database) and
topology les to access the coordinates of speci ¢ atoms in the protein chain and their connectivity.
It comes with integrated utilities to facilitate the preparation of biomolecular simulation, such as
scripts to process pdb and topology les, and a solvation utility to place the biomolecules in a realistic
environment. Finally, GROMACS comes with dedicated analysis tool that allow the extraction of
data of interest from the simulation trajectories and log les. Examples of studies using GROMACS
to study disordered proteins and the comparison of simulation results to experimental values can

be found in [93, 94, 95] and [96].

Lastly, NAMD [97] and VMD [98] are respectively a molecular dynamics software and visualiza-
tion/analysis program developed by the Theoretical and Computational Biophysics Group in the
Beckman Institute for Advanced Science and Technology at the University of lllinois at Urbana-
Champaign. They were designed to easily integrate, where VMD aids in input preparation, molecule
building, and later post-processing of results generated by NAMD. VMD can be used both from
the command line as well as using the graphical user interface (GUI) making it intuitive and be-
ginner friendly. Input preparation and data analysis in VMD can be automated using Tcl scripting
language. From all the simulation packages listed, NAMD is the most specialized, and intended
to only be used on biomolecules. As a trade o for reduced exibilityy, NAMD o ers advanced

simulation features such as Interactive Molecular Dynamics, which allows the user to interact with
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the simulated biomolecules in real time. Examples of IDP-related research which used NAMD can

be found in [99, 100, 101] and [102].

The above list highlights just three of the many open-source simulation packages available to the
researchers. With the vast number of software already in existence one may ask themselves, why
would someone introduce yet another simulation code. The limiting factor in most of the MD code
is the size of the system that can be simulated. Most MD packages use neighbor lists to store the
information about the proximity of the particles and apply pair-wise forces. If the range of interac-
tions is in nite, the size of the neighbor list and the computational complexity of its evaluation will
scale asN 2, whereN is the number of particles. Acceleration strategies, such as setting the cut-o
radius for pairwise interaction, using cell-lists instead of Verlet lists, and retaining the same neigh-
bor list for a few simulation steps instead of recalculating, help reduce the scaling t®(N ) instead.
However, the methods used to reduce the computational cost of neighbor list evaluation can also be
responsible for introducing inaccuracies and biases to the simulation [103]. Even with optimization,
neighbor lists still remain one of the most expensive parts of MD simulations. MATILDA.FT [104],
the in-house MD software from the Riggleman group, avoids the use of neighbor lists by imple-
menting theoretically informed Langevin dynamics (TILD). TILD is a hybrid particle/ eld method
which uses explicit coordinates to evaluate bonded interaction, while non-bonded interactions are
evaluated using density elds instead. The elds in question are real density elds constructed
from particle volumes and charges, for excluded volume and electrostatic interactions, respectively.
Non-bonded interactions are discretized onto the grid and then evaluated in Fourier space, where
the convolution integral can be e ciently evaluated. MATILDA.FT is written in CUDA and C++

and designed to run on NVIDIA GPUs, which provides acceleration to the non-bonded interactions
as the Fourier transforms are executed using the fast cuFFT library. Implementing the non-bonded
interactions through density elds makes the evaluation of these interactions independent for each
of the particles, which lends itself to the massive parallelization which is made possible by the
executing the code on a GPU. GPUs can accelerate certain kinds of computations which can be
processed in a Single Instruction, Multiple Data (SIMD) manner. Since each particle undergoes

the same force evaluation and then integration of its equations of motion, and these operations are
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independent for each patrticle, these systems lend themselves to the GPU acceleration. Thus, what
sets MATILDA.FT apart from other software is its ability to e ciently handle mesoscopic systems
where the length scales of interest are on the 5-100 nm scale. This scale essential to study some
of the phenomenon occurring in polymeric systems, such as macro- and microphase separation.
Mesoscopic scale provides enough volume for equilibrium structure to develop and not be hindered
by the simulation box size. In addition, large system size reduces the noise in the data cause by the
presence of the interfaces. More details about the design of the code, its implementation and uses

are provided in the Chapter 2 of this thesis.
1.3.1. Motivation and Thesis Outline

The research outlined in this thesis is motivated by real-life problems. As presented in the above,
LLPS and IDPs are fast growing elds of research with implications to human health. The goal of my
research is developing coarse-grained models of IDPs and using them to explore the sequence e ects
on processes such as phase separation or ion distribution. | expend these models to include selective
associative interactions, bridging the industrial topic of dynamic network and biological transient
bonds, to shine new light on the behavior of IDPs. Concurrently, | develop and continuously
optimize the computational tools required to perform simulations with these models. Each chapter

of this thesis has its motivating problem and contributes a new insight into the topic. Chapter 2

is an in-depth description of MATILDA.FT, an open-source simulation software developed in our
research group. MATILDA.FT was used in all my projects presented in this thesis. In Chapter 3 |
present the results of a project investigating the phase-separation driven by charge and polarizability

di erences between the monomers on polymer chains. This project also explores the e ect of charge
and monomer polarizability on the salt ion distribution in the coacervate and in the polymer-lean
phase. Chapter 4 focuses on phase separation driven by associative interactions between selected
monomers, designated as active sites. It draws inspiration from the topic of dynamic networks

in polymer science, and transient bonds, such as hydrogen bonds or hydrophobic interactions,
which are prevalent in biological systems. It demonstrates how the number and distribution of
active sites can in uence the extent of phase separation and change the dynamic properties of the

resulting condensates. Chapter 5 expands on the idea of dynamic-bond driven phase separation.
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In this project, we study systems containing two orthogonal types of active sites. Using only these
orthogonal associative interactions as a driving force, we are able to the development of two phases,
each enriched in one of the binding types. We evaluate how the stability of this phase-separated
state responds to the changes in the number and distribution of active sites, and the binding a nity.
Chapters 4 and 5 also elaborate on the technical details and challenges of implementing parallel
dynamic binding on GPUs. Finally, Chapter 6 provides a summary of the research presented in this

thesis and provides future direction for upcoming projects.
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CHAPTER 2

MATILDA.FT - An Open-Source Package for Coarse-Grained Molecular Dynamics

Simulations

Reproduced from Jedlinska, Z.M., Tabedzki, C., Gillespie, C., Hess, N., Yang, A. and Riggleman,
R.A. published as "MATILDA.FT: A mesoscale simulation package for inhomogeneous soft matter"

in the The Journal of Chemical Physics (2023), with the permission of AIP Publishing.

Zuzanna M. Jedlinska had a supporting role in software development, contributed to the data

validation, and led the preparation of the original manuscript draft and visualization.

In this chapter we provide an in-depth introduction to MATILDA.FT, which is our in-house sim-
ulation software. MATILDA.FT stands out among other molecular dynamics codes by using the
Theoretically Informed Langevin Dynamics (TILD) simulation scheme. In this chapter we describe
how this approach lends itself to massive parallelization and how MATILDA.FT uses GPU to exploit
this opportunity. This chapter provides the necessary theoretical and mathematical background to
understand the TILD method. We present the structure of the code from the programming language
side and supply practical examples to showcase the abilities of the code. The source code, along
with the documentation, additional tools and examples can be found on the GitHub MATILDA.FT

repository.
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2.1. Introduction

Polymers are a ubiquitous type of material, important both in biological and industrial settings.
Polymers are an umbrella term, gathering macromolecules composed of smaller, repeating monomers.
In the industrial settings, polymers are used extensively in the tire industry, in exible composite
material production, and utilized as durable adhesives. In addition, they have been exploited in
more precise applications, such as drug delivery [105] and the design of arti cial catalysis centers
[106]. This is possible due to the propensity of polymers to self-assemble into higher-order structures,
and their ability to undergo phase separation in solution. Controlled phase separation has been ex-
ploited to create nano-capsules with well-de ned pore sizes, by rst inducing phase separation in
the capsule shell and then ushing-out one of the components [107]. Similar approaches using non-
solvents to induce phase separation in a polymer solution are common methods to produce polymer
membranes[108, 109]. Design of these materials requires precise knowledge of the thermodynamics
and microstructure of polymer materials under a variety of conditions, where molecular modeling
can play an important role. Similarly, the structure and phase behavior of polymers in a biological
context has recently been shown to be important for many cellular functions through the formation

of membraneless organelles [110, 111]where coarse-grained models can potentially provide insight.

Various open-source Molecular Dynamics (MD) codes have been released, which are capable of
simulating polymeric species on an atomistic or coarse-grained level. Some notable examples include
LAMMPS [86], NAMD [112], and GROMACS [91]. LAMMPS can perform all-atom simulations

on polymer chains, using available force elds. It is also equipped with biologically-oriented force
elds, which enable coarse grained simulations of biomolecules. In addition, the user can de ne their
own coarse-grained polymer model, and expand it to include the required potentials. On the other
hand, both GROMACS and NAMD have been speci cally designed to model biological molecules,
such as proteins and nucleic acids on a fully atomistic level. Polymer simulations are challenging
in general due to the wide range of length- and time-scales required for accurate simulation. As
a result, highly coarse-grained models with relatively high particle densities are frequently used to

describe phenomena on larger length scales.
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In many soft matter elds, particularly those involving the design of materials using polymers,
polymer eld theory and related techniques have played a crucial role in the design of new mate-
rials and in the interpretation of experimental results[113, 114, 115, 116, 117, 118]. Polymer eld
theories are developed by beginning with a description of the system in terms of coarse-grained
potentials, such as chains obeying Gaussian statistics, Flory contact repulsions governed by a
parameter, partial charges on the various species, etc. One writes down the partition function
for this particle model, then using one of a variety of transformation techniques[113, 119, 115],
decouples the particle interactions and transforms the model to one where one molecule of each
type interacts with chemical potential elds generated by the various interaction potentials. The
eld-theoretic approach is attractive because it enables a variety of analytic analyses, such as the
mean- eld approximation which gives rise to self-consistent eld theory (SCFT) or a variety of loop
expansions. The particle-to- eld transformation is formally exact, and there are examples in the
literature showing quantitative agreement between the particle and eld version of the model[120].
However, open-source codes that e ciently perform FTS are scarce. The PSCF code[121] and its
recent graphics processing unit (GPU) extension [122] are a notable exception, but this software is
primarily focused on unit-cell calculations for ordered phases under the mean- eld approximation.
While this is a broad and important class of problems for which FTS is used, phenomena driven by
uctuation e ects, such as complex coacervation, and large-cell simulations are beyond the scope of

the current version of PSCF.

In more recent years, several methods have developed to sample the original particle model e ciently[123,
124, 125, 126, 127] that generally fall under the umbrella of theoretically-informed coarse-grained
(TICG) models. In these methods, the underlying particle coordinates are retained, and the par-
ticles are mapped to density elds to e ciently calculate the non-bonded forces and energies. At

this highly coarse-grained level, the typical coarse-grained bead densityy can be relatively high

( o 2 [3;50] dimensionless units), and calculating the local pair-wise interactions can be costly us-

ing traditional neighbor lists. By mapping to a density eld, signi cant speedup can be achieved
because converged results can be obtained with a grid density that is less than the bead density.

The need for multiple density elds makes the TICG class of methods di cult to implement on
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top of many particle-based simulation codes, where the only density eld is typically the charge

density used in computing electrostatic forces with particle-to-mesh Ewald techniques[128] . While
there is an open-source code for performing the closely-related single-chain in mean- eld (SCMF)
method[129] that has been optimized for parallel architectures such as GPUs, to the best of our

knowledge it is primarily designed to study uncharged polymeric species.

In this work, we present a rst version of our code for Mesoscale, Accelerated, Theoretically-
Informed, Langevin, Dissipative particle dynamics, and Field Theory, MATILDA.FT. MATILDA.FT

is written from the ground-up intended to be run on GPUs, and the bulk of the code is written
using the CUDA programming language. MATILDA.FT is capable of modeling both the systems
consisting of a few molecules, as well as those containing millions of particles. Its strength lies
speci cally in being able to e ciently simulate polymeric and other soft materials (e.g., liquid crys-
talline systems) on the mesoscale. On this scale, the coarse-grained interactions are typically soft
( nite at overlap) and the particle density high; in this limit, it becomes more e cient to evaluate

the non-bonded interactions using density elds. These large-scale molecular assemblies of interest
can correspond to block polymers of arbitrary architecture, biomolecular coacervates in explicit sol-
vent, arti cially synthesized ionomers, side-chain liquid crystalline polymers, or polymer-in Itrated

nanoparticle packings.

The outline of this paper is as follows. In Section 2.2, we describe the structure of the models
being used in the molecular dynamics and eld-theoretical simulations. Next, in Section 2.3 we
outline the main features of the code and available functionalities at a higher level, before taking
a more detailed look at the code structure in Section 2.4. Next, in Section 2.5 we show results for
selected example systems. We end with the planned developments in Section 2.6, and a conclude

with Section 2.7.
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2.2. Structure of theoretically-informed coarse-grained and eld-theoretic models
2.2.1. Particle-based models

In this section we provide the necessary theoretical background to understand the models used
in MATILDA.FT, and the logic of the simulation work ow. The starting ingredients for all of the
modeling to be handled by MATILDA.FT are highly coarse-grained models for soft-matter systems.
For simplicity, we will describe the basic structure in terms of a simple A-B Gaussian chain diblock
copolymer melt, though the generalization to other systems will become apparent below. For a
polymer melt with n polymer chains each containingNa + Ng = N monomers, the microscopic

polymer densities are
X N
()= (r rjs); (2.2)
j S
where K is either species A or B, andrjs is the position of the s bead on thej™ chain. The
monomers on each chain are typically connected via harmonic bonds,
X Xtg Y
Upg= | @Jrj;s lis+1])%; (2.2)
J S
whereb is the statistical segment size, and we have assumed equzdor species A and B. The Flory
repulsion is written in one of two equivalent forms[120, 130, 131] depending on whether the model
is implemented as a eld- or particle-based model. In the particle-based approaches, we make the
potential non-local as

Z Z
Up=— dr dr®%(usir rP e (2.3)
0
where ug is a unit Gaussian potential, ug(r) = (2 2) P=2e 2% D js the dimensionality of
the system, and controls the range of the interactions. The standard Flory-Huggins model is

recovered in the limit ! 0. The nal potential penalizes deviations of the local density from the

average[132] o = nN=V,

Uz=5— dr d°["(r) oluc(r (9 ol (2.4)
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With these ingredients in hand, we can write the partition function as

Z
Z=2zy d™e Y;: (2.5)

where zg is a prefactor that contains all of the self-energy terms, factors accounting for molecular
indistinguishability, and the thermal de Broglie wavelengths. In equilibrium particle-based simu-
lations, one is primarily interested in calculating averages of quantities that can be expressed as

functions of the particle coordinates,M (r™), as

z

L dr"™ M(a™)ye Y (2.6)

H\/I|=Z

and expressions for the usual thermodynamic quantities of interest, such as the average density, en-
ergy, and pressure, can be readily obtained from expressions commonly used in molecular dynamics

simulations[133].

In a particle-based TILD simulation, the total force on a monomer is computed from the potentials
described above. Bonded potentials such as Eq. 2.2 have their forces computed based on particle
coordinates, while non-bonded potentials are computed from density elds. Brie y, a potential such

as the Flory potential (Eqg. 2.3) gives rise to a force on specie& of the form

Z
fa(t)= — driorug(r 97 (r9: (2.7)
0

After mapping the particles to the density eld to de ne ”g(r), this force, which takes the form
of a convolution integral, is then evaluated e ciently in Fourier-space, and subsequently mapped
back to the particles. The total force is accumulated on the particles, their positions are updated
using one of several numerical integration schemes for a Langevin equation (detailed below), and

the density elds are regenerated.
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2.2.2. Field-based models

For eld-theoretic approaches, we use a local potential but render the densities non-local by dis-
tributing the point particles over a Gaussian distribution h(r) = (2 a?2) D=2 "*22* and the

Gaussian-distributed particle density is given by

Z
k()= dr®h(r YY) =[h ~A(r); (2.8)

where the nal equality introduces our short-hand notation for a convolution integral. For the choice

2= 2a?, we can exactly re-write[120, 130, 131] the non-bonded potentials in Egs. 2.3 and 2.4 as
Ug= -~ dr a(r) s(r); (2.9)

and 7

Uy= 5s dar[ +(r) o (2.10)

Using known Gaussian functional integrals [115, 113], one can then exactly transform the particle-

partition function in Eq. 2.5 to a eld-theoretic one of the form

Z
Z=1z Dfwgef [fwd: (2.11)

where z; contains the constants fromzy as well as the normalizing factors from the Gaussian
functional integrals, fwg = fw. ;W(Ag ;W&B)g is the set of chemical potential elds, andH is the
e ective Hamiltonian governing the weights of the microstates. For the diblock copolymer model

considered hereH takes the form

H = NCr Rdr [W'(:‘% (r)]2+[w,(AB)(r)]2
N RCIr[W+(r)]2 iC Rdr w. (1) (2.12)

np logQp[ A; Bl
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where the rst line contains the potential elds that arise due to the Flory interaction[120], the
second line contains the terms that arise from the Helfand potential, and the nal line contains
the excess chemical potential of the polymers in a given eld. The potential elds o and g

experienced by monomers A and B computed using

n . 0
i(we + WD) wlg (=N

A;c(r)
(2.13)
. o]
i(we + WD)+ wiy (=N

B;c(r)
with the smeared potential elds appearing in Eq. 2.12 calculated as x (r) =[h  k.c](r).

While the particle implementation can report qualitatively realistic dynamic quantities, the FT
implementation is strictly interested in equilibrium quantities. Equilibrium averages are typically

expressed as functionals of the potential elds and calculated as

Z
hvi = zl Df wgM [fwg]e" : (2.14)

SinceH is typically complex-valued, sampling the integral over the eld con gurations is non-trivial,
this is typically accomplished through the mean- eld approximation, leading to SCFT, through

complex Langevin (CL) sampling[113, 134, 135], or Monte Carlo sampling[136].

To update the chemical potential elds in either a CL or an SCFT calculation, the e ective forces
on the elds must be obtained as functional derivatives ofH. These can be obtained through explicit

di erentiation,
H

FW(I‘) = 7W (r)’ (215)

wherew(r) is one of the three eldsw, (r);wf:E); ; or WE\B). In a CL simulation, the elds are sampled

using an overdamped Langevin equation,

@w_

@t wFw(r)+ (r;t); (2.16)
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Figure 2.1: Summary of the features of the two styles of simulations capable by MATILDA.FT.

where (t) is a stochastic noise term chosen to satisfy the uctuation-dissipation theorem[113, 137].
An algorithm that drives the system to an SCFT solution is easily obtained from Eq 2.16 by simply

setting the noise term to zero.
2.3. Feature overview

In this section, we provide a brief overview of the features available in MATILDA.FT, which are

summarized in Figure 2.1. They are later described in more detail in the following section 2.4.
Particle-based (TILD) Features

In the current implementation, particle-based TILD simulations are performed in the NVT ensemble,

in a fully-periodic orthogonal box, either in two or three dimensions. Although MATILDA.FT can
perform simulations of free patrticles, it has been designed speci cally to e ciently model systems
of polymer melts and solutions. Polymers are modeled as discrete Gaussian or worm-like chains
with monomers that are connected through harmonic springs, and the density of each monomer
is spread around its center through a convolution with a unit Gaussian. The strength of the
repulsive interactions between chemically-distinct species is mediated through the Flory-Huggins
parameter. Monomers can be either neutral or charged. If they carry a net charge, then in addition
to the repulsive potential, they also interact through Coulombic electrostatic forces. Regardless
of their net charge, the monomers can be made polarizable through the use of (classical) Drude

Oscillators as detailed in Section 2.5.3.
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The user interacts with the code through input scripts written in a plain-text format. Before the
simulation is started, the entire script is read and appropriate variables and data structures are
initialized. The maximum number of time steps and the time step size are parameters speci ed in
the input script. Then the system can undergo an optional equilibration period before subsequently
entering the production run stage. For a TILD simulation, two les need to be provided. The
rst one is the main input le, providing information about simulation dimensionality, box size,
density grid spacing, and interaction potentials between particle types. It also de nes the patrticle
groups and assigns integrators and forces to act on them during each time step. The second le
contains information about particle coordinates, types, molecules they belong to, and optionally,
their charge. Currently, this le can be provided in the format consistent with the LAMMPS data
le, in either angle or charge atom style. To allow the use of data generated by other codes, the

initial con guration can also be read from a GSD-format le, developed by the Glotzer Lab [138].
Field theory features

Currently, FTSs are limited to mean- eld calculations as in self-consistent eld theory (SCFT)
with linear, discrete Gaussian chain models. The molecules can be of arbitrary blockiness with an
arbitrary number of components, and the potentials implemented include the Flory contact repulsion
and the Helfand weak compressibility[132]. More details about the interactions between the species
are provided in Section 2.2. As detailed below, the key elements of the FTS implementation are
three classes:Potentials , which govern the non-bonded interactions and act onSpecies. The
Species class stores the total density of each chemical component and is populated by individual
Molecule classes. For example, an A-homopolymer/B-homopolymer/AB-diblock copolymer blend
would have two species (A and B) and three molecules. A single text input le is used to specify

the parameters of a FTS.

As the development of the FTS features of the code began well after the development of the particle-
based TILD methods, the feature set and breadth of capabilities is comparatively limited. Further-
more, as can be observed by comparing Figures 2.2 and 2.3 , the class structure is also rather

distinct. As discussed below, planned future development will work to merge the two branches to a
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Figure 2.2: Schematic outline of code structure of the TILD branch

more common class structure and the addition of numerous extensions.
2.4. Code Details and Class Structure

The unique feature which sets MATILDA.FT apart from other popular MD codes is that the code

is intended for highly coarse-grained models where the non-bonded forces can be evaluated using
density elds and not summing over neighboring pairs of particles. It uses a dedicated CUDA/C++
programming language in order to fully harness parallel capabilities. Its model of parallelization

di ers from the conventional CPU domain decomposition. Whereas on the CPU the groups of
particles are assigned to di erent processor based on their spatial arrangement, the GPU paral-
lelization occurs on the particle or individual grid location level, where each thread is responsible
for processing instruction for the selected particle/grid point. It is simply handled by assigning a

separate thread to individual particles, by lItering the thread IDs.

MATILDA.FT also makes extensive use of Thrust library, which is an extension of C++ Standard
Template Library (STL) to work with GPUs [139]. The Thrust Library provides dedicated storage
containers (equivalent to STL vectors in C++), which enable easier host-device communication and
avoiding the requirement for explicit cudaMemcpycalls. The Thrust Library also makes available
dedicated parallel algorithms to operate on these containers and achieve better performance. In
addition, by avoiding complicated host-device memory transfer syntax, the use of thrust makes it
easy for those who do not have much GPU-programming experience to understand and expand the

MATILDA.FT source code.
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2.4.1. Particle-based (TILD) Implementation

The code takes advantage of C++ object oriented programming approach. It is divided into classes,
which interact with each other and exchange data as needed. Each class is responsible for handling a
particular functionality. The base class serves as an interface used to interact with other parts of the
code. Then specialized sub-classes are derived from the base class, to provide a speci ¢ functionality.
This organization makes extending the code to include new functionalities a relatively easy and
straightforward process, with simple integration of the new components into the existing code. For
example, the neighborList class is responsible for constructing and storing the neighbor list for the
selected group of particles. This neighbor list is then used by the additional forces (created as a
subclass of the ExtraForce class) to accelerate the operations performed on this group. Depending
on the nature of the additional force, specialized neighbor lists can be used, in order to further
accelerate the performance. A diagram of class code organization in shown in Fig. 2.2. Below, we
provide a brief description of selected classes. The outline of the code structure, along with the

detailed description of all class functionalities and options are provided in the documentation.
Input Script

The rst step of the simulation is selecting the method to be used, either TILD or FT. This is passed
as a command line argument when the program is called. UsingMATILDA.FT -particles  will
run the TILD simulation, whereas -ft option will initialize an FT run. Additional command line
arguments, like the name of the input script to be used, are described in the documentation. Two
les are required for a TILD simulation. The main input le is responsible for setting up simulation
parameters, such as the dimensionality of the system, size of the simulation box, grid density, time
step size, and the number of time steps to perform. The input script also de nes the interaction
potentials between selected particle types, along with the parameters which determine the details
of electrostatic interactions. The same le also contains the information about the particle groups,

neighbor list, and any additional forces to be applied.

The second (data) le provides the initial positions of the particles, their types, and the molecules

they belong to. This data le also initialize the static bonds and angles used in the simulation.
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Currently, the initial atom con guration can be read either from the LAMMPS data le (in angle or
charge style) or from a GSD le. Static bonds are established at the beginning of the simulation and
cannot be broken. Dynamic bonds, on the other hand, can be created and destroyed over the course
of simulation. Like regular bonds, they are assigned an equilibrium length and a corresponding
constant. However, they are also assigned formation/breaking energy, which is responsible the
reaction constant between the bonded and non-bonded states. Dynamic bonds can be used to
simulate the e ects of polymerization, network formation, or supramolecular assembly. To accelerate

performance, dynamic bonds are coupled with a dedicated neighbor-list.
Global variables space

The global variable space holds the main data structures used in the simulation. It stores the global
arrays containing particle types, positions, forces acting upon them, velocities, and static bonds,
arranged according to the particle ID. Reading of the input script is also handled at this level.
Before the beginning of the simulation, these arrays are initialized and then periodically updated by
other classes during the time-stepping process. In the future release these structures will be placed
in a separate Box class, to closely resemble to organization of the FT branch of the code, described

below.
Group Class

The Group base class provides data structures which store indices of the member particles. It sets
device-speci ¢ variables (BLOCK and GRID sizes) that are used in kernel calls dispatch on the
group particles. All forces and neighbor lists in MATILDA.FT operate on speci ¢ groups. Pointers

to each group object are stored in a globally accessible vector array. Each group is assigned a unique
name, which is used to pass its pointer to their classes. Groups can be static or dynamic. Static
groups are initialized at the beginning of the simulation and their content remain unchanged over
the simulation course. Dynamic groups, on the other hand, periodically check and update their
members, based on the speci ed membership criterion. A special group, namédll" , is initialized

by default at the beginning of the simulation, and contains all particles in the simulation box.

Currently, two static group types are available - grouping by particle type or by its global id.
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Type-based groups collect all the particles with the same type (as speci ed in the input.data). Id-
based groups require the user to provide an external plain text le which has contains the indices of
the particles to be included in the group. Currently available dynamic group style, regions, allows
the user to de ne a separate region in space (along all or only speci ¢ axis). Particles found within

that region get assigned to the group.
Neighbor List Class

We have implemented several neighbor list variants for e cient particle-particle operations. In ad-
dition to the standard cell/neighbor list combinations where all particles store all of their neighbors,
specialized subclasses are build upon this base to optimize the performance of the associated op-
erations. Currently, two sub-classes are available. The distance neighbor list is intended to be
used with the DPD force. Its structure is designed such that each particle only stores the indices
of its neighbors which have lower index than its own. In this way, when the pairwise interactions
are calculated, unnecessary "if" statements to perform the calculation for each pair only once is

avoided, thus avoiding wasted threads and thread divergence.

A more elaborate neighbor list is coupled with dynamic bonding. The main goal of this structure
is to again minimize the amount of atomic operations and thread divergence. An associated group
partitions its members to donors and acceptors, whose indices are stored in separate lists. The
binning step is performed only for acceptor particles. Subsequently, the grid position of each donor
particle is calculated, and each donor is assigned a list of neighborhood acceptors. During the
binding step, only donor particles can initialize bond making or breaking, and can only couple with
acceptor particles. With the pre-calculated neighbor-list, super uous checks of the particle type

and wasted threads are avoided.
ExtraForce Class

In addition to electrostatic and repulsive interactions, selected groups of particles can be subject to
additional user-de ned forces. These are speci ed in the input script using thextraforce command.
The ExtraForce base-class is responsible for assigning the force to the specic group of particles,

and ensuring it is applied to this group at the speci ed time-steps (wither each step or user-de ned
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frequency). In addition, some range-limited forces require a neighbor list to restrict the search space

only to the particles present within the speci c range. Currently available forces are:

Wall - which enables the particles to be con ned within a speci ¢ region or to simulate surface
interactions. The user can chose from available wall-particle potentials, or specify their own

form of interaction, by extending the source code.

~ Langevin - Adds random noise to the selected group of particles. Can be used with Velocity

Verlet integrator to simulate Brownian dynamics.

" Midpush - Adds a force to push the selected group of particles towards the center of the box

along a speci ed axis.

DPD - Dissipative Particle Dynamics. This subclass of ExtraForce provides an alternative
way to introduce random noise into the simulation, and should be used along with the Velocity
Verlet integrator. In contrast the Langevin thermostat, however, it is pair-wise additive and
conserves local momentum. Thus it capable of correctly reproducing hydrodynamic behaviour
of the system. Since the force acts over a limited range, a neighbor list needs to be constructed
for the particles of interest. The particle-level operations add signi cantly to the expense of

the simulation.

Lewis - This additional forces can be used to introduce dynamic bonds in the simulation.
Whereas static bonds are initialized at the beginning of the simulation, and remain unchanged,
dynamic bonds can be formed and broken according to the speci ed acceptance criterion. This
force requires a specialized neighbor listbpnding) which has been designed to optimize the

required computations.

More details about the ExtraForce class can be found in the documentation.
Compute Class

The Compute class is responsible for performing on-the y calculations of properties of the system.

This enables the user to monitor the evolution of the system in real time and also saves time spent
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on post-processing.

~ Average Structure Factor  hS(k)i - this compute provides the information about the average

static structure factor of the particle system. The static structure factor, given by

1

S(k) = M «is (2.17)

is de ned as the correlation function of the system density represented in the Fourier space.
P P :

The density is given by (r) = iN:1 (r ry), and in Fourier space it becomesy = iN:O gk ri

[140]. It performs the calculation and writes the data to an external le according to user-

speci ed frequency.
Integrator Class

In order to solve the equations of motion and propagate the particle coordinates in time, numerical
integration is required. In MATILDA.FT, three di erent numerical algorithms are available, and

are brie y described below:

" Velocity-Verlet (VV) . Needs to be coupled with an additional thermostat. Available ther-
mostats include Langevin noise or Dissipative Particle Dynamics, which of which are part of

the ExtraForce class.

Euler-Maruyama (EM) . Generates the thermal noise internally during the update and

serves as the simplest stochastic integration scheme to implement.

Grgnbech-Jensen and Farago (GJF) . Generates thermal noise internally during the up-
date, and We nd that this algorithm allows time steps up to 10x larger than the EM algorithm

with no loss of accuracy or stability.
2.4.2. FTS Implementation
Class structure

As the FTS branch was begun more recently, many planned features are still in development. There

is also a di erence in class organization between the older (TILD), and the newer (FT) branches.
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Figure 2.3: Basic actions and roles of the FTS Classes in MATILDA.FT.

The classes that comprise an FT simulation are more tightly integrated and the scope of object-
oriented organization is larger, as compared to the TILD branch which still uses global variables. In
the near future we are planning to refactor the TILD branch to also be fully class-based. However,
due to the inherent di erences between the TILD and FT simulations, it will not be possible for

both of the branches to have exactly the same organization.

A eld-theoretic simulation lives in an FTS_Box class, which contains three key classefoten-
tials , Molecules , and Species (see Figure 2.3 for graphical outline of FT branch organization).
The Potentials class performs all of the functions that are related to the the various non-bonded
interactions, including updating the potential elds associated with a particular interaction. The
densities that show up in the e ective forces are taken from theSpecies class, which serves as a
container for these densities.Species generates the unsmeared chemical potential elds, k. (r),
by looping over the interaction potentials and accumulating the relevant potential elds. Next, the
Molecules class takes these potential elds, applies any density smearing that may be necessary,
and computes both the center and smeared density elds. Themeareddensity elds are then ac-
cumulated into the relevant Species class. The general ow of the code is summarized in Figure

2.4,
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Figure 2.4: Outline of an FTS simulation as implemented in MATILDA.FT. The termination con-
dition could be convergence to within a prescribed tolerance in SCFT or reaching the maximum
desired number of time steps in a CL simulation.
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Field update schemes

Currently, two schemes have been implemented to update potential elds, in order to evolve in
time equations of motion such as Eq. 2.16. The straightforward explicit Euler-Maruyama (EM)
integration scheme discretizes the equation in time and uses the forces at the current time to estimate

the eld con gurations at a future time as
t+ t — t t P .
wTi(r)=w+ t wFu(r)+ 2t w «(r); (2.18)

where t is the size of the time step and ((r) is purely real Gaussian noise with unit variance
that is uncorrelated in both space and time. As mentioned above, simply neglecting the noise term

converts this algorithm to one that drives the system to a mean- eld solution.

The other algorithm that is implemented is a 1st-order, semi-implicit (1S) updating scheme, that has
been shown to allow for time steps signi cantly larger than allowed by the EM scheme[137, 141, 130].
In this approach, one derives an approximate expression for the ford‘a}}"” (r) that is linear in the

potential eld. In real-space, these expressions take the form of a convolution
Z
FUinry= drAn(r  rOw(r9; (2.19)

where Ay (r) is the linear coe cient. As a result of this convolution, the 1S updating scheme is

most e ectively handled in Fourier space where we have
FUIN (k) = Aw(k) w(k): (2.20)

To a ect the semi-implicit scheme, Eq. 2.18 is written in Fourier space and modi ed by subtracting
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the linear term at t + t and adding it at t giving,

W tk) =t W FL(K) + Aw(K) wi(k)
Aw (KW T(K) + wt(k) (2.21)

ey

We note that (k) is generated as a spatially uncorrelated noise eld in real-space that is explicitly

Fourier transformed. Equation 2.21 can be readily solved for the eld att + t giving

wh+ t y FL+ Apw! +pmt.
1+t wAyw ’

t+t —

W (2.22)

where we have suppressed the wavevector dependence for brevity.

The functional form of the linear coe cients A,, generally contain one or two contributions that
have a stabilizing e ect on the time integration[137, 141]. The rst arises from the terms that
are quadratic in the elds in H (e.g., the rst two lines in Eqg. 2.12); this term is included for
every type of interaction potential. During the initialization of an FT simulation, the Potentials
class adds this relevant term toA,,. The second contributions are the linear approximates of the
density operators, which involve convolutions of Debye functions with the potential elds; these

contributions are handled by the Molecules class during initialization.
Molecule Types

Currently, the only implemented molecule type is a linear, discrete Gaussian chain with an arbi-
trary number of blocks. This class handles the calculation of the chain propagators, and during
initialization the code automatically checks whether the molecule is symmetric to avoid calculat-
ing the complimentary propagator if possible. The other key step taken in the initialization is to
accumulate the relevant Debye-function-like contributions to the linear coe cients associated with

each potential. From previous studies [137, 141], not all terms that show up in the precise linear
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expansion of the force are stabilizing; to that end, we do not include the Debye terms in thw,(AB)

eld, but they are included in the w. and W)(BE elds.

2.5. Interaction Potentials and Example Systems
2.5.1. Bonded interactions

Bonded interactions are present whenever polymer chains are modeled. Currently, they represent
the harmonic springs connecting adjacent monomers of the same molecule. The calculation of the
resulting forces has been parallelized to be performed on the GPU, and Newton's third law rsot
used to avoid the use of atomic operations. The contribution of the bonded interactions is calculated

individually for each particle by assigning it to a separate thread.

Two common angle potentials are also implemented in MATILDA.FT. To enable simulations of

discrete worm-like chains, we have the cosine form

Uwic( ijk ) = [1+cos( ik )I; (2.23)

where controls the sti ness of the potential and jk is the inside angle between particles;j and

k. The second potential implements harmonic angles as
un( )= K (e 0)°; (2.24)

with spring constant k and equilibrium angle . The angle styles are speci ed in the input script
along with the type (wlc or harmonic), followed by the force constant (for both styles) and the

equilibrium angle if harmonic angles are used.
2.5.2. Non-bonded interactions

Long-range interactions include repulsive interactions mediated by the Flory-Huggins parame-
ter, and the electrostatic forces acting between the charged monomers. The distinctive feature of
MATILDA.FT is the way in which it handles these interactions. While bonded interactions use ex-

plicit coordinates to calculate inter-particle distances, long-range interactions use the mass/charge
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Figure 2.5: Schematic illustration of the Particle-to-Mesh (PM) scheme. Speci cally, shown here
is a rst-order spline interpolation, where the particle density is mapped to the two nearest grid
points in each dimension. The same spline weights are used to map the forces back to the particles.

density eld to compute the resulting forces. In this process a Particle-to-Mesh (PM) method is
used[142]. In this scheme, the box is divided into a discrete grid, with the number of grid-points
in each direction being a user-de ned quantity. At the beginning of the simulation, a Fourier-space
representation of the inter-particle potential is calculated using Fast Fourier Transform (FFT), and
is stored for the rest of the simulation. We note that no cut-o s are needed for the potentials.
Next, at each time-step, every particle assigns its density contribution to nearby grid points, using
a spline interpolation scheme with the weights given in the appendix of Ref. [128]. The order of
the interpolating spline can be chosen from 1 to 4, with higher order interpolation requiring more

computation. Regardless of the form of the pair potentialu(r), forces are given in real space by

Z
f(r)= dr% ur r9 (9: (2.25)

The convolution in Eq. 2.25 is evaluated in Fourier space using FFTs, where it becomes a simple
multiplication. Then an inverse FFT is used to transform the forces back into real space where
the forces are interpolated back onto the particle centers. The process is illustrated schematically
in Figure 2.5. The current pair potentials implemented in MATILDA.FT include Gaussian forms

as well as the nanoparticle-nanoparticle and nanoparticle-monomer forms demonstrated in previous

work by some of us[120].

The other primary non-bonded potential implemented in the particle-based methods are electrostatic
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interactions. The electrostatic potential (r) is calculated by solving the Poisson equation,

r2 (= 4lg (r); (2.26)

wherelg is the Bjerrum length and (r) is the Gaussian-smeared charge density. Equation 2.26 is
readily solved in Fourier space for a given charge density, and the electric eld is computed as the
gradient of the electrostatic potential. Since forces from pair potentials as in Eqg. 2.25 and solving
Poisson's equation both require the Fourier transform of a density eld, an important feature of our

particle-based methods is that including long-range electrostatics is no more expensive than other

interaction potentials.

As an example system that incorporates polymer connectivity, excluded volume interactions and
electrostatics, a system consisting of the total of 434 molecules polymer chains, each with a degree
of polymerization, N = 82, has been simulated. Half of these molecules carry positively charged
monomers, with the other half having each monomer with negative charges of the same magnitude,
and there is an excluded volume repulsion that penalizes overlaps of the polymer chains. No explicit
solvent is present. This simulation is a particle model of the system considered in previous work [4].
The system starts in a random, homogeneous phase and over the course of simulation phase separates
into polymer-rich and polymer-depleted regions as coacervation occurs, and the concentration in the
droplets agrees with the previous eld theoretic simulations [4]. The snapshots from the beginning
(left), and the end (right) are shown in Figure 2.6. On an Nvidia Quadro RTX 5000 GPU, this
simulation took 1399 seconds to perform 2,000,000 time steps, with the resulting speed of 1429.6

ts/sec. This example can be found in the GitHub repository, in theexamples/Coacervate directory.
2.5.3. Polarizable monomers

Polarization can play an important role in phase behaviour of polymer solutions, especially in
biological context. Molecular polarizability has in uence on polymer solubility, and it can also
modify how polymer chains interact with salt ions present in the environment. In MATILDA.FT,
polarizability e ects are introduced through the use of classical Drude oscillators. In this approach,

a Drude particle is attached to the parent particle via a harmonic spring with sti ness kp and zero
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Figure 2.6: Initial (left) and nal (right) snapshot from the simulation of coacervating binary
mixture. This simulation is a particle-based implementation of the model considered previously
as a eld-theory by one of us[4] with a dimensionless excluded volume paramet& = 0:05 and
dimensionless Bjerrum lengthE = 10000.

equilibrium length. This Drude particle is assigned a partial charge gp and the partner particle
dp, such that the net charge of the two-particle pair remains unchanged. The magnitude of the
spring constantkp can be related to the molecular polarizability, with polarizability decreasing with
increasing sti ness. The Drude patrticle gets assigned a small mass, so that it can be integrated
with other particles using standard equations of motion. This simpli cation circumvents the issue
of treating polarizability e ects on the quantum-mechanical level, while still being able to reproduce
spatial variations in polarization. Drude particles do not participate in excluded volume interactions,
and thus the only forces acting on them are electrostatic in nature. We note that our implementation
is di erent from those typically used in atomistic or more ne-scale coarse-grained models, where
the Drude particle is typically thermostatted independently at a low temperature, enabling the
polarizability to be estimated with the classical expression = q,%sz. Since our charges are
distributed over a unit Gaussian, this expression does not apply, and we have parameterized our
e ective dielectric constant as a function of the various parameters of the Drude oscillatorsop ; kp ,
and the spread of the Gaussian, ), which is shown in Figure 2.7. Since the use of Drude oscillators
introduces more particles to the simulation box, there is an associated increase in the computational

cost of simulating polarizable materials through the increase in the number of particles in the
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simulation box.

Figure 2.7: Calculated values of dielectric constant for the solvent molecule, as a function of charge
spreading length,ag and the spring constant of the Drude oscillator,kp

As an example of a system that incorporates polarization on a polymer chain, 1330 diblock co-
polymer chains with N = 74, and blocks of equal size, were simulated in explicit solvent. Both the
solvent and polymer chains are were made polarizable through the use of classical Drude oscillators.
Since in this system only the polymer concentration of the condensate was of interest, all simulations
were started with the polymers in a dense slab con guration. In this con guration all particles
are biased to migrate towards the middle of the simulation box, creating a homogeneous, dense

polymer phase. During the production run this bias is removed, and the slab is allowed to expand.

The parameters for the Drude oscillator attached to the solvent molecules have been chosen as

to reproduce the dielectric constant of water. In this way, the Bjerrum length can be set to the
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Figure 2.8: Plot of the density obtained in the dilute and dense phase as the value of between
the monomers and solvent is varied. Included are also renders of the three-dimensional structure of
the system corresponding to the selected data points. Positively charged monomers are displayed

in red, while negatively charged ones are colored blue.
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value it has in the vacuum, and dielectric screening is then emergent from the polarizable solvent.
The calculated dielectric constant for chosen combination of parameters are shown in Figure 2.7.
The dielectric constant of water is around 78.4, so that optimal choice of parameter corresponds to
ag O05andkp 1.0 In Figure 2.8 we show the plot of the reduced concentratiort of the dense
and dilute phases phase, and the corresponding value ofbetween the polymer monomers and the

solvent molecules. We also include corresponding snapshots of nal structure of the system.
2.5.4. Liquid crystals

We model liquid crystalline interactions through a modi ed Maier-Saupe (MS) potential that is a
discrete version of the McMillan model[143]. In our implementation, the MS interactions involve
two pairs of particles: one of each pair is the center of the interaction, and the other becomes a

partner particle j that is used to de ne the local molecular orientation on particlei, u; = J:: ;jj

(see
schematic in Fig. 2.9 below). The local orientation vector is used to de ne an orientation tensor
for each particle S; = uju; 1=D, which is mapped onto an orientation eld similar to the density
elds,
X
S(r) = Si (r ry): (2.27)
[
In Equation 2.27, the sum is over the LC centers. The orientation eldS(r) is then used to compute

the Maier-Saupe potential energy[144],

z Zz
Ums = — dr dr°S(r): s(r9ug(r r9); (2.28)
0

where is the Maier-Saupe potential parameter andug(r) is the Gaussian potential that renders
the interactions non-local. The forces are derived by explicit di erentiation and are presented in the
documentation of the code, and as we show below this model captures both nematic and smectic A

phases.

Particles that carry an orientation vector u; are specied in an additional input le that is similar
in nature to the lists of bonded partners. When specifying that the MS potential is to be used, the

name of the additional input le is also provided; contained in this le is a list of pairs of particles
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i and | used to de ne the orientation vector associated with particlei. This implementation allows
for easy creation of either main-chain liquid crystalline polymers or side-chain liquid crystalline
polymers, a detailed study of which will be the subject of a forthcoming publication. Furthermore,
by making one of the end sites within an LC mesogen a di erent site type, one can indirectly control
anchoring conditions at phase boundaries by making making this other type more or less repulsive

with a particular species in the nearby phase.

A simple model of a pure liquid crystal was simulated where the mesogen was discretized into
three interaction sites with the Maier-Saupe (MS) interaction taken from the center of the mesogen,
see the inset in Figure 2.9. Bonds between adjacent liquid crystal sites used a force constant
ky, = 100 and equilibrium distance 1, and the orientation was maintained with a worm-like chain
angle potential with prefactor = 50. Finally, an additional Helfand potential was employed to
maintain an approximately uniform density with = 100 and the total site density was ¢ = 3.
This combination of the anisotropic molecular shape with a MS interaction taken from its center

makes the model similar to the McMillan mean- eld model [143].

Figure 2.9 shows the average liquid-crystalline order parameter that is calculated on the y as
the MS  parameter is increased from 0 to 120. is taken as 3/2 times the largest eigenvalue
of the averageS tensor. When 45, a sharp increase inh i indicates the isotropic-to-nematic

transition. A more subtle feature at high 105is indicative of the nematic to smectic transition.
2.6. Planned future developments

In this section we present the changes we plan to implement in MATILDA in near-future. The code
is still in development, and we plan to keep extending its capabilities and optimizing the existing
algorithms. The main change we intend to implement in the particle-based methods (TILD) is to
convert it to a fully object-oriented style, following the design of the newer FT branch. This will
enable us to fully utilize the utilities provided in the Thrust library. It will also make the two
branches operate more seamlessly, making future modi cations easier, and minimizing the learning
curve for researchers wanting to modify the code. As HPC clusters are often equipped with multi-

GPU nodes, we are planning to extend our software to be able to take advantage of multiple GPUs
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