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ABSTRACT

HAWKES PROCESSES IN MARKETING

Henrique Laurino dos Santos
Peter S. Fader

Christophe Van den Bulte

This dissertation offers a detailed investigation of the use of univariate Hawkes processes to model
consumer behavior in digital marketing applications. Datapoints in these contexts alternate long
periods of sparsity and short bursts of intense activity, presenting many challenges for traditional
models. Hawkes processes, meanwhile, provide a flexible framework to capture complex dynamics
of dormancy and momentum buildup, but require both adaptation and innovation to appropriately
describe consumer data. This dissertation elaborates on their properties, connects them to models in
the extant literature, develops new parametric forms, and benchmarks their use in both simulation
studies and empirical applications. Special attention is given to empirical estimation under strict
privacy laws, a novel and pressing use-case. The model is then extended to the derivation of optimal
advertising policies under various market conditions. Ad delivery scheduling, dynamic bidding, and
constrained bidding problems are studied analytically, in simulation, and empirically. Once more,
special attention is given to the positive and negative impacts of privacy laws for both consumers
and advertisers. This work highlights the empirical and theoretical advantages of Hawkes processes
as models of dynamic human behavior, as well as both the costs and benefits of emerging privacy

policies.
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CHAPTER 1

INTRODUCTION

Website tra ¢ data present multiple challenging properties for traditional marketing models. Indi-
vidual time series are at once sparse and clumpy at high frequencies, underpinned by a myriad of
state-dependent mechanisms, and often truncated for multiple intervals. Consequently, models that
are estimated in discrete-time or with simplistic state-dependence mechanisms su er from a variety
of identi cation and robustness concerns, yielding unreliable conclusions for empirical inference and
policy optimization. This dissertation introduces the use of univariate Hawkes processes as a broad

framework for inference of website tra ¢ data and optimization of digital advertising campaigns.

In Chapter 2, | adapt the use of recent innovation in the theory of Hawkes processes to the empirical
demands of digital marketing applications, and derive novel parametric forms and estimators. While
the focus is on Bayesian hierarchical Hawkes processes in their more general form, | also present
(to my knowledge) previously ignored connections between Hawkes models and multiple common
marketing models. As major extensions, | propose estimation methods for when clicks are truncated
and ad deliveries are censored; the availability of such methods is of paramount importance given
changing legislative conditions in the digital marketing landscape. Many simulation studies, as well
as two empirical datasets, are employed to illustrate the robustness, shortcomings, and relative

advantages of Hawkes processes over other models.

In Chapter 3, | consider the extension of the model to optimization tasks. In digital channels, the
task of setting targeted advertising policies is made harder by consumers being reachable in di er-
ent degrees of granularity and accessibility by di erent agents: from coarse, group policies at the
company level, controlled by setting budgets, to individualized, near-continuous time, interventions
at the platform-level, controlled by scheduling ad deliveries. Using the same underlying model,
I consider three distinct policy-setting tasks. In the rst, advertisers can pick exact ad delivery
schedules; in the second, they may set dynamic bidding rules; in the third, they are restricted to

setting only static bidding rules. | demonstrate the e ect of increasing uncertainty across tasks in



generating budget waste and increasing consumer wearout. | then present exact and heuristic opti-
mal partitioning policies for when consumers must be anonymized in cohorts. Through simulation

and empirical studies, | identify both costs and bene ts to consumer welfare in privacy policies.

In Chapter 4, | discuss directions for future research and speculate on the applicability of Hawkes

processes to other marketing problems.

While the uses of Hawkes processes are deep and varied, this work highlights their unique bene ts
in digital advertising applications when considering varied privacy laws worldwide. The exibility
and power of Hawkes models in face of data truncation, censoring, and policy stochasticity, have not
been broadly documented, and the evidence presented in the following chapters, both theoretical and
empirical, is a contribution to the social sciences. The following chapters strive to contribute to the
development of industry tools that can inform best practices in advertising, while also providing a

benchmark for the e ciency and e ectiveness of privacy restrictions in protecting consumer welfare.



CHAPTER 2

ANALYZING PRIVACY-RESTRICTED CLICKSTREAM DATA USING HAWKES
PROCESSES

2.1. Empirical context
2.1.1. Data-privacy challenges in digital marketing modelling

In spite of yearly marketing expenditures in digital media in excess of US$200 billion, bench-
marking the e ectiveness of actions in that space remains challenging (McMahan et al., 2013;
Dai et al., 2023)! One of the enduring di culties is distinguishing consumer-level heterogeneity
(una ected by advertising) from state-dependency (a ected by advertising), which may drastically
change conclusions for marketing policies (Heckman, 1981, 1991; Van den Bulte and Stremersch,
2004; Fader and Hardie, 2010; Blake et al., 2015). Modellers may adopt two orthogonal approaches
to address that task: directly model the timeseries dynamics of very granular consumer behavior
data (Feller, 1943; Honoré, 1993; Erdem et al., 2008; Dubé et al., 2010) or augment those timeseries
data with auxiliary covariates representing observed heterogeneity (Heckman, 1991; Brinch, 2007;

Wooldridge, 2010).

Consider the most voluminous type of digital consumer behavior data: website browsing records, or
clickstream data. In their simplest form, those records only track unique web visits in continuous
time and can be very sparse at the level of the individual consumer. Due to the ease of acquiring
additional auxiliary information, such as what visitors click on, how they arrive at the webpage, in-
ferences about their geographical location, etc, modellers have often opted to use large covariate sets
to parse consumer heterogeneity indirectly inregression-type modeldor browsing patterns. Many

of those auxiliary covariates, however, raise ample consumer privacy concerns (Graepel et al., 2010;
Cheng and Cantu-Paz, 2010; He et al., 2014). With increasing legislative scrutiny and restrictions

on personal data collection, marketers must reassess how to estimate the most informative models

! According to the yearly IAB report, estimated ad revenues for digital channels were above 200 billion US dollars
for 2022/2023 (see iab.com/insights/internet-advertising-revenue-report-2024/)



in the absence of those auxiliary covariates, potentially using only the pure clickstream, which is

the least intrusive, but also least informative data source.

The alternative approach, of directly modelling the clickstream dynamics, relies on parsing endoge-
nous patterns in more complex stochastic models (Park and Fader, 2004; Moe and Fader, 2004).
For instance, the fact that browsing sessions happen in short bursts, and how enduring and fre-
qguent those bursts are, may give us strong signals (Zhang et al., 2015) to distinguish heterogeneity,
state-dependency, and direct ad impacts, even in the absence of additional covariates (Honoré,
1993). A model that attempts to capture those e ects must also account for potential scarcity of

consumer-level data, and deal with both data truncation (due to consumers not accepting tracking

cookies) and censoring (due to platforms having communication limits with advertisers).

Instead of modifying extant models to the peculiarities of the clickstream, this chapter proposes to
adopt the class of Hawkes processes, statistical models that can already account for most of those
unigue features, and only then to build up the necessary machinery for modern marketing analysis

as model extensions.
2.1.2. Motivating example

Hawkes processes (Hawkes, 1971b) are stochastic point process models that allow for feedback loops
among timestamps of individual events (or points). They provide a exible probabilistic structure

for dealing with highly granular data that alternate between periods of sparsity and clumpiness.
They can be estimated through a variety of nonparametric methods to avoid misspeci cation and
bene t from various quality-of- t tests to validate model calibration. Despite the overall exibility of
Hawkes processes and their success in other elds (Ogata, 1998; Bacry et al., 2015), they have seen
very few applications in marketing (Xu et al., 2014; Valera and Gomez-Rodriguez, 2015; Tao et al.,

2024).

Nonetheless, Hawkes models have signi cant advantages over typical marketing probability models.
As they capture true continuous-time e ects, they can be more diagnostic than common discrete-

time Koyck-type count models (Koyck, 1954; Brandt and Sandler, 2012), and as they allow for



long-lasting state-dependence and momentum buildup, they can capture more exible endogenous
dynamics than what is found in popular granular alternatives such as the Weibull-Gamma timing

model (Morrison and Schmittlein, 1980).

To highlight the gap in conclusions about ad e ectiveness that may be derived from those distinct
models, we examine a simulated data example. We take a sample of 100 consumers tracked in
continuous time for 360 days, with only their visit timestamps for a given website and ad delivery
times recorded. In Section 2.7 we will discuss the exact mathematical mechanisms used here. For

now, we non-rigorously present only high-level descriptions for each component at play.

Suppose the base behavior of each consumer is to visit the website following an exponential timing
process with rate independently distributedGamma(0:2; 1). After each visit, a consumer is expected

to make an additional 0:3 visits in the near future, with 99% of the feedback e ect observed within
seven days of the original visit. We assume that feedback shocks may generate behavioral cascades,
with users building up momentum with successive visits, similar to past clickstream dynamics models

(Moe and Fader, 2004). That mechanism describes a Hawkes process, as we will discuss later.

Users are also actively targeted with ads by a marketing agency. Each ad (without frequency
wearout) has a total impact of an additional 0:1 visits, with a much shorter timescale: 99% of
the e ect is observed within the rst day of each ad delivery. Ads are distributed by the agency
stochastically. 300 ads are sent out each week and users have propensities of receiving those ads that
are jointly distributed Dirichlet (0:5). After ads are assigned to each user per week, their delivery

timings are uniformly distributed over the week.

Five sample timeseries are portrayed in Figure 2.1: visit timestamps are marked in black and ad
delivery timestamps are marked in red. Note that consumers are heterogeneous in both how many
ads they receive and how many times they visit the website (if they visit at all). Crucial patterns

visible to a modeller are the strong clumping periods spread out over a long overall horizon for
some consumers. Those may, once more, be indicative of either variation in advertising intensity or

momentum-building state-dependence.



Figure 2.1: Sample timeseries.

To analyze those data, we estimate Bayesian hierarchical Hawkes, Weibull, and (daily-level) Poisson-
Koyck models, all with individual-level base rates (i.e. intercepts) following Gamma distributions.
Details on each model are provided in Section 2.7. For now, note that following usual formulations
the Weibull model does not allow for carryover of ad impacts. Meanwhile, the Poisson-Koyck can
be easily allowed to have ad impact and feedback mechanisms with arbitrary carryover memory
which we set to at most 5 lagged periods. Table 2.1 shows maximum a posteriori (MAP) estimates
of the mean and variance of the base rate, as well as scale ( rst-order direct impacts) and timescale
(the minimum amount of time to realize at least 99% of the full e ect) for both feedback and ad

impacts across all modelg.

The results show a variety of interesting confounding e ects among models. First, note that, de-
spite the seemingly noisy structure of data in Figure 2.1 and the small panel (100) of consumers,

the Hawkes model closely recovers true e ects. Meanwhile, the Weibull model has no direct mecha-

2E ects are estimated at the MAP for all model parameters. We report the mean and variance of the empirical
base rate distribution,not the data-generating Gamma (0:2; 1)



Table 2.1: Inferred e ects.

Model Base rate Ad impact Feedback

Mean Var. Scale Timescale Scale Timescale
True 0.18 0.17 0.1 1 day 0.3 7 days
Weibull 0.36 0.25 0.12 1 day - -
Koyck 0.28 0.18 0.04 5 days 0.03 4 days
Hawkes 0.18 0.19 0.1 0.89days 0.31 1.0days

nism for accounting for repeated feedback, with its duration dependence structure only portraying

that the process resets itself at every observed visit. It closely recovers the direct ad impact, but
incorrectly attributes excess visits to additional heterogeneity as opposed to endogeneity (the mean
of the base rate is more than twice as large as the true value). That has a substantial impact for

managerial decision-making.

In truth, each direct ad impact of 0.1 additional visits may in turn trigger a behavioral cascade for
which each visit endogenously accrues an extra 0.3 visits. The true (direct plus indirect) impact of
each ad is then0:1 (1+0:3+0:3%+ ::) = 0:143 marginally above the conclusion we would derive

from the Weibull estimate.

The Koyck model similarly fails to recover true advertising e ects. It absorbs both ad impacts and
feedback e ects into the base rate, with its variance close to the true value, but largely overesti-
mating the mean rate. The main driver of error in this case is discretization bias: data discretized

at the daily level are not granular enough to show clumping in short timescales, which are indica-
tive of feedback, and the model cannot parse the order of endogenous cascades and triggering ad
deliveries per day. Without a more complex system for benchmarking appropriate data granularity
(Kim et al., 2022), the estimated full (direct plus indirect) impact of each ad is only 0.041, far

underestimating the true e ect.

The need for models that are granular in time and capable of modelling both exogenous and endoge-
nous shocks exibly cannot be understated. We argue that Hawkes processes are a superior tool
for modelling high-frequency data than what has been previously used in the marketing literature.

Taking this simulated example as the starting point, the remainder of this chapter both presents



the essential mathematical basis of Hawkes processes and introduces innovations to improve their

applicability to the empirical problems faced by marketing researchers and practitioners.

Applying Hawkes models to real marketing data requires overcoming additional challenges due
to both model speci cation and data characteristics. A rst major challenge addressed in this
chapter is the lack of appropriate parametric endogenous feedback functions. Many of the tasks
central to marketing analysis, such as long-term behavior forecasting, present scalability challenges
to fully nonparametric Hawkes processes, and existing parametric feedback functions are heavily
tailored to the unique characteristics of other contexts that do not directly translate to individual
consumption or web browsing. This chapter proposes overcoming that barrier by introducing a
novel parametric feedback function that more closely captures dynamic behavior patterns commonly
found in marketing applications. We also extend the framework by incorporating an ad-response
function that can account for transitory wearout of repeated advertising (Mahajan and Muller, 1986;

Braun and Moe, 2013).

A second major challenge is that new laws restricting the availability of individual data render
current estimation approaches for Hawkes models less e ective. To overcome that, we propose an
estimation method that imputes missing data using stochastic forecasting techniques and properties

unique to point processes.

We benchmark both the new feedback functions and modi ed estimation method in simulation
studies. We also provide simulation examples of data features that illustrate the superior t of
generalized Hawkes models over common marketing models nested in the class. Finally, we apply
the proposed model to two distinct empirical advertising contexts. The rst real-world dataset
analyzed is the 2009 Cash-for-Clunkers ad campaign, previously studied by Braun and Moe (2013).
Despite its age, the dataset provides a set of clean observations of individual-level, uninterrupted
clickstream. The second dataset covers a short series of ad campaigns run in 2023 under new digital
tracking restrictions and o ers a better portrayal of how the model fares under current conditions

of data availability.



This chapter is structured as follows. Section 2.2 covers the general structure of the Hawkes process
class and its connections to marketing models. Sections 2.3, 2.4, 2.5 and 2.6 discuss Hawkes model
extensions for modelling marketing data, including both methods from previous literature and
entirely novel contributions. Section 2.7 presents multiple simulation studies to evaluate model
identi cation and compare e ect inferences under the proposed model versus extant models in
the marketing literature. Sections 2.8 and 2.9 then show modelling applications to two empirical

datasets.
2.2. Modelling framework
2.2.1. General model structure

Clickstream data typically track individual consumers in continuous time as they interact with a
company in multiple digital channels. We assume that, without violating privacy restrictions, we
may at most note the time of the k-th interaction by the i-th consumer, i, in the interval [0;T].
An interaction may be simply visiting a page in a company's website, and for simplicity we assume
that the data track only that form of interaction. In later sections we address how that assumption
might be relaxed for data that also track conversions and variable spending per website visit. Of

major interest is that consumers' clickstream journeys often exhibit momentum build-up.

Point processes are the large class of stochastic models associated with the distribution of points
(such as unique clickstream events) along an axis (i.e. time) (Daley and Vere-Jones, 2003). It is
most common to frame them through random variables for either the time duration between points,

K k 1, Or the total count of points in a xed interval, written N (t) for the interval [0;t]. In
some cases, the same process leads to closed-form representations of both timing and count, such
as how a Poisson process leads to Exponential-distributed timing and Poisson-distributed counts.

Both views are fully described by the same statistic, the intensity function (t).3

When (t) includes an endogenous feedback system, it is said to describe a Hawkes process (Hawkes,

3This is the quantity commonly named the hazard function or hazard rate in survival analysis. We use the
intensity terminology as it is more common in generalized point process analysis.



1971hb). It is standard to set Hawkes intensity to the form

Zt
(tHY = (O+ 0g(t JAN(); (2.1)

whereH is the history of the process up to timet, (t) is a time-varying exogenous rate, accounting
for both calendar e ects and potential exogenous shocks such as advertising e ects, arglis an
autoregressive feedback functiofl. Note that, since N ( ) is a step function, the integral in (2.1) is
equivalent to P . t9(t k). The additive form of the intensity is essential for many of the desirable
properties of Hawkes processes; it is similar to the Aalen additive hazard model (Aalen, 1980, 1989)

but unlike most other models in survival analysis (e.g., a Cox proportional-hazards modep.

The outcome of a Hawkes process is a sequence of timestanipgg at which points are observed,

as shown in Figure 2.2. Intuitively, we may think of (2.1) as describing an autoregressive variant

of a nonhomogeneous Poisson process. By linear decomposition, it is also correct to view it as

a nonhomogeneous Poisson process that triggers new nonhomogeneous Poisson processes at every
new point. Like Poisson processes, Hawkes processes are mathematically convenient for the analysis
of data that is highly granular across consumers and time. In marketing settings, the points of

interest may be actual sales events, service events, website visits, etc.

The main advantage of Hawkes models is that very few assumptions must be made abouft) and

g(t ) to satisfy regularity conditions. That makes them mathematically light, yet principled struc-
tures for capturing complex state-dependence and other endogenous cascades. With di erent struc-
turesfor (t) andg(t ), models in the class have been successful tools for analyzing nancial time-
series (Da Fonseca and Zaatour, 2014; Bacry et al., 2015), neural activity (Reynaud-Bouret et al.,
2014), seismic events (Ogata, 1998; Zhuang et al., 2002) and social contagion (Fox et al., 2016;
Alvari and Shakarian, 2019; Zhuang and Mateu, 2019). The main challenge to using Hawkesian

tools in marketing analysis is then the lack of standard( ;g ) appropriate for our context.

“A process described by (2.1) is often called univariate because it only sees its own feedback system, precluding
social in uence.

5The relative appropriateness and realism of additive or multiplicative hazard functions is di cult to verify in
most contexts (Mesak and Hsu, 2001).

10



Figure 2.2: Sample Hawkes process path.

Note: (t) = exp(sin(2t ))=10 and g(t )= exp( (t )). Approximate simulation was generated by
the Thinning Algorithm (Ogata, 1981).

Figure 2.3: Relations between Hawkes and Marketing models.

That said, many common marketing models are nested within the Hawkes class (Figure 2.3). Of
course, wheng = 0, a Hawkes model collapses to a Poisson process, which may have static or
dynamic (t). Poisson processes in turn nest common models such as Poisson count regression and
accelerated failure-time regression. Wher{ ;g ) are both constant, the resulting Hawkes model's
count outcome N (t) follows the Negative-Binomial distribution (see Appendix A). Also with con-
stant ( ;g ) and a few additional limiting conditions, the equivalent timing portrayal coincides with

the stochastic Bass model (see Appendix B). With time discretization, some count autoregressive
models (e.g., Koyck (1954)), can be shown to approximate count portrayals of Hawkes models
(Filimonov et al., 2015). As previously mentioned, most Aalen additive hazards models (Aalen,

1980) are subcases of Hawkes models for speci ¢ choiceq ¢f ).

11



2.2.2. Likelihood function

R
The regularity conditions of a Hawkes model are simple: (t) 0;8t and 01 g(t)dt< 1. The rst
condition arises from the formal de nition of intensity. The second states that each event should be
expected to endogenously trigger less than a full additional event, which prevents the model from

becoming endogenously self-sustaining or accumulating in nite speed (t) ' 1 ).8

Given these two simple regularity conditions, any number of additional assumptions may be made
without losing the core desirable properties of the Hawkes class, such as the common log-likelihood
function of the form:

Zt

X
l(Hr) = In( (kiH ) . (tjiH)dt; (2.2)
k T

as per Rubin (1972) and Ozaki (1979). Auxiliary assumptions may be desired to guarantee (piece-
wise) closed-form integration of( ;g ) with respect to t, or at least guarantee that fast numerical
integration can be performed with small variance. Speci ¢ parametrizations ofg also o er major

analytical advantages, as discussed later.
2.2.3. Model extensions for digital advertising data

Of course, consumer behavior data present a variety of challenges that motivate model extensions
beyond the simple structure discussed so far. We may summarize those problems and their respective
solutions at this point as they comprise the majority of the remainder of this chapter. Some

extensions have been previously studied by other researchers, while others are entirely novel.

As a starting point, the most common feedback functiong(t ), the exponential kernel (Hawkes,
1971b), describes patterns of momentum buildup that are inconsistent with common assumptions
about consumer behavior. We argue that a novel feedback function that allows for delayed behavioral
reinforcement is necessary for advertising applications and we present a candidate parametrization
for such a function. Many problems in digital advertising also involve forecasting tasks, which can be
challenging to conduct depending on our choice aj(t ). We present a previously used forecasting

method in the literature (Farajtabar et al., 2016) and adapt it to our novel feedback function.

5This second condition is equivalent to the unit-root or stationarity condition of Koyck, ARMA, and VAR models.
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Table 2.2: Model extensions.

Challenge Proposed solution Section
Speci cation Behavioral momentum delays New feedback function 2.3
Forecasting tools Average intensity estimators 2.3
Dynamic advertising e ects New ad impact function 2.4
Exogenous time trends Gaussian-process-driven(t) 2.5
Unobserved heterogeneity Bayesian hierarchical structure 2.5
Data limits  Individual sparsity Bayesian hierarchical structure 2.5
Cookie-tracking truncation Truncated Hawkes estimator 2.6
Ad delivery censoring Ad timing convolution function 2.6

Meanwhile, the exogenous component(t) is equivalent to the hazard rate of most timing models in
marketing and must similarly include components that account for dynamic impacts of advertising,
time trends, and heterogeneity across consumers. We propose a novel ad impact function to capture
the dynamic e ects of advertising. To capture time trends we adapt a previously proposed Gaussian-
process-driven intensity function (Lloyd et al., 2015). We overcome the challenge of latent parameter
heterogeneity, as well as potential data sparsity, with Bayesian hierarchical extensions increasingly
popular in the Hawkes literature (Malem-Shinitski et al., 2022; Zhang et al., 2022). Our formulation
of a Bayesian Hawkes model and proposed estimation method allow us to have latent heterogeneity

in both (t) and g(t ) without signi cant challenges to model scalability.

We consider model estimation challenges posed by recent legislation on user privacy. We present
novel estimators that account for both data truncation due to limited cookie-based tracking and ad
timing censoring due to limits on data sharing between marketers and digital advertising platforms.
Table 2.2 summarizes the broad range of model extensions that must be undertaken and their

respective sections in this chapter.

There are many additional extensions that may be proposed to match a Hawkes model to other
needs of digital marketing applications. Many of those are relatively simple but fall outside the

scope of this chapter. We therefore discuss those only brie .

For instance, while the simplest clickstream datasets consist only of timestamps for visits, they are

often paired with other covariates that vary stochastically with each event. These may include the
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user's browsing platform (e.g., mobile, tablet), time spent on webpage, and ultimately conversion
or purchase behavior. While the Hawkes process structure is a powerful tool for handling the
timestamps themselves, some extensions allow them to also account for the stochastic characteristics

of each timestamp.

A Hawkes process for which events have other stochastic qualities is called a marked process
(Hawkes, 1972), in the same manner as the traditional marked Poisson processes. Marked Hawkes
processes in general assume that the distribution of the mark associated with each event (e.g., the
likelihood of conversion, the volume of spending) is independent of the endogenous dynamics in the
process, and thus inherit most of the convenient properties of a marked Poisson process. We use
a similar assumption to capture cookie consenting behavior in Section 2.6. Cases in which marks
depend on a feedback system have been sparsely studied (Wang et al., 2016; Waghmare et al., 2022)

and provide ample opportunities for further work.

One speci c covariate common to clickstream also motivates a di erent modelling assumption.
When users visit a webpage from di erent platforms and engage in di erent behavior across them,
it may be useful to model each platform's process as a separate outcome in a multivariate process
(Lemonnier et al., 2016; Chen et al., 2019). Although that extension is hot computationally onerous,

we do not employ it in our empirical studies.

One may also consider the existence of short-term negative feedback due to consumer satiation. One
can modify our proposed feedback function to account for that at a small cost to model identi cation.

That extension is discussed in Appendix E.

Finally, we note that Hidden Markov Models (HMMs), which haven been previously used in the mar-
keting literature, can also induce alternating periods of intense and sparse activity (Netzer et al.,
2008) through an entirely di erent mechanism, relying on phase-changes instead of momentum
buildup. HMMs and Hawkes processes have been previously used in conjunction to describe com-
plimentary forms of activity spikes (Wu et al., 2021), although we do not examine that modelling

approach further in this chapter.
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2.3. The feedback function
2.3.1. Parametric kernels
Exponential kernel

The most common speci cation ofg is the exponential decay kernel proposed by Hawkes (1971b),
which may be parameterized as

ot )= e @ (2.3)

f; g2 R"*. It has the advantage of being easily interpretable with a parameter for magnitude
and a parameter for speed of memory decay. It can also be easily constrained to ensure process
stationarity by enforcing < 1. This kernel is most appropriate for contexts in which the endogenous
feedback consists only of short-term momentum building, which has proven useful for applications in
high-frequency nancial trading (Bacry et al., 2015) and social media virality (Alvari and Shakarian,

2019).

Due to its simplicity, the exponential kernel is not a proper descriptor of anything but short-term
momentum-building processes. This has motivated the adoption of domain-speci g in past litera-
ture. For instance, the g commonly adopted in seismology for the ETAs model (Zhuang et al., 2002;
Daley and Vere-Jones, 2003; Guo et al., 2017) has both a slower-than-exponential decay speed and
a scale parameter that varies with magnitude of the initial earthquake. For marketing applications,
we may be similarly concerned with the extent to which the exponential kernel fails to describe

consumer behavior.
Delayed-exponential kernel

Modelling browsing behavior poses a direct challenge to the exponential kernel: upon accessing
a webpage, consumers are expected to spend some time on it before navigating to a di erent
page, whereas the exponential kernel implies that a user is most likely to move to a dierent

page immediately upon accessing the website. To improve model realism, we propose the delayed-

exponential kernel:

gt )=(C + (t )Dexpf (t )g (2.4)
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Figure 2.4: Hawkes processes under alternative feedback kernels.

Note: In both cases the exogenous rate is constant at(t) = 0:05. The exponential kernel has parameters
f; g= f0:1,0:2g and the delayed-exponential hag ; ; g= f0:1;0:2;0:059. The additional delayed shock
makes the total scale of feedback under the delayed-exponential larger than under the exponential although
f; gare similar in both cases. Over a horizon off = 360, the exponential sample had 25 events, and the
delayed exponential had 30.

wheref ; ; g 2 R* and the resulting process is stationary if + — < 1. Substantively, all this
formulation adds is a parameter for additional delayed momentum propagation. We may interpret

as the instantaneous feedback shock, and as the scale of the delayed shock.

As the delayed shock shrinks, that is, as ! 0, this converges to the exponential kernel. As
increases,g leads to smoother patterns of momentum buildup, as may be seen in Figure 2.4. The
less explosive and more prolonged clustering pattern of the delayed-exponential kernel more closely

matches the assumptions that consumers have non-instantaneous information processing periods.
2.3.2. Forecasting process path

Predicting the future outcomes of an observed Hawkes process is not trivial, as computing the
expected amount of future events requires nding an estimate for the average amount of endogenous
feedback in the process over time. Formally, let( t) = Eyn[ (t)], so ( t) gives the average

intensity of the process at timet. An appropriate estimate of ( t) must satisfy the Volterra equation

Z t
(D= O+ . g(t ) ( 9)ds; (2.5)

which, informally, may be interpreted as a recursion of future expected intensity on previously

accrued expected intensity.
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In general, nding ( t) for nite time requires a distinctive two-stage method with considerable
computational overhead. Farajtabar et al. (2016) present one of the cleanest formulations of such

a procedure, which we review here.

Assume that the exogenous rate is xed over time and equal to 1. Let ¢(t) be the average
intensity of the process at timet including any amount of endogeneity induced by the unit rate .

Mathematically, we can express it as:

Z t
o(t) =1+ ) g(t ) o )d: (2.6)

o(t) gives us an expectation of how the process, with no other uctuations, accrues a certain
amount of average endogenous action over a given amount of time and converges to a stationary

intensity. We refer to (t) as the stable state equation of a Hawkes process.

For the second stage, we only need to re-scale the stable state function to account for uctuations

in the exogenous rate. For the case in which the exogenous rate is constan{t) = , (2.5) is solved

by (t;tp) = o(t to). When (t) is a piecewise absolutely continuous function, we may achieve

a similar estimate by integrating o(t) with respect to (t), so the forecasting intensity att for an

observer attg is
YA t

(tito) = ot )d (): (2.7)

to
Figure 2.5 provides an illustration of both the stable-state equation and the resulting average in-
tensity estimate over time for a delay-exponential kernel shock. To demonstrate a clear use of that
estimator, in Figure 2.6 we simulate a process using the same parameters of the function in Figure
2.5 for 15 days, then forecast the 15 following days. The t) calculated with (2.7) is marked as a
blue line superposed to many simulated paths for the process conditional on the observed period.
Starting from the decaying peak of the last observed event( t) reaches a stable state slightly above
the base rate. The gap between( t) and (t) is average amount of endogenous feedback of the

process.
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Figure 2.5: Mean- eld forecasts of a Hawkes process.

Note: The kernel g(t) is delayed-exponential with parametersf ; ; g= f0:1;3; 1g and the exogenous rate
is (t) =(0:1)expfsin(0:05(t ))g. The gure on the right shows the exogenous intensity as a solid line, and
the average intensity, accounting for endogenous propagation, as a dashed line.

Figure 2.6: Sample Hawkes process forecasting.

Note: The vertical dotted line marks the limit of the observation interval. To the left of the line we see
observed points in the simulated process and the corresponding intensity function. To the right, simulated
paths for the unobserved period are marked as gray lines, the average intensity of those simulations is marked
as a barely visible red dotted line, and the dot-dashed blue line showg t) under the proposed estimator.
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We can often solve for (2.7) with numerical integration techniques. However, the computational cost
increases massively if ¢ is also estimated numerically, or using stochastic simulation techniques. It
is therefore desirable for parametric feedback functions to yield closed-form stable stateg. That

is indeed the case for the exponential kernel, which yields

e t@ )

o(t) = L 1

(2.8)

It is less obvious that the delayed-exponential also yields a closed-formgy. Nevertheless, it does:

t

swo(2) (etw 1)( 2 2 ( 2)) N (etW+1)( + ) .
+ ( 1) 2W 2 + ( 1)1

(2.9)

o(t) = °

P
wherew = 22+4 . As ! 0(2.9) converges to (2.8).

The increase in complexity in computing o, necessary for forecasting, with even a modest ex-
tension to the exponential kernel reveals one of the major challenges in formulating more general
yet tractable Hawkes models. The Volterra integral equation in (2.6) cannot be easily solved for
most choices ofg, so alternative parametric forms must be chosen to balance descriptive validity in

speci ¢ domains and computational speed of forecasting.
2.4. The ad impact function

We also require an exogenous impact function tailored to the phenomena observed in digital adver-
tising. Ideally, that function must be exible to capturing unique marketing shocks in continuous
time as well as aggregate shocks with unobserved timing. That exibility is motivated by digital
marketing actions having varying degrees of visibility; e.g., while email delivery times are observ-
able, display ads in third-party platforms may be censored to di erent degrees depending on the
platform and local laws. We start by modelling the true continuous-time impact function relying

on full visibility, and in later sections discuss how to adapt it to censored delivery times.

For simplicity, we assume the existence of a single type of marketing shock, i.e. a single ad creative.
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This greatly simpli es notation of following tasks but precludes the existence of copy-change e ects
(Braun and Moe, 2013). The costs and advantages of di erent multi-creative formulations remain

a challenge for future work.

A variety of meta-analyses and large experimental studies from the advertising literature
(Singh et al., 1994; Lodish et al., 1995; Naik et al., 1998; Janiszewski et al., 2003; Sahni, 2015;
Edeling and Fischer, 2016; Koéhler et al., 2017; Sahni et al., 2019), provide guidance on the core
features of individual ad e ects. Collectively, those studies suggest that the individual ad response
function, which we denote by , should have slow (power-law-like) decay over time and decreasing

e ects (wearout) if ads are delivered with too little spacing.

We propose an impact function formed by two separate components meant to capture time-decay
( 1) and spacing wearout ( ;). Let the maximum ad impact for a single ad be > 0. The in uence
of an ad delivered at time , on outcomes at timet can be parametrized with power-law decay as

it W= @+t o L >o0

Unfortunately, there is signi cant disagreement among previous works on the best functional form
to capture spacing wearout. Major points of contention include whether spacing wearout e ects
are empirically distinct from repetition wearout e ects, and whether those functions should be
structured with corresponding repetition wear-in e ects (i.e. increasing e ects of marginal ads due
to repetition). Without assuming an intricate wearout mechanism, we propose a relatively simple
decay function »( | | 1) = ﬁ; > 0, with no wearout prior to the rst ad, i.e.

2( 1 0) = 1. That is, the impact of each ad only shrinks depending on its spacing from the

previous ad, independently of the total amount of or distance from other previous ads.

Bringing both e ects together, the direct ad response is given by

(r 1)

t 0 o=t )20 )= @+t ) 11+ (1o 1):

(2.10)

Figure 2.7 illustrates the adstock and frequency wearout patterns of (2.10). Following the general
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Figure 2.7: Individual ad impact function.

Note: The plot on the left shows the adstock intensity over time for a consumer who receives unique ads
at the timestamps marked with vertical dotted lines. The plot on the right shows how a single ad shock is
worn out conditional on the spacing since the previous ad delivery.

Hawkes structure, we assume that individual ad shocks are linearly additive in (t). The exogenous
P
component of (t) is decomposable as(t)= o(t)+ | (t |5 | | 1), where ¢(t) represents

the remaining exogenous uctuations including all non-marketing shocks and time trends.
2.5. Bayesian estimation
2.5.1. Hierarchical structure and variational inference

To add latent heterogeneity to the model, and to overcome data sparsity at the level of the individual
consumer, we add a Bayesian hierarchical layer underlying the previous parametric functions. For
simplicity, we assume that all non-negative parameters( ; ; ; ) follow independentlog-Normal
distributions and vary over individual consumers. We assume is Beta-distributed over consumers.
As will be discussed in the next subsection, we assumeg(t) includes an individual-level xed e ect
that is log-Normal -distributed, as opposed to theGamma-distributed base-rate found in typical

Poisson-Gamma and Weibull-Gamma models.

Partial pooling of information allows us to overcome the issues of individual data being sparse and
noisy, but presents new scalibility challenges. As the goal of this analysis is to develop models
appropriate for digital marketing contexts, and as datasets found in those contexts are often very

large, we eschew Bayesian updating by sampling methods.

A more scalable alternative is the estimation of approximate posteriors by Stochastic Variational

Inference, or VI (Ho man et al., 2013; Blei et al., 2017; Tran et al., 2021). The variational approach
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allows us to choose mutually independent distributions to approximate the true posteriors of all
parameters. In this case, we assume that our variational approximations are a combination of

Gamma, log-Normal and Beta distributions (to match the previous structure).

Variational estimators are known to be fast and consistent (in the frequentist sense) estimators for
the centers of mass of true posterior distributions (Wang and Blei, 2019), while systematically un-
derestimating true posterior variance (Wang and Titterington, 2005). There are di erent proposed
approaches for validating the extent to which the variational estimates underestimate variance
(Yao et al., 2018; Huggins et al., 2020), and we adopt some of them in later sections. Currently, it
is undeniable that there is a marked tradeo between scalability and reliability in Bayesian meth-
ods. We argue that, as the VI approach is good at recovering point estimates of posterior means
(which we extensively verify in Section 2.7), it is e ective for many applications in predictive ana-
lytics. For inference tasks that rely on precise con dence bounds, sampling methods should likely
be adopted instead. We illustrate in later simulation studies both the precision of point estimates

and unreliability of con dence intervals under VI estimators.
2.5.2. Nonparametric components

Estimating some parts of a Hawkes model nonparametrically serves two key purposes in empirical

applications. First, correct recovery of parameters foig relies on properly accounting for unobserved

exogenous shocks, many of which may be estimated with a exible, time-varying, nonparametric
o(t). Second, having readily available nonparametric estimators fog greatly simpli es the task of

benchmarking the appropriateness of assuming a speci ¢ parametrig function.

While multiple approaches have been proposed for modelling nonparametric Hawkes components,
the adoption of Gaussian processes (GPs) is increasingly popular (Liu and Hauskrecht, 2019;
Zhou et al., 2020; Zhang et al., 2022). GPs naturally lend themselves to the task as they are exible,
continuous-time, Bayesian estimators with simple and well-studied extensions to ensure scalability

(Rasmussen and Williams, 2006).

For a summary of the method, we may take timet as our only variable of interest and state that
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the GP structure assumes that an unknown functionf (t) can be captured by a multivariate Normal
distribution with a exible enough covariance matrix. f (t) can then be related back to either or
g by a link function.” We setIn( o(t)) = f (t) to simplify capturing extreme outliers common in
digital clickstream data and setIO gt )=fqt ) toleverage the fast GP integration technique

proposed by Lloyd et al. (2015)8

The fully nonparametric intensity function "(t) is

Z
)= el @+ t f2t )AN(): (2.11)
0

whereu; log-Normal is an individual-level parameter capturing the long-term mean rate of the

process, and ; Beta is an individual-level parameter capturing scale of feedback.

De ning the GPs (f; f 9 also requires appropriate choices of covariance kernéds(t; t). Conveniently,
there are a variety of standard-form kernel functions used in the GP literature that may be combined
to capture desirable features in the data (Duvenaud, 2014; Dew and Ansari, 2018; Dew et al., 2024).
For f, thinking of internet tra ¢ in general, we assume the existence of potential medium-term
trends, which may be captured with the standard squared exponential kerneK sg with parameters

f s;lsg 2 R, and of cyclical weekly patterns, which may be captured with the standard periodic

kernel K p with free parametersf p:;lpg 2 R* and period length parameters xed at 7°

The feedback function is estimated with a second squared exponential kernélsg, with parameters

f 81392 R?

The GP priors for the exogenous and endogenous rates can then be fully written as

f(t) N@OKse(t;1))+ N(O;Kp7(t;1)); (2.12)

"Table 1 in Zhou et al. (2020) gives an overview of link functions used in other major implementations of GPs to
Hawkes components.

8 Alternatively, if weak negative feedback may exist, the link function gt ) = tanh (f %t )) may be used
at considerable speed costs
°The usual GP kernels are parameterized here askse (t;t ) = Zexp (t t)?=(213) and kp(t;t ) =

pexp  (2sin?( jt tj=p)*)(13) .
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fqt)  N(O;Ksg,(t;t)):

A remaining issue is the scalability of GPs in general, although within the VI framework a common
solution exists. Sparse GPs (Quinonero Candela and Rasmussen, 2005) approximate true GP pos-
teriors by using only the values of the target function at a few inducing pointsZ that contain enough
information about all observed valuesf (t) to reliably infer f at new points. That approach has the
major advantage of bypassing large matrix inversions needed to directly estimate(f (t )jf (t)) and
can be made simpler by treating both the location of the inducing pointsZ , as well as the mean
and covariance off at those points,mz and S, as hyperparameters in the VI loop (Titsias, 2009).

We further discuss identi cation strategies for sparse-GP-based Hawkes models in Appendix C.

The computational burden of adopting these exible estimators is, of course, nontrivial. As most
unobserved shocks in practice are expected to be exogenous, and as the greatest gains in compu-
tational speed for the model are made by constrainingy to a parametric shape, we nd the use of
semiparametric as opposed to fully nonparametric models to be preferable for empirical appli-
cations. In Sections 2.8 and 2.9, we apply such a model to real-world datasets and discuss how to

assess its quality of t.
2.6. Privacy-restricted data

Recent data privacy legislation has created greater barriers to both tracking individual users over
time and observing ad impressions. Those currently constitute some of the greatest challenges to
clickstream modelling. Nonetheless, two novel extensions enable one to estimate Hawkes processes

with truncated observations and censored ad impressions.
2.6.1. Clickstream truncation

For the last decades, advertisers have been able to track consumers through persistent cookies,
which yield nearly uninterrupted, individual-level, continuous-time clickstream data. However, at
the end of the 2010s new pieces of legislation, such as the landmark General Data Protection
Regulation (GDPR) of the European Union, introduced considerable constraints on how cookie

data may be collected or stored (Urban et al., 2019; Wang et al., 2023). Although, as of the writing
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of this chapter, privacy requirements and standards for cookies are quickly evolving, we can base

the conditions under which we estimate process parameters on persistent international trend8.

We assume that users are still individually tracked through unique identi ers, but data may only
be collected within discrete, non-contiguous intervalsO; = [C; ;Cjo]. At every C; a user visits the
target website and consents to be tracked via a session cookie, which then expiresq‘i when the
browsing session ends. In the truncated intervallj = (CJ-O; Cj+1), the user may either not visit the
website at all, visit it but not consent to be tracked, or visit under conditions (e.g., a di erent device
and IP address) that make us unable to match them to their previous identi er. A full history per
user may be formed by joining the observed periods, such thatl; is now comprised of both a set

of tracking intervals f O; g, and a set of timestamps for website visits while a user is being tracked

f Q.

To estimate the previous model overf O; g, we must account for events in the unobserved periods
fTjg. If clicks in disjoint intervals were independent, without endogenous feedback, as in a Poisson
process, and if the truncated intervalsf Tj g were distributed independently off g, that procedure
would be simple: the model might be simply estimated overSj O; independently of the truncated
intervals. In behavioral data with endogenous feedback, however, any unobserved eventsTip can
aect events in the next observed interval O;+1. Not accounting for those endogenous spillovers
between observed and truncated intervals may lead to overestimating the impact of exogenous
e ects. In the case of a Hawkes process, this requires a strategy for interpolating[ (t)];t 2 T;.
Furthermore, the distribution of consent times C; is endogenously dependent on(t), as users are
only prompted for consent upon visiting the website, which requires us to estimate an endogenous

likelihood of consenting to cookies.

Fully accounting for all of those e ects requires multiple steps. We start by making simplifying
assumptions about the dynamics of truncation in the browsing process. We assume that users

begin their clickstream journey untracked and upon initially visiting the website are prompted to

0 Towards increased restrictions on cookie tracking, as per the Indian PDPB, the Brazilian LGPD, or the South
African POPIA.
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consent to a cookie, which happens with probabilityp. That consenting probability may be easily
estimated at the population-level by comparing the aggregate web tra ¢ gures for a website with
the amount of individually-tracked visits (under the assumption that p is homogeneous across users

and over time).

Upon consenting (or not) to be tracked, a user remains in an active session (tracked or untracked)
for a stochastic duration. Assuming that the duration windows of active sessions are independently
and identically distributed (whether or not they are tracked), and independent of any duration
dependence, we may model them as exponentially distributed random variables with a common
population-level rate ! . We nally assume that while a user is unobserved inT;, they revisit the

website following the same Hawkes process observable®;.

To interpolate the rate at which events happen during eachT;, we use the previously discussed
expected intensity of the Hawkes procesq t). While unobserved, each user's browsing intensity

may be estimated by ( t) subjected to a few auxiliary assumptions. De ne the long-term stable-

state o(t) !tll o0, and take the expected average intensity of the process over the entire window
T as 7
0
ST

J

With the population-level p and , and the individual-level ; estimated based on user behavior
during the observed periods, we compose a model for cookie-consenting dynamics as a continuous
time Markov chain with three states: active and tracked (observed), inactive (unobserved) and
active but untracked (unobserved). The chain is depicted in Figure 2.8 with all corresponding

transition rates.

The timing of C; after a period jT;j is distributed exponentially with a rate (p ;) rescaled by the
expected fraction of time the process spends in the inactive state, which we approximate by the

limiting distribution of the chain (in the unobserved states) as H(llﬁ.“ The probability of all
' J

1 The assumption that the transition behavior of the chain can be reliably approximated by its limiting behavior
may be inappropriate for relatively short jT;j. In those cases a more complete treatment of the chain's inhomoge-
neous mechanics, without using the average intensity j, may be achieved by investigating the system's phase-type
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Figure 2.8: Markov chain model for cookie-consenting dynamics.

cookie-consenting events, accounting for unobserved feedback dynamics during truncation periods,
is then:
Y !p . J 'p j

j e 0 w0 (2.14)

P(fCjg) = A 9

j
Having an estimator for the occurrence of any observed periods, we must also augment the intensity
function within each observed periods with an additional term that encodes all momentum built up

during the previous truncated periods.

Let Tt) be the Hawkes process intensity accounting for both observed events and some expec-
tation of the amount of unobserved events during each truncation window. To computeT t),

we use a stock-variable portrayal ong o(t )dN (1), that is, a recursive equation for the ac-
cumulated endogenous intensity of the process. Denote the expected endogenous intensity as
( ;Cjo) = ( ;Cjo) (). For the delayed-exponential kernel, we also denote the auxiliary
quantity ( ;CQ)! o 9(;CJ). The expected endogenous intensity accrued iffj by the

delayed-exponential feedback function can then be summarized by the time-decaying variable
Mi()=[( Cj+1:CA+(t Cjaa)— °Cjs;CPle ¢ CGm); (2.15)

fort Cis+1. Aggregating the in uences of unobserved periods, and scaling them by the probability

(1 p) that a cookie was not accepted in each period, yields the expected intensity function of

distribution (Bladt, 2005; Albrecher and Bladt, 2019).
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observed events:

Z

X
“(tH) = (D) + . gt )dN( )+ 1 pM;(t); (2.16)
jZCj+1 t

which can be used to calculate the likelihood of events il©; (excluding the consent-giving events
at Cj):
) Y h i P
P(f «aifCjg) = “(kiH ) e !
k

R
oj (1 )d, (2.17)

The full likelihood of the truncated process is calculated by combining (2.14) and (2.17) al{H ) =
P(fCig) P(f kaifCj0).
2.6.2. Unobserved ad timing

Associated with increases in legal requirements for consumer data tracking is a decrease in the
visibility of digital marketing campaigns. An associated problem is that advertising platforms may
know exactly the timing of delivery of ads, but they often cannot, or are unwilling to, share that
information with the primary advertiser. For instance, a digital advertising agency may pay a social
media platform to deliver a certain number of ads to a certain list of consumers, but only the agency
may track clickstream on the product's webpage, and only the social media platform may see the
timing of ad deliveries. As a result, it is now often challenging, if not impossible, to match individual

consumers to individual ads.

Taking the point of view of a primary advertiser that only gets limited information from the platform
that delivers ads, we may approximate a distribution for the timing of those censored impressions.
This estimator may be used both at the level of individual consumers, as well as that of a cohort
of consumers if the platform is not allowed to share individually-identifying information on target

consumers.

Assume a single campaign type runs over intervald; of homogeneous lengthj@;j = jAgj; 8j;k). In
eachAj, the primary advertiser can request lists of users to be placed in treatment or control groups

per campaign, denotedWj; =1 if useri is in the treatment group in interval j, and zero otherwise.

28



After each A;, the advertising platform informs the primary advertiser of the total number of ads
delivered across all usersD;. We start by modelling the impact of individual ads, then discuss an
approach to partial estimation of the individual impact function without exact delivery times, but

with access toW;; and Dj.

We start from the individual ad impact function discussed in Section 2.4. When ad delivery times
P

are observed, the model's exogenous intensity may be estimated by adding, (t o | 1)

to the exogenous base intensity (which includes all non-marketing shocks)y(t). However, when

only the aggregate count of impressions across all users is known, we require a distinct strategy.

Let = Dirichlet be the ad-reception propensities of users. Those may capture that some users are
online more often, and thus have more chances to be served ads, or that an ad distribution algorithm
in the advertising platform is more likely to prioritize deliveries to some users (independent of the
ad buyer's strategy). Per period, ads are delivered to users @;  Multinomial Dj;~W; , where

Dj is the count of ads delivered to thei-th user.

Conditional on E[Dj; ], we may calculate the expected total ad impact oveA; with a straightforward
probabilistic convolution. First, we assume the timescale of ((t) is much smaller thanjA;j, so the
cumulative impact of  over jA;jj can be approximated simply as ». Second, we assume that ads
are delivered with independent exponential timing. We may then model the interarrival times of
ads, | = | | 1, as the events of a Poisson process. By conditioning the ad arrival process on
the total count of events N; = Djj, we arrive at uniformly distributed event times in A; (Ross,

1983).

The impact of the rst ad per interval depends on wearout restoration due to previous periods
without ad deliveries. We de ne a stock variable for restoration through the recursive equation
Rij = Rj 1+ jAj 1j if Wj 1 =0 and 0 otherwise. The impact of the remaining ads per interval

may be calculated in closed-form based on known results for the order statistics of the continuous
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Figure 2.9: Expected aggregate ad impact.

Note: (Left) E[ (t;A;)jN(A;) = Dj ] overlaid with exact ad impact over a month-long window. (Right)
Aggregate wearout e ect of E[ ( A;)jDj ] as a function of Dy , for varying wearout rate

uniform distribution. Finally, the resulting expected total advertising impact in A; is:

Dij Wi 1Z jajj

. R i D )
ELCADIDjT= 7 ;’2” 1 2( ) jA'J_Jj( ﬁ)D” L d 4
d=1
= Rj ) ) JA] Djj i o
= m+ (Dij  Wj 1)]n+ A 1 1+ D, oF1(1;1,Dj +2; ]AJ#]#)
- R ij + (D” WIJ l) JAJ R DIJ JAJJ k+1
1+ Rj 1+ jAj] Yo 1Dtk 1+ jAj
(2.18)

Where 7F; is the (Gaussian) hypergeometric function. The corresponding density of this impact over
continuous time may be further approximated by uniformly distributing it as E[ (t; Aj)jN(Aj) =

E[( A))iN;=Dj
D] = SLLANRI=Rilgt 2 A;.

Note that this convolution maps our ad impact function, which only accounts for spacing wearout
between individual ads, into the aggregate advertising repetition wearout mechanisms commonly
used in the literature. E[( A;j)jDj ] is concave inDjj , that is, it yields that for a xed observation

interval Aj, increasing aggregate advertising yields decreasing aggregate returns.

Figure 2.9 shows an example of smoothing out the convolution uniformly as a density estimator and

an example of the corresponding repetition wearout function.
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2.7. Simulation studies

2.7.1. Mechanism recovery

We validate our modelling and estimation approaches step-wise through multiple simulation studies,

rst by revisiting the simulated data example in Section 1.

In that case, the true data generating process is a Hawkes process with constant base rati) =
i Gamma(0:2;1), delayed-exponential feedback( ; ; ) = (0:81;0:08;0:20) and the same ad
impact function discussed in Section 2.4 with parameterg; ; ) = (0:1;6:64; 105), that is, with

virtually no frequency wearout.

Here we further examine our model's ability to recover the impact of an ad compared to alternative
models. As demonstrated in the introductory example, while we might expect usual marketing
models to approximate the correct advertising e ects even when their parametrization is misspec-
i ed, features of a true Hawkes process make even powerful standard models, such as the Weibull
and Koyck models, inaccurate alternatives. A major concern across models is that estimates of the
indirect value of advertising (through causing feedback cascades) are extremely sensitive to model
misspeci cation and simple changes in the data generating parameters. Patterns of momentum
buildup in Hawkes processes cannot be easily explained by a Weibull structure, and may be missed

by Koyck models depending on their granularity.

To highlight that e ect, we replicate the introductory example by holding heterogeneity and the
scales of feedback and ad impact constant across cells, while the timescales of feedback and ad
impact are allowed to vary, being either short (99% of the e ect realized within one day) or long
(99% of the e ect realized within 7 days)1? The introductory example corresponds to the [short ad

impact, long feedback] cell.

Across all four cells, we simulate 100 iterations of a group of 100 processes. All processes are tracked

up to a horizon T = 360. Ads are exogenously assigned across the 100 processes of each group every

12Numerically, we achieve this by setting  to either 5:67 (short) or 0:81(long), and  to either 6:64 (short) or 2:22
(long)
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Timescale True Hawkes Hawkes Weibull Koyck

(Homogeneous)
Ad Feedback Ad Feedback Ad Feedback Ad Feedback Ad Feedback Ad Feedback
Short Short 0.1 0.3 0.101 0.311 0.09 0.848 0.21 0.0 0.05 0.0

(0.1) (0.3) (0.004) (0.009) (0.005) (0.03) (0.03) (0.0) (0.02)  (0.01)
Long  Short 0.1 0.3 0102 0313 0075 0871  0.15 0.0 0.03 0.01
(0.1) (0.3) (0.005) (0.011) (0.007) (0.035) (0.03) (0.0) (0.02) (0.02)

Short Long 0.1 0.3 0.1 0.344 0082 0891 012 0.0 0.03 0.04
(0.1) (0.3) (0.004) (0.017) (0.005) (0.025) (0.02) (0.0) (0.03) (0.02)
Llong Long 0.1 0.3 0.1 0.353  0.065 0907  0.08 0.0 0.02 0.04

(0.1) (0.3) (0.005) (0.023) (0.005) (0.018) (0.02) (0.0)  (0.02) (0.02)

Table 2.3: Posterior expectations of advertising impact under alternative models.

7 days!® Conditional on ad deliveries, we simulate process paths using Ogata's Thinning Algorithm

(Ogata, 1981).

Besides estimating the correctly specied model, we use as alternatives a homogeneous (non-
hierarchical) Hawkes model, a Poisson-Koyck model, and a Weibull model. The exact parametriza-
tions and implementations of the Poisson-Koyck and Weibull models are discussed in Appendix

D.

As the parameter estimates from the three models are not directly comparable, we compute summary
estimates for ad impact and feedback scale under each models using distinct methods. Under
the Hawkes models, those e ects are fully portrayed by the parameters and . The equivalent
estimates for the Weibull and Koyck models are discussed in Appendix D. Table 2.3 reports the
mean and standard error of the posterior expectation of those estimates across all iterations per

simulation cell.

A common result in empirical applications of Hawkes models is that longer-lasting feedback e ects
are harder to estimate. We see that clearly in the higher variance of feedback scale estimates of the
hierarchical Hawkes model for long feedback cells. Nonetheless, in all cases the hierarchical Hawkes

model cleanly separates ad and feedback e ects.

The remaining models su er from a variety of issues. In the absence of individual-level heterogeneity,

13 Per iteration, we do so by rst sampling individual exposure propensities ~  Dirichlet (O:5), then every 7 days
independently sample ad deliveriesD  Multinomial (300; 7).
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the homogeneous Hawkes model incorrectly attributes excess events to massive feedback e ects,

which consequently biases ad impact estimates downwards.

The Weibull model yields high-variance estimates of ad impacts. When the feedback timescale is
short, the model attributes some of the excess daily activities to advertising impacts, but when the
ad timescale is long, estimates of direct ad impact are biased downwards. As a result, the model
seems to sometimes approximate only the direct value of advertising (0.1), and sometimes the full
(direct plus indirect) impact of advertising (0.143). The [short ad impact, long feedback] cell used in
the introductory example is one of the more likely scenarios for the model correctly approximating

direct ad impacts.

For the case in which both ad and feedback e ects are observed within a single day, it closely
recovers the full e ect of advertising (direct plus indirect) of 0.143 as a direct impact of 0.15. This
indicates that although the model is highly sensitive to choices of data granularity, it may still yield

correct managerial insights under appropriate conditions.

The Poisson-Koyck model thoroughly fails at recovering the correct e ects, despite having su cient

lag-structure to (in theory) recover later shocks in the long timescale cases. The major di erence
from even the Weibull model is that the Koyck model must aggregate both event and ad timestamps
as daily-level counts. The aggregate portrayal misses too many of the relevant dynamic patterns
that indicate ad impacts, even when the timescale of those impacts is allowed to stretch over multiple

days.

Using these results as a baseline for when Hawkes-like momentum patterns may confound other
model speci cations, we investigate deeper the question of how correctly-speci ed Hawkes models
may correctly recover each e ect. As we have introduced many di erent model extensions through-

out the earlier sections, we will not simulate a single large panel of Hawkes models, but conduct
sequential tests of how adding more complex or exible structures may lead to worse parameter

recoveries.
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2.7.2. Model identi cation
Exponential kernel

The simplest Bayesian Hawkes model is one parametrized by a constant base intensity and the
standard exponential kernel. We demonstrate the ease of recovering its parameters with a simple
example, assuming (t) = 0:3, an observation horizon of T = 360 (days), and a moderate feedback
rate of = 0:3 (that is, every event indirectly triggers an expected0:3 additional events). Under
those assumptions, a Hawkes process will have its points spread out with gaps of a multiple days

between short bursts of activity.

For a vector ~ = [0:5; 1; 1.5; 2; 2:5; 3], we simulate 100 groups of 100 process paths for each cell
(; ). Note that the total scale of endogeneity in the processes is the same across all cells,
and increasing only increases the short-term magnitude while decreasing the total timescale of

feedback.

Imposing weak priors on each parameter, we run fast SVI estimation procedures based on decile

subsampling of the 100 processes per cell iteratiort?

Figure 2.10 provides summary plots for the results of estimating independent variational posteriors

for each of the100 groups of 100 processes sampled pdr; «).

Variational estimators are known to be fast and consistent (in the frequentist sense) estimators
for the centers of mass of true posterior distributions (Wang and Blei, 2019), while systematically
underestimating true posterior variance (Wang and Titterington, 2005). Likewise, the top and
middle plots of Figure 2.10 show that, both by visual inspection and MAPE calculations, the
centers of mass of all variational posteriors fall close to the true parameter values. We also nd no

evidence of bias, with small parameter errors centered at zero.

There are di erent proposed approaches for validating the extent to which the variational estimates

underestimate variance (Yao et al., 2018; Huggins et al., 2020).

¥ Half Cauchy(l); Beta(1;1); Half  Cauchy(1)
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Figure 2.10: Model estimation for simulated processes with feedback driven by exponential kernel.

Note: Top row shows for a single simulation cell the densities of variational posteriors for 100 groups of
100 processes (prior densities are marked as red lines and true values of each parameter as blue vertical
lines). Middle row shows (1) mean absolute percentage error between posterior means and true values for
each parameter for each cell «, (2) bias between posterior means and true values, and (3) proportion of
iterations for which true parameter values fall within the variational 95% credible interval.

In our case, the plot at the bottom right of Figure 2.10 tracks the proportion of iterations for
which true parameter values fall within the 95% credible intervals of the variational posteriors. The
worst coverage we achieve is aroun84%, with most coverage rates above thé®0% mark, but rarely
matching the inferred 95% level. This highlights the current tradeo between speed and reliability

in these estimators.
Delayed-exponential kernel

We validate the marginal identi cation costs of adopting the delayed-exponential kernel by starting
from the same simulation settings of the exponential kernel cas€. Under the delayed-exponential
kernel, each feedback shock peaks &t = 1 - which we want to constrain to values that might
be observed empirically. For browsing and searching behavior, we may think of a grid of delays of
(1;0:5;0:25;0:17,0:13) in days. Those values can be achieved by setting = 0:1, picking values of
~=]0:5;1,2;3;4], and dening k= (0:3 ) so thatin all cells the total scale of each feedback

shock is the same as in the previous simulation study.

The model is estimated under the same settings as before, and results are portrayed in Figure 2.11.

15 =0:3, that the total feedback magnitude is 0:3, and that per cell 100 groups of 100 process paths are sampled

up to T =360.
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Figure 2.11: Estimates of processes driven by delayed-exponential feedback.

Without increasing the observation horizon or cross-process sample size relative to the previous
study, posterior parameter MAPEs remain comparably good, but true parameter coverage worsens
considerably. That will remain true in further simulations: as the model grows more complex,

the costs of variational estimates underestimating variance grow, although average MAP estimates
remain close to true values. Note that increasing the observation horizon, and therefore the amount

of observed events per timeseries, would counteract this marginal worsening in parameter recovery.
Clickstream truncation

To validate the e ectiveness of the truncated estimator, we conduct another short simulation exer-
cise. We start from the parameter sets 2 f 0:5;1;2;3;4g, =0:1, = (0:3 ), similar to the
previous study. For each cell, we simulatel00 groups of 100 processes over a period of20 days

(the longer period is meant to make up for the lower count of observations).

Each process is then truncated with the following procedure. Each timeseries starts unobserved,
and the rst event initiates a session of duration Exp(0:3), which is recorded as observed with
probability 0:8. Upon session completion, the process returns to the inactive state and a new session

with a di erent duration starts at the next event, also being recorded with probability 0:8.

Figure 2.12 shows estimates of the truncated process in terms of posterior mode MAPE. As expected,
estimating the model ignoring truncation adjustments (i.e. assuming that disjoint observation

periods are independent) leads to severe parameter estimation errors. The truncation adjustment
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