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ABSTRACT
APPLICATIONS OF ADVANCED STATISTICAL MODELING TECHNIQUES FOR
UNDERSTANDING DEPRESSION
Colin Xu
Robert J. DeRubeis
We conducted three investigations into different facets of major depressive disorder.
Chapter One describes the application of hierarchical modeling techniques in
combination with the Linguistic Inquiry Word Count to characterize associations between
depressed individuals’ emotion regulation strategies and their discrete state emotion.
State emotion was associated with emotion regulation strategy selection, independent of
the adaptiveness of the coping response. In Chapter Two we investigated the relationship
between urban living and depression, using meta-analytic and meta-regression techniques
to characterize how this relationship has changed over time across both developed and
developing countries. In developed countries, depression prevalence was higher in urban
areas than rural areas. In developing countries, no overall effect of urbanicity was found,
although a relationship between urbanicity and depression appears to be emerging over
time. Chapter Three describes an investigation comparing the accuracy of traditional and
machine learning model building algorithms for predicting patient outcomes in response
to antidepressant treatment. Traditional model building techniques designed for
inferential analysis were found to be poorly suited for the purposes of prediction.
Machine learning techniques designed for prediction can make accurate predictions;
however, their utility is limited by how they are applied and to their access to informative
predictors.
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CHAPTER 1
Emotion Regulation Strategy Correlates with Discrete State Emotion in Major
Depression

Abstract
Background and Objectives: Research has shown that state emotion can affect emotion
regulation strategies in healthy samples. Emotion regulation plays an important role in
depression. We hypothesized that, for depressed individuals, experiencing anxiety or
anger affects emotion regulation strategy use differently than experiencing sadness.
Design and Methods : Individuals diagnosed with chronic or recurrent depression (N =
386) responded to vignettes of hypothetical stressors and reported their state emotions
and emotion regulation strategies in a thought-listing procedure. We modeled the effect
of reporting anger or anxiety compared to sadness on the use of seven emotion regulation
strategies: avoidance, distraction, other-blame, problem solving, rumination, self-blame,
and social support.
Results: Compared to sadness, anger was associated with a greater likelihood of otherblame, and a lower likelihood of avoidance, rumination, or self-blame. Compared to
sadness, anxiety was associated with a greater likelihood of using self-blame. Responses
with anger or anxiety did not significantly differ from sadness in coder-rated
adaptiveness.
Conclusions: Differences in observed emotion regulation strategy use were correlated
with the discrete emotions experienced, and not overall adaptiveness of a response. These
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results highlight the importance of assessing for emotion type when studying emotion
regulation strategy use in depression.
Keywords: emotion regulation, state emotion, depression
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Emotion Regulation Strategy Correlates with Discrete State Emotion in Major
Depression
Introduction
Emotion regulation is hypothesized to be an important mechanism in the
development and maintenance of depression (Gross & Jazaieri, 2014; Hofmann et al.,
2012). Research has shown that emotion regulation is often impaired in major depressive
disorder (Aldao et al., 2010; Visted et al., 2018), and maladaptive emotion regulation
strategy use has been found to predict later depressive symptomatology (Aldao & NolenHoeksema, 2012; Berking et al., 2014; Fehlinger et al., 2013; Garnefski & Kraaij, 2007).
Individuals who have recovered from depression show more maladaptive emotion
regulation strategy use than individuals who have never been depressed (Ehring et al.,
2008; Visted et al., 2018), suggesting that depression may be linked to underlying
vulnerabilities in emotion regulation. Given this body of evidence suggesting that
emotion regulation plays a key role in major depression, our goal for the present study
was to clarify how discrete state emotion correlates with emotion regulation strategy use
in individuals experiencing a major depressive episode.
Emotion Regulation Strategy
Emotion regulation strategies are often used to regulate negative emotions after a
stressful life event (Gross, 2014). A variety of emotion regulation strategies have been
studied, some of which are hypothesized to be adaptive and others as maladaptive. Aldao
et al. (2010) identified reappraisal, acceptance, and problem-solving as adaptive
strategies; and suppression, avoidance, and rumination as maladaptive strategies. Other
researchers have identified other adaptive strategies, such as seeking social support
3

(Nolen-Hoeksema & Aldao, 2011; Zaki & Craig, 2013), maladaptive strategies such as
self-blame and other-blame (Garnefski & Kraaij, 2006), and strategies that may be either
adaptive or maladaptive, such as distraction (Nolen-Hoeksema & Morrow, 1993; Wolgast
& Lundh, 2017).
State Emotion
Research in non-depressed samples has shown that state emotion can affect
emotion regulation strategy use. Rivers et al. (2007) found that college undergraduates
were more likely to recall using a greater variety of emotion regulation strategies when
they were angry, relative to when they were sad. Dixon-Gordon et al. (2015) asked
college undergraduate participants to report on the extent to which they used various
emotion-regulation strategies following stressful life events that had evoked anger,
anxiety, and sadness. They found that suppression was associated with sadness-inducing
stressors, and that avoidance, rumination, suppression, and reappraisal were less when
recalling an anger-related stressor. They were also less likely to report problem solving
when recalling an anxiety-related stressor, and more likely to report using suppression
when recalling a sadness-related stressor. Zimmerman and Iwanski (2014) studied the
effects of emotion type on emotion regulation strategy in “healthy, low-risk” individuals
by presenting hypothetical situations designed to elicit either sadness, fear, or anger.
Sadness was associated with greater use of social support, avoidance, and passive
emotion regulation strategies, as well as less use of rumination; fear was associated with
greater expressive suppression; and anger was associated with greater emotional
dysregulation. In all three of these studies, emotion regulation strategy was shown to be
associated with state emotion type.
4

The Present Study
Each of these studies examined the effects of state emotion on emotion regulation
strategy use in non-clinical, healthy samples. Although emotion regulation is known to be
affected in major depressive disorder (Aldao et al., 2010; Visted et al., 2018), the relation
of specific emotional states with emotion regulation strategy use in major depression has
not yet been studied.
Sad mood is one of the defining symptoms of major depression (APA, 2013), but
anxiety (Dobson, 1985; Mineka et al., 1998; Fava et al., 2000; Starcevic, 1995) and anger
are often observed in depression (Fava & Rosenbaum, 1998; Koh et al., 2002; Pasquini et
al., 2004; Riley et al., 1989). In the present study, we aimed to explore how different
negative state emotions affect the use of emotion regulation strategies in individuals with
major depression. Given that research in nonclinical populations has found that specific
state emotions are associated differentially with emotion regulation strategy use (DixonGordon et al., 2015; Rivers et al., 2007; Zimmerman & Iwanski, 2014), we hypothesized
that state emotion types would also affect emotion regulation strategy use in a sample of
depressed individuals. Because sadness is a defining symptom of depression, we were
specifically interested in how emotion regulation strategy use differed when depressed
individuals experienced anger or anxiety. Based on prior research conducted in nonclinical samples, we formulated three primary hypotheses. We hypothesized that if
associations between state emotion and emotion regulation strategy use followed the
same patterns in depressed individuals as in non-depressed individuals, sadness would be
associated with a greater likelihood of using social support, and lower likelihood of using
rumination (Zimmermann & Iwanski, 2014), when compared to anger and anxiety.
5

Second, we hypothesized that, compared to sadness, anxiety would be related to a lower
likelihood of problem-solving (Dixon-Gordon et al., 2015). And third, we hypothesized
that, compared to sadness, anger would be related to a lower likelihood of avoidance
(Dixon-Gordon et al., 2015) and self-blame (Martin & Dahlen, 2005), and a greater
likelihood of other-blame (Zimmermann & Iwanski, 2014).
Method
Sample
Data were drawn as a secondary analysis from a completed three-site randomized clinical
trial of 452 English speaking, adult outpatients (mean age: 43.2, SD: 13.1; 59% female)
diagnosed with chronic (major depressive episode duration ≥ 2 years) or recurrent (at
least one prior lifetime major depressive episode) DSM-IV major depressive disorder
(Hollon et al., 2014). Other inclusion criteria and demographic information are described
by Hollon et al.. All participants provided written informed consent, and the study was
approved by the University of Pennsylvania Institutional Review Board. As our goal was
to examine the relationship between emotions and emotion regulation strategy use in
depressed individuals, only data from the intake phase were analyzed; that is, individuals
were still experiencing a major depressive episode.
Measures
WOR questionnaire
The Ways of Responding questionnaire (WOR; Barber & DeRubeis, 1992) is a
thought-listing task that was originally designed to assess the use of coping and
compensatory skills that are taught in cognitive therapy. Participants are presented with
six vignettes of stressful negative scenarios (e.g., “You have been applying for jobs, and
6

you just received a phone call saying the position you applied for has been filled by
someone else. It’s the third such call you’ve received in the last week”). Participants are
asked to imagine themselves in each scenario, then asked to imagine experiencing an
initial negative cognitive prompt (e.g., “Will I ever get a job? There just doesn’t seem to
be any point in applying.”). After being provided the vignette and initial negative prompt,
participants are asked to rate how vividly they are imagining the situation on a scale from
0 to 100 (Prompt A, where 0 indicates that “you are completely unable to imagine the
situation,” 50 indicates that “you can imagine the situation fairly well but without great
intensity,” and 100 indicates that “you are able to imagine the situation almost as if you
were actually there,”) to “describe [their] mood(s) as you imagine yourself in the
situation” (Prompt B), and then to write and describe their “further thoughts” and
potential actions (Prompt C). By providing an initial negative cognitive prompt in
addition to the vignette, the WOR attempts to emulate the automatic negative thinking
patterns often seen in depression (Barber & DeRubeis, 1992). Depressed patients
completed the WOR as part of a larger intake battery for the clinical trial. One strength of
the WOR is that, as a thought-listing procedure, it allows capturing participants’ emotion
regulation responses as a real time reaction, albeit to hypothetical stressors.
Emotion regulation strategy use
Patients’ written responses on Prompt C (further thoughts and potential actions)
were coded by a team of nine trained undergraduate raters. Raters were blind to
participants’ reported emotions on Prompt B. Each response was coded by three raters
following the procedures described by Barber and DeRubeis (1992). Responses are
broken down into thought units that fall into 25 categories of responding, which were
7

designed to exhaustively capture all types of potential responses to a stressor. The first
two raters make blind, independent ratings of thought units, and a third rater makes an
unblinded consensus decision integrating information provided from the ratings of the
first and second raters. The scores given by the third rater are considered a final
consensus judgment, and used for all subsequent analyses. The 25 thought categories
broadly fall into groups of adaptive, maladaptive, or neutral thought responses, and a total
score on the WOR is traditionally calculated by subtracting the total number of
maladaptive thoughts from adaptive thoughts, reflecting the relative frequency to which a
response is consistent with adaptive thinking and coping patterns. Each rater also
independently makes an Overall Quality judgement on a 1-7 Likert scale reflecting the
rater’s impression of whether a response is overall more adaptive or maladaptive.
To assess emotion regulation strategy use, we identified and extracted the WOR
thought categories that were consistent with emotion regulation strategies identified by
past research: avoidance (Aldao et al., 2010), distraction (Nolen-Hoeksema & Marrow,
1993), other-blame (Garnefski & Kraaij, 2006), problem solving (Aldao et al., 2010),
rumination (Aldao et al., 2010; Garnefski & Kraaij, 2006), self-blame (Garnefski &
Kraaij, 2006), and seeking social support (Nolen-Hoeksema & Aldao, 2011). Avoidance
was coded for thoughts or plans of withdrawing from or ignoring a stressful situation.
Distraction was coded for thoughts or plans to pursue an unrelated activity for the
purpose of distracting oneself. Other-blame was coded for thoughts involving
explanations that shifted the blame or responsibility for a negative event to extrinsic
factors such as the world or other individuals. Problem solving was coded for thoughts or
plans of concrete actions or solutions meant to directly address the stressful situation.
8

Rumination was coded for depressogenic thoughts and perseverative negative thinking.
Self-blame was coded for thoughts reflecting an individual’s assigning blame or moral
responsibility for a negative event to himself or herself. Social support was coded for
thoughts or plans of seeking instrumental or emotional social support. Examples of each
emotion regulation strategy type are included in Table 1.1. The WOR also included
thought categories describing acceptance (Garnefski & Kraaij, 2006) and affective
suppression (Aldao et al., 2010); however, these were each reported in less than 3% of
responses, and thus were not examined as the relative frequency did not allow for
meaningful statistical analysis.
Because the WOR allows for multiple thought units in response to a vignette, a
given emotion regulation strategy may be reported multiple times in the same vignette.
To prevent confounding the amount of emotion regulation strategy use with the verbosity
of a response, we created binary variables, coding whether a response to a vignette
contained a thought unit representing a given emotion regulation strategy. Interrater
reliability between the first two independent raters’ judgements of whether a response
contained an emotion regulation strategy was calculated using Cohen’s κ, and varied by
emotion regulation strategy (range: κ = .51 to κ = .87; see Table 1.1), with most values
falling between κ =.60-.80, which is considered to be “substantial” interrater agreement
(Landis & Koch, 1977).
Emotion Type
To assess for emotion type, we applied the Linguistic Inquiry Word Count’s
(LIWC; Tausczik & Pennebaker, 2010) affective dictionary to categorise patients’
reported emotions in their written responses to Prompt B of the WOR. The LIWC is a
9

computer-based text analysis method, and has been shown to have validity and reliability
in classifying words into psychologically meaningful categories (Tausczik & Pennebaker,
2010). The LIWC includes a dictionary that classifies affective words into two broad
categories of positive emotion words and negative emotion words; the category of
negative emotion words can be further broken down into three subcategories of anxiety,
anger, and sadness.
An aggregated list of every word recorded in Prompt B was created. Misspellings
were corrected, and responses containing negating words (e.g., “don’t” and “not”) were
recoded. After corrections, word counts of each category of affective words (sad, angry,
anxious, and positive) were obtained for each response to a vignette. Words not classified
as affective words in the LIWC affective dictionary (e.g., “I”, “feel”, “and”) were not
used in subsequent analyses.
Because patients were allowed to freely describe their emotions in writing, the
number of affective words reported varied across responses. To reduce the risk of
confounding patients’ verbosity with the intensity of emotion that might occur if simply
modeling the count of affective words, we categorised each response into predominant
emotion profiles of: predominantly sad, predominantly angry, predominantly anxious,
predominantly positive, and mixed. Responses were classified as the respective
predominant emotion profile if more than 50% of affective words were from a single
emotion category, or if a response consisted of 50% of affective words from one emotion
category and no other emotion category reached 50% of affective words. Responses were
classified as mixed if a response consisted of at least 50% of affective words in one
emotion category; or if a response was evenly split between 50% of one emotion category
10

and 50% of another emotion category. Thus, responses were classified as a predominant
emotion profile where it was clear that the majority of affective words consisted of single
emotion type, and classified as mixed where there was no clear majority emotion.
Responses that did not contain any affective words as identified through the LIWC
dictionary were excluded from analyses. Because we were only interested in differences
in negative emotion types (i.e., sadness, anxiety, and anger) on emotion regulation
strategy use, we excluded responses classified as positive or mixed emotion profiles from
further analyses, as we a priori decided that any observed effects of positive or mixed
responses on emotion regulation would be difficult to interpret.
The authors (CX and HG) blindly coded 200 responses for predominant emotion
profile. Reliability for nominal categorizations was calculated at Krippendorff’s α = 0.88,
revealing that the use of the LIWC to categorise predominant emotion profile has strong
reliability with clinical judgment (Krippendorff, 1980; Hallgren, 2012).
Statistical Analysis
Because each patient was presented with six vignettes in the WOR, six response pairs of
emotion profile and emotion regulation strategy use were recorded for each patient. To
analyze the relationship between emotion type and emotion regulation strategy use,
within-subjects hierarchical generalised linear models were created using the “lme4”
package (Bates et al., 2014) in R 3.4.0. Hierarchical logistic regression models for each
type of emotion regulation strategy (avoidance, distraction, other-blame, problem
solving, rumination, self-blame, and use of social support) were created with the
dependent variable specified as whether or not an emotion regulation strategy was
observed in a response. Predominant emotion profile was entered as a fixed effect, with
11

sadness as the reference group, and anxiety and anger as dummy coded predictors. To
control for vividness (Prompt A), vividness was modeled as a fixed effect in all models.
Because we were interested in the relationship between emotion type and emotion
regulation strategy use, between-persons base rate variability in emotion regulation
strategy use was accounted for by entering a random intercept of patient. Betweenvignettes variability was also accounted for by entering a random intercept of vignette.
The model equations used for each emotion regulation strategy as thus reported:

Emotion Regulation Strategy Use = Predominant Emotion + Vividness + Random
Intercept (Participant) + Random Intercept (Vignette Number)

To assess whether emotion type was related to overall adaptiveness of a response,
a similar model was constructed using hierarchical linear modeling with the WOR overall
quality score specified as the dependent variable. Similarly, to check whether potential
differences in emotion regulation strategy were driven by differences in the total variety
strategies endorsed, we constructed an HLM model where the total number of emotion
regulation strategies in a response was specified as the dependent variable. These two
models served as checks to determine whether differences observed between emotions
and specific emotion regulation strategy use were driven by overall differences in
adaptiveness of an emotional response.
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Results
Descriptive Statistics
After data cleaning, 386 patients had complete intake WOR data, with six vignette
responses each, providing a total of 2,316 responses. Sixty-six of the 452 patients did not
have intake WOR data that raters were able to code, due to incompleteness. The mean
number of affective words per response was 2.1 (SD = 1.31, median = 2, range: 0 – 8).
Two-hundred and seventy responses had no affective words as coded by the LIWC
dictionary, and were thus not included in subsequent analyses. Sadness was the most
frequently reported affective word type, comprising 51.5% of all affective words,
followed by anxiety (23.9%), anger (20.7%), and positive emotion (3.8%). The most
common response profile was predominantly sad (44.7%), followed by predominantly
anxious (17.2%), predominantly angry (13.7%) and predominantly positive (1.6%).
Twenty-two percent of responses were classified as mixed. Responses classified as mixed
or positive state emotion profiles were removed from further analyses. To maximise
validity, we additionally removed responses where participants reported a vividness
rating of less than 50 on Prompt A (“how vividly are you imagining this situation”) from
analyses, resulting in a total of 1262 responses for statistical analysis.
The base rate of emotion regulation strategy use varied: of the seven emotion
regulation strategies examined, rumination was coded in the greatest number of responses
(56.4%) and social support appeared in the fewest number of responses (8.3%; see Table
1.1).
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Emotion regulation strategy use: Anxiety vs Sadness
Compared to sadness, anxiety was significantly associated with a lower likelihood
of self-blame (OR = 0.55, z = -2.577, p = .009). There were marginally significant
associations between experiencing anxiety and increased likelihood of using social
support (OR = 1.75, z = 1.900, p = .057) and other-blame (OR = 1.39, z = 1.671, p = .094)
emotion regulation strategies, and a lower likelihood of using rumination (OR = 0.72, z =
-1.727, p = .084). There were no significant differences between anxiety and sadness for
likelihood of using avoidance, distraction, or problem-solving. See Table 1.1.
No significant difference was found between anxiety and sadness in the overall
rated quality of the response (b = 0.10, t = 1.25, p = .21) or the total number of emotion
regulation strategies reported (b = 0.02, t = 0.32, p = .75), suggesting that differences
observed in emotion regulation strategy use are not driven by differences in adaptiveness
or verbosity between anxiety and sadness.
Emotion regulation strategy use: Anger vs Sadness
Compared to sadness, anger was significantly associated with a greater likelihood
of other-blame (OR = 1.72, z = 2.31, p = .021), and a lower likelihood of avoidance (OR
= 0.61, z = -2.00, p = .04), rumination (OR = 0.60, z = -2.32, p = .02), and self-blame (OR
= 0.45, z = -2.62, p = .008). There were marginally significant associations between
experiencing anger and greater likelihood of using social support (OR = 1.74, z = 1.74, p
= .083) emotion regulation strategies. There were no significant differences between
anger and sadness for likelihood of using distraction or problem solving. See Table 1.1.
No significant difference was found between anger and sadness in the overall
rated quality of the response (b = 0.15, t = 1.59, p = .11) or the total number of emotion
14

regulation strategies reported (b = - 0.09, t = -1.10, p = .26), suggesting that differences
observed in emotion regulation strategy use are not driven by differences in adaptiveness
or verbosity between anger and sadness.
Discussion
The present study is the first examination of how the negative emotions of anger,
anxiety, and sadness are associated differentially with the use of emotion regulation
strategies in a sample of patients diagnosed with depression. We found that the
relationships between discrete state emotion and emotion regulation strategies used
within this sample of patients with chronic or recurrent depression were consistent with
what has been found in non-clinical samples. Specifically, compared to sadness, anger
was associated with a lower likelihood of using avoidance, rumination, and self-blame
and a greater likelihood of using other blame. Anxiety, relative to sadness, was associated
with a lower likelihood of using self-blame.
Our finding that observer ratings of the adaptiveness of participants’ responses
did not differ between discrete emotions suggests that differences in specific emotion
regulation strategies used is not due to the overall adaptiveness or maladaptiveness of
sadness compared to anxiety or anger. Similarly, using observers’ classifications of
emotion regulation strategies, we did not find that any anxiety or anger was associated
with using a greater number of different regulation strategies. These findings suggest that
differences observed in emotion regulation strategy use are due to the phenomenological
differences between the discrete emotions of anger, anxiety, and sadness rather than the
adaptiveness of the strategies that are associated with them.
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Our finding that state sadness was associated with a greater likelihood of using
self-blame aligns with other research in individuals with depression. Zahn et al. (2015)
found that self-blame in depression is more strongly correlated to thoughts of inadequacy,
hopelessness, and depressed mood than other-blaming emotions such as anger or disgust.
Martin and Dahlen (2005) found that tendencies to self-blame were positively associated
with trait levels of depression and anxiety, but not with trait levels of anger. Interestingly,
while Martin and Dahlen (2005) studied trait levels of depression, anxiety, and anger, our
results suggest that, within the realm of state emotions, the use of self-blame in
depression may be more strongly associated with sadness than other state negative
emotions of anger and anxiety.
Our finding of an association of anger with use of other-blame accords with
studies of emotion regulation strategy use in non-clinical samples. Zimmermann and
Iwanski (2014) found that participants were more likely to endorse items such as “I
blame others, even if they are not responsible” when asked to imagine situations that
elicit anger, relative to situations constructed to elicit fear or sadness. Martin and Dahlen
(2005) found that participants reporting higher trait levels of anger and anger expression
also reported a greater tendencies to other-blame in stressful situations. The present
findings suggest that, in individuals with chronic or recurrent depression, state anger is
also associated with a greater likelihood of engaging in other-blame in stressful
situations.
The finding that anger was associated with lower likelihood of avoidance is
consistent with findings in nondepressed samples (Dixon-Gordon et al., 2015;
Zimmermann & Iwanski, 2014. However, inconsistent with findings from Zimmermann
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and Iwanski (2014), we did not observe a difference in the use of avoidance between
times when our participants reported anxious versus sad emotions. Avoidance has been
widely understood to play a critical role in the development and maintenance of anxiety
(Salters-Pedneault et al., 2004; Dymond & Roche, 2009; Berman et al., 2010), and is a
common feature of many anxiety disorders (American Psychiatric Association, 2013).
Nevertheless, some researchers have suggested that avoidance also plays an important
role in depression (e.g., Cribb et al., 2006; Jacobson, Martell, & Dimidjian, 2006). Given
that we found no significant differences between experiencing anxiety and sadness on the
use of avoidance, it is possible that within depressed patients, sadness and anxiety lead to
similar use of avoidance, and that only anger is associated with lower likelihood of
avoidance compared to sadness.
In contrast to findings by Zimmerman and Iwanski (2014) that, in nonclinical
samples, sadness was associated with lower likelihood of rumination compared to fear or
anger, we found that sadness was associated with a greater likelihood of rumination
compared to anger. Given past research showing the significant role that rumination plays
in depression (e.g., Nolen-Hoeksema, 2000), it is likely that, in the context of a depressed
sample, experiencing state sadness may elicit further rumination. It is worth noting,
however, that there was no difference found between sadness and anxiety in the
likelihood of using rumination. Nevertheless, these findings highlight an important
implication of the current results, as it suggests that the relationship between discrete
state emotions and emotion regulation strategy use in depressed samples may not always
mirror the pattern between state emotion and emotion regulation strategy use in nondepressed samples. Rather, it appears that there may be unique relationships between
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state emotion and emotion regulation strategy use that occur for depressed individuals
that are absent in healthy populations.
The present research has several strengths. Past research (Dixon-Gordon et al.,
2015; Rivers et al., 2007; Zimmerman et al., 2014) has found that emotion type can affect
the use of emotion regulation strategies in nonclinical samples. Two of these studies
(Dixon-Gordon et al., 2015; Rivers et al., 2007) relied on retrospective report of
emotional state and emotion regulation strategy use, which may be affected by emotional
recall biases (Bower, 1981; Thomas & Diener, 1990; Levine & Safer, 2002). Notably,
emotional recall biases have been observed to be especially pronounced in depression
(Beck, 1967; Urban, Charles, Levine, & Almeida, 2018; Wenze, Gunthert, & German,
2012) Thus, relying on a retrospective reports of emotional state and emotion regulation
may be especially problematic in studies of individuals experiencing an ongoing major
depressive episode. The present study used a vignette-based approach to assess both
emotion type and emotion regulation, which, although limited to hypothetical stressors,
allowed patients to report spontaneous emotional experience and emotion regulation
strategy use.
Another advantage of the methods used in this study is that patients reported their
emotions and thoughts in an open-ended written prompt. Compared to the closed-ended
questionnaire used to assess emotion regulation by Zimmerman et al. (2014), an openended prompt to assess emotion regulation may better reflect real use of emotion
regulation strategies for patients with depression. Specifically, cognitive models of
depression hypothesise that depressed individuals often fall into a depressogenic thinking
patterns, where they may experience biased cognitive processing, including failures to
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consider alternative responses to a stressor (Beck, 1967; Beck et al., 1979; Beck, 2002).
A closed-ended questionnaire listing possible emotion regulation strategies may
artificially prompt depressed individuals, more than others, to consider using strategies
they may not have otherwise considered, whereas an open-ended questionnaire allows an
unprimed and, potentially, less biased assessment of a depressed patient’s thought
process (Barber & DeRubeis, 1992). Another advantage of using a vignette-based
approach to assessing spontaneous emotion regulation strategy use is that it may better
tap into state emotion regulation, as opposed to trait emotion regulation that is often
measured when using retroactive self-report measures of emotion regulation strategy use
(Katz et al., 2017).
Additionally, patients were presented multiple vignettes, allowing us to capitalise
on a repeated-measures design to control for between-patient variability in trait-level
mood and emotion regulation strategy use. For example, in a between-subjects design, it
is possible that an individual who is more prone to rely on other-blame as an emotion
regulation strategy is also more likely to independently report feeling angry in response
to stressors. However, by modeling individual differences in baseline emotion regulation
strategy use as random effects, we can be more confident that the observed differences in
emotion regulation strategy use result from differences in within-patient acute emotional
experiences, rather than from trait-level individual differences. Similarly, models also
controlled for the effect of vignette, thus isolating the differences found in emotion
regulation strategy use to the effects of discrete state emotion.
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Limitations and Future Directions
There are some limitations to this study. First, because this study was a secondary
analysis of an already collected dataset, we were only able to obtain responses to the
Ways of Responding questionnaire as a measure of emotion regulation. Our findings
should be replicated with other measures of emotion regulation such as the Ruminative
Responses Scale (Treynor et al., 2003) or the Cognitive Emotion Regulation
Questionnaire (Garnefski & Kraaij, 2007), allowing for a better comparison of our results
with those obtained in previous research with non-clinical samples. Secondly, our use of
vignettes to elicit emotions and emotion regulation strategies likely resulted in less
intense reactions than are provoked by real-life stressors. As Dixon-Gordon et al. (2015)
observed, the intensity of emotions affect regulation strategies. With this in mind, we
analyzed only the vignettes for each participant in which they indicated that they were
able to imagine the situation fairly well, at minimum. Thirdly, the coding of affective
words into predominant emotion profiles using the LIWC dictionary relies on the
assumption that the words a participant used reflected accurately their emotional
experience. In an attempt to maximize internal validity in our independent variable of
discrete emotion type, we excluded responses classified as mixed emotional profiles; a
future study using a better method of characterizing the predominant emotions of
patients’ responses should examine how responses with multiple mixed negative
emotions affect emotion regulation strategy use.
Because this study was a secondary analysis of data collected for a randomized
clinical trial of individuals with major depression, we did not have a non-depressed
control sample to compare these findings against. While our findings were consistent
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with previous research in non-depressed samples, that discrete state emotion affects
emotion regulation strategy use (Rivers et al., 2007; Zimmerman & Iwanski, 2014;
Dixon-Gordon et al., 2015), a replication of our findings, comparing depressed against
non-depressed individuals is still warranted. Additionally, the original trial from which
the present data was drawn was limited to individuals with chronic or recurrent
depression, and thus characteristics of our sample may not capture the full range of
individuals with major depressive disorder (Hollon et al., 2014). While our study is the
first to examine the relationship between acute emotion type and emotion regulation
strategy use in depressed individuals, it is possible that our sample of individuals with
chronic and/or recurrent depression may have evidenced more maladaptive emotion
regulation strategy use than individuals with first episode major depression.
Emotion regulation has been theorized to play an important role in depression
(Hofmann, et al. 2012; Visted et al., 2018). The current study is the first to shed light on
how emotion type is associated with emotion regulation strategy in persons experiencing
a major depressive episode. Results showed that in response to stressors presented in a
vignette format, depressed individuals often experience acute negative emotions such as
anger and anxiety, in addition to sadness. Results also suggested that variations in
emotional responding to a stressor can play an important role in the use of emotion
regulation strategies, and has implications for future research into the roles of emotion
regulation in depression. For instance, the commonly used Cognitive Emotion Regulation
Questionnaire (CERQ; Garnefski & Kraaij, 2007) asks individuals to “indicate what you
generally think when you experience negative or unpleasant events.” The present findings
suggest that additionally assessing the discrete emotion type associated with a stressor –
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whether it is sadness, anger, anxiety, or some other negative emotion – may provide a
more precise understanding of the associated emotion regulation strategies reported. For
instance, our study found that use of self-blame was especially pronounced when
experiencing sadness; while other strategies such as other-blame were more likely when
experiencing anger. This suggests it is important to assess the emotion type associated
with a stressor when examining the effects of stressors on emotion regulations strategy
use, especially when assessing emotion regulation strategy use in individuals with major
depression.
Conclusion
Emotion regulation is gaining recognition as a potential transdiagnostic process
affecting many disorders (Aldao et al., 2010; Fernandez et al., 2016). Many
psychological therapies (Linehan, 1993; Mennin & Fresco, 2014; Segal et al., 2002)
include modules broadly targeting emotion regulation strategies as part of treatment. It is
important for future research on emotion regulation in clinical disorders to consider the
role discrete state emotions can have on emotion regulation strategy use. Future research
may also consider how state emotion can inform treatments in which emotion regulation
is a specific target; for instance, by focusing on training different emotion regulation
strategies for targeting different negative state emotions, as opposed to broadly training
emotion regulation strategies for general stressors.

Chapter 1 is an Accepted Manuscript of an article published by Taylor & Francis in
Anxiety, Stress, and Coping on December 2021, available online:
https://doi.org/10.1080/10615806.2021.2015578
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Table 1.1 Emotion regulation strategy use by acute mood type.

Emotion
Regulation
Strategy

Anxiety vs Sadness
OR

Avoidance

24.2%

.63

0.87

Distraction

17.0%

.74

1.19

13.4%

.67

1.39

39.1%

.51

1.18

Rumination

56.4%

.79

0.72

Self-Blame

13.1%

.71

0.55

Social
support

8.3%

.87

1.75

OtherBlame
Problem
Solving

*

Rate of
Cohen’s
Strategy
κ
Use

95%
CI
0.581.28
0.751.88
0.932.06
0.821.69
0.501.04
0.340.87
0.983.14

Anger vs Sadness

p

OR

0.482

0.61

0.420

1.31

0.094† 1.72
0.341

0.95

0.084† 0.60
0.009* 0.45
0.057† 1.74

95%
p
CI
0.350.0445*
0.97
0.810.261
2.10
1.070.021*
2.77
0.630.844
1.46
0.390.020*
0.92
0.240.008*
0.82
0.920.083†
3.25

p < .05; † p <0.10

Rate of strategy use refers to the percentage of responses where an emotion regulation
strategy is reported at least once.
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Table 1.2 Descriptive statistics of affective words and predominant emotion profiles.

Emotion

Sad
Anxious
Angry
Positive
Mix
Total

Number of
affective
words (%)

Responses
with at least
one affective
word (%)

Predominant
emotion
profiles (%)

Emotion profiles used
in final analysis after
filtering for vividness
(%)

2104
(51.5%)
978
(23.9%)
845
(20.7%)

1365
(66.7%)

914 (44.7%)

773 (61.3%)

766 (37.9%)

351 (17.2%)

273 (21.6%)

705 (34.4%)

281 (13.7%)

215 (17.0%)

157 (3.8%)

132 (6.4%)

46 (2.2 %)

-

-

-

454 (22.2%)

-

4084

2046

2046

1262
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CHAPTER 2
Urbanicity and Depression: A Global Meta-Analysis

Abstract
Previous meta-analyses have revealed that in adult and older adult populations of
developed countries, depression is more common in urban than rural areas. We conducted
the first meta-analysis examining urban-rural differences in depression across all age
demographics for both developed and developing countries. PubMed and PsycINFO
databases were searched for studies published between 1980-2020. Studies were included
if they reported prevalences of urban and rural depression, or odds ratios comparing
urban-rural depression. Studies were excluded for: nonrepresentative samples, nonstandard measures of depression, and reporting continuous outcomes only. Meta-analytic
models of urban-rural differences in the odds of depression were conducted across
country development levels and age demographics. From 1,597 records screened and 302
full texts assessed for eligibility, 80 studies (N = 539,557) were included for metaanalysis. Urban residence was significantly associated with a higher prevalence of
depression in developed countries (OR = 1.30, 95% CI [ 1.17, 1.46], z = 4.75, p < .001),
which was primarily driven by urban-rural differences in the general population age
demographic (OR = 1.37, 95% CI [1.22, 1.54], z = 5.38, p < 0.001). No significant effect
of urbanicity on depression was detected in developing countries; however, metaregression within the general population age demographic revealed that newer data
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showed a greater prevalence of depression in urban areas (b = 0.046, 95% CI [0.018,
0.073], z = 3.24, p = 0.001).
Keywords: depression, urbanicity, urban, rural
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Urbanicity and Depression: A Global Meta-Analysis
The United Nations (2018) predicts that by 2050, two-thirds of the global
population will reside in urban areas. This global trend of increased urban living has
raised concerns about the impacts of urbanization on mental health. For example, a recent
literature review by Ventriglio et al. (2021) identifies multiple features of urban living –
such as social disparities, economic insecurity, pollution, and lack of contact with nature
– as potential mental health risk factors that may disproportionately contribute to greater
mental health risks for individuals living in urban areas compared to rural areas.
Major depression is one of the most common mental health disorders in the world,
and considered a leading cause of disability worldwide (Friedrich et al., 2017; WHO,
2021). Two recent review articles (Hoare et al., 2019; Sampson et al., 2020) have
identified urban living as a possible risk factor for depression. Nevertheless, a thorough
meta-analysis of the existing quantitative evidence on the global relationship between
urban and rural living and the prevalence of depression is warranted.
We identified two previous meta-analyses on the effects of urban vs rural living
on the prevalence of depression. Peen et al. (2010) examined the general adult population
of only developed countries, finding that the prevalence of multiple psychiatric disorders,
including mood disorders, was higher in urban areas than rural areas. Purtle et al. (2019)
examined older adult populations across both developed and developing countries,
finding that major depression was more common in urban areas than rural areas in
developed countries, but not in developing countries.
Consolidating the meta-analytic evidence from Peen et al. (2010) and Purtle et al.,
(2019) reveals a gap in the literature. Specifically, the impact of urbanicity on the
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prevalence of depression for the general adult demographic of developing countries is
unknown. Additionally, there are no systematic meta-analyses on the effects of urbanicity
on the prevalence of child or adolescent depression, either in developed or developing
countries. Finally, the findings by Peen et al. (2010) are, at the time of this writing, over a
decade old, thus, warranting an update to the literature on the effects of urbanicity on
depression in developed countries. Related to this, and perhaps more important, is the
need for an examination of possible changes in the relationship between urbanicity and
depression over time.
The Present Study
The present study is an attempt to consolidate the quantitative evidence
comparing urban vs rural living and the prevalence of depression, and to help address the
questions left open by the review articles of Ventrilgio et al. (2021), Hoare et al., (2019)
and Sampson et al. (2020) and not answered by the previous meta-analyses by Peen et al.
(2010) and Purtle et al. (2019). We had three primary questions:
(1) Globally, is there an effect of urbanicity on the prevalence of depression, and,
if so, how has this trend changed over time?
(2) Does the relationship between urbanicity and depression differ between
developed and developing countries?
(3) Does the relationship between urbanicity and depression differ between age
demographics, such as between the demographics of the general adult
population, children/adolescents, and older adults?
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Method
This paper adheres to the PRISMA 2020 reporting guidelines (Page et al., 2021).
A flow diagram of the study search and selection process is provided in Figure 2.1.
Information Sources and Search Strategy
To identify relevant peer-reviewed studies, we searched the PubMed and
PsycINFO databases from 1980 (to correspond with the publication of the DSM-III;
APA, 1980) to December 2019. Our search omitted non-peer reviewed and non-English
publications. We searched for articles that contained the following terms in their title,
abstract, or keywords, using the following operator: (depression OR depressive) AND
(urban OR city OR cities OR metropolitan OR urbanization) AND (rural OR
countryside OR urbanicity). Our search strategy and selection criteria were informed by
previous meta-analyses conducted in this area (Peen et al., 2010; Purtle et al., 2019). The
search procedure yielded 2,376 articles to be screened for selection.
Exact search syntax as used for each database is presented in Appendix A. Note
that this literature search was conducted before PubMed updated their search engine
algorithm in July 2021 (Kang et al., 2021); thus, re-entering these terms into the current
version of PubMed will now return a much larger pool of articles.
Eligibility Criteria and Study Selection Process
After duplicates were removed, 1597 articles were screened for inclusion. Articles
were included if they assessed urban-rural differences in major depressive disorder.
Studies that focused on urban or rural populations exclusively, without comparing urbanrural differences were excluded. This was done to ensure consistency in the diagnostic
procedures and criterion for assessing the prevalence of depression (see Erkinjuntti et al.,
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1997). Other exclusion criteria included: non-empirical studies, such as review articles or
case studies; studies focused on non-representative populations (e.g., institutionalized
populations, samples drawn from internet volunteers); studies limited to clinical
interventions (e.g., treatment trials); or studies that examined depression solely in the
context of another condition (e.g., maternal depression, depression in cancer survivors).
Studies focused on specific age demographics, such as adolescents and older adults, as
well specific races/ethnicities or genders were not excluded as non-representative
populations at this step.
Three reviewers (Colin Xu, Lucille Miao, Devon Turner) divided the 1597
articles for title and abstract screening, with each author separately reviewing 1065
studies; thus, each article was screened by at least two reviewers. Articles were moved on
to full text screening if at least one reviewer decided an article was relevant for full text
screening.
Of the 1597 articles screened, 325 were moved on to full text screening. The full
texts of these articles were obtained, and reviewed for suitability of data extraction with
further inclusion criteria. Full texts with title/abstracts that were deemed relevant by two
reviewers (n = 193) were assessed by all three reviewers. Full texts with title/abstracts
that were deemed relevant to be eligible by only one reviewer (n = 132), were screened
by two reviewers.
To be considered eligible for data extractions, further inclusion criteria, in
addition to the above-described exclusion criteria, had to be met.
First, studies must have reported the prevalence of depression alone. Studies were
excluded if they reported rates of depression only in aggregate with other psychiatric
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disorders (e.g., reporting rates of depression in conjunction with anxiety disorders or
bipolar mood disorders; or studies reporting depression as a general component of
“psychiatric distress”). Studies reporting only depressive disorders as an aggregate (i.e.,
both depression and dysthymia), but excluding bipolar mood disorders, were included.
Second, studies that used non-standard measures of depression, such as nonstandardized survey questions asking about subjective feelings of depression were
excluded. Standardized screener questionnaires (e.g., the CES-D; Lewinsohn et al., 1997)
and diagnostic interviews (e.g., the WHO CIDI; Robins, 1988) were allowed.
Third, studies that reported urban-rural differences as a continuous outcome only
were excluded. That is, studies were only included if they reported rates of depression as
a binary outcome or the difference between urban-rural depression as an odds ratio, for
the following reasons. Firstly, binary outcomes such as raw prevalences can be readily
converted into odds ratios, given only the prevalence rates and sample sizes. Secondly,
because a wide variety of measures could be selected to assess depression, comparing
equivalence across measures – when the distributional properties of these measures may
vary significantly – is difficult. Further compounding this difficulty is the challenge of
managing potential cross-cultural variability in means and distributions of these measures
(e.g., Byrne & Campbell, 1999; Bryne & Van de Vijver, 2010). Thus, we opted to
exclude measures reporting depression in the form of continuous outcomes such as means
of symptom scores. Instead, we included only studies that reported depression in terms of
binary outcomes (such as raw prevalence rates, prevalence percentages, or odds ratios),
as any potential cultural effects on measuring rates of depression would remain constant
for a given measure across both the urban and rural groups within a country. Studies
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using continuous measures, but used cutoff scores to determine the prevalence of
depression, were included, though only information on the binary outcomes as derived
from the cutoff scores were extracted for analysis.
Fourth, non-representative samples were excluded. We excluded utilization data
(e.g., hospital records, insurance records) as non-representative, because rates of
treatment seeking behavior does not necessarily reflect rates of the presence of a disorder
(e.g., differences in stigma between urban and rural areas can affect rates of active
treatment seeking; Hoyt et al., 1997; Rost et al., 1993). Studies conducted at single
treatment centers were excluded for non-representativeness. Studies conducted within
college or university populations exclusively were excluded, as students in postsecondary education are not representative of the general population (Henrich et al.,
2010). However, studies sampling public elementary, middle, or high schools were
allowed, because sampling from public schools is a common convenience sample for
obtaining a representative sample of children and adolescents in a country (Polanczyk et
al., 2015). Other exclusions for non-representativeness were if there were specific
features to an urban or rural sample that would make it non-representative of urban or
rural areas in general (e.g., urban slums; rural workers all employed at a single farm).
Fifth, studies that did not have a clear urban-rural categorical divide were
excluded. Studies that reported urbanization data in the form of a gradient, such as those
using geographic information system (GIS) data, were excluded if they did not provide
clear categories of urban and rural depression prevalence.
Sixth, studies that examined transitions between urban and rural living, such as
urban-rural migrants or vice versa, were excluded. Studies that categorized urbanicity
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based on respondents’ birthplace, instead of residence at the time of assessment, were
also excluded.
Seventh, studies that reported data that were otherwise reported in other papers
were excluded. For example, multiple studies reported findings on urban-rural depression
prevalence from major surveys such as the National Comorbidity Survey (Blazer et al.,
1994), the 10/66 Dementia Research Group study (Honyashiki et al., 2011), or the
European Outcome of Depression International Network (ODIN) study (Ayuso-Mateos et
al., 2001). For these studies, we chose the individual papers that reported the clearest data
on urban-rural differences in depression prevalence. Thus, for these major surveys, no
duplicated results were included.
There were several studies that met all other inclusion criteria, but reported results
in a format that did not permit the extraction of information required for the metaanalysis. For example, a study was excluded if it reported a p-value for the effect of
urbanicity on depression, but did not report accompanying odds ratios, sample sizes, or
prevalences. When possible, we requested from the authors of these studies the
information needed for the meta-analysis. The authors of two studies (Leggett et al.,
2012; Pillai et al., 2008) were able to provide data in a format that we could incorporate
into our meta-analysis.
Data Extraction
Studies that met inclusion criteria (n = 80) were moved on to data extraction. Data
extraction was conducted as a consensus process by three reviewers. Final extracted
values from the 80 studies were independently double-checked for errors by two
reviewers.
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Primary Outcome/Dependent Variable
Urban and rural sample sizes were extracted where reported, or calculated from
the reported urban or rural percentages of the total sample size from each study.
Information on the prevalences of urban and rural depression were also extracted. Where
studies directly tested the difference between urban and rural depression prevalence, we
aimed to use published odds ratios. If both adjusted (i.e., corrected for demographic
covariates such gender or socioeconomic status) and unadjusted odds ratios were both
reported, the adjusted odds ratio was given preference for our meta-analysis. Odds ratios
and their accompanying 95% confidence intervals were extracted. Where studies did not
directly test the difference between urban and rural depression prevalence, or for studies
where odds ratios were not present, we extracted reported sample sizes and their
respective prevalence rates, and used that information to calculate odds ratios and 95%
confidence intervals of the difference between urban and rural depression prevalence.
In cases where both 12-month and lifetime prevalence were reported, we used 12month prevalence, as this is a closer estimate to the point prevalence that is reported in
many studies that used simple screener questionnaires. When studies reported
prevalences using more than one diagnostic system (e.g. DSM vs. ICD), we used the
classification method that the authors used for reporting the primary finding.
Primary Independent Variable
Our primary independent variable was urbanicity. As per our inclusion criteria,
studies had to include a comparison of the prevalence of depression as categorically
divided into urban and rural samples. We encountered a variety of definitions of
urbanicity, including those that referenced specific locations, total population or
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population density statistics, or categories defined by a government entity, such as a
census department. We adopted the authors’ definitions in each case. We included
authors’ definitions of urbanicity as a component in our study quality assessment ratings;
see section below on Quality Assessment, as well as Appendix B.
When studies reported more than two categories of urbanization (e.g.,
metropolitan, urban, suburban, rural), only data from the two most extreme categories
were selected (e.g., metropolitan vs rural). We followed this procedure to remain
consistent with Peen et al. (2010).
Studies reporting data from multiple countries
Several studies reported information from multiple countries. As we were
interested in the individual country-level effects, we divided these studies into individual
sub-studies for each country. These sub-study splits were treated as individual studies for
meta-analytic purposes. Specifically, sample sizes, prevalence rates, and odds ratios for
each study split were extracted and calculated separately, although information such as
year of data collection or study quality assessment ratings remained common between the
study splits for a single study. This separation into individual countries was possible for
all studies that contained information from multiple countries. Out of 80 studies, we
obtained 89 study splits.
For studies that reported separate prevalences for subgroups within a certain
country (e.g., male vs female rates of depression), we aggregated the prevalence data into
a single group, which was then used to calculate an odds ratio.
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Age Demographic Categories
Studies were classified into three age demographics: children/adolescent, older
adult, and the general adult population. Age demographic classifications were made in
accordance to each study’s target demographic as reported by the authors. Where
information was available, data on the age ranges used for study inclusion criteria were
recorded. Some studies did not report age range inclusion criteria, but instead reported
mean or median ages; these studies were categorized into the three age categories as
according to the study authors’ reported target demographic.
Country development level
We defined country development level according to the UN’s World Economic
Situation and Prospects (WESP) 2022 report categories (United Nations, 2022). The UN
defines countries as having developed economies, developing economies, or as
economies in transition. Purtle et al. (2019) used the UN’s WESP 2014 report for
classifying countries as developed or developing. Incidentally, the countries included in
our meta-analysis, as categorized by the UN’s WESP 2022 report, remain unchanged
from the categories of the UN’s WESP 2014 report (United Nations, 2014).
Our meta-analysis only included one study (Glendinning, 2007) conducted in an
economy in transition, Russia. The WESP report additionally classified countries by
income level, and the 2014 WESP report lists Russia as a “High Income” country, along
with other developed countries. Thus, for the purpose of our meta-analysis, we
categorized Russia as a developed country.
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Quality Assessment
We assessed the methodologic quality of each study on eight domains using a
quality assessment scale adapted from Purtle et al. (2019). Three reviewers reviewed the
82 included studies and made consensus ratings on study quality. Each domain was
scored out of a possible two points. An aggregate quality score is then calculated by the
sum of total domain scores. The quality assessment scale is reported in Appendix B.
Statistical Procedure
Model Specification
Meta-analytic models were constructed using the metagen() function of the meta
package in R (Schwarzer, 2022). The odds ratio between urban and rural rates of
depression was specified as the dependent variable. Because we expected heterogeneity
between studies (e.g., due to between-country differences in the rates of depression), all
meta-analytic models were run as random effects models (Borenstein et al., 2010; Hedges
& Vevea, 1998).
As we were primarily interested in the effects of country development level on the
relationship between urbanicity and depression, we ran primary two meta-analytic
models, one each for developed countries and developing countries. For our secondary
investigation on the effect of age demographic, we ran separate meta-analytic models for
each of the subgroups of age demographics (general population, older adult, and
child/adolescent) within both developed and developing countries. Thus, we ran a total of
two primary meta-analytic models, and six secondary meta-analytic models. Because of
the number of meta-analytic models tested, we imposed a Bonferroni corrected alpha
level of α = 0.00625 per test (.05 / 8).
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Heterogeneity of each meta-analytic model was assessed, and I2 values were
interpreted in line with the recommendations from the Cochrane manual (Deeks, Higgins,
& Altman, 2022, section 10.10.2).
Meta-Regression
We additionally ran meta-regression models for each of the above meta-analytic
models to examine changes in the relationship between urbanicity and depression
prevalence over time. Meta-regression models were run using the metareg() function of
the meta package in R (Schwarzer, 2022). Specifically, we coded median year of data
collection as the independent variable for each meta-regression model. Studies that did
not report a year of data collection were excluded from the meta-regression analysis.
Because of the number of meta-regression models tested, we imposed a Bonferroni
corrected alpha level of α = .00625 per test (.05 / 8).
To assess for the effects of study quality, we additionally ran meta-regression
analyses using only the sum quality score as the independent variable.
Risk of Bias Assessment
To check for the risk of publication bias, we conducted funnel plot analyses
(Sterne et al., 2011) for the significant meta-analytic models as described above. We also
conducted trim-and-fill analyses (Schwarzer et al., 2015).
Results
Eighty studies were identified, with a total of 89 study splits. See Figure 2.1.
There were 51 study splits of developed countries, with 3 child/adolescent, 9 older adult,
and 33 general population. There were 45 study splits of developing countries, with 8
child/adolescent, 25 older adult, and 11 general population.
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Out of a total reported sample size of N = 1,207,178, the total reported urban
sample size was 314,537 and the total reported rural sample size was 225,020, for a total
minimum analysis sample size of 539,557 (four studies only reported odds-ratios of
urban-rural differences and did not include separate urban and rural sample sizes). The
difference of 667,621 is accounted for by studies that reported multiple categories of
urbanization (e.g., rural, suburban, urban), as we only extracted prevalences from the two
most extreme categories of urbanization provided.
Meta-Analytic Findings
All meta-analytic models showed substantial to considerable heterogeneity (see
accompanying test statistics as described below), indicating that random effects models
were appropriate.
For developed countries, there was a significant effect of urbanicity on depression
(OR = 1.30, 95% CI [1.17, 1.46], z = 4.75, p < .001; I2 = 78%, τ = 0.10, p < .01). See
Figure 2.2. For developing countries, there was no significant effect of urbanicity on
depression (OR = 0.89, 95% CI [0.71, 1.12], z = -0.99, p = .32; I2 = 92%, τ = 0.49, p <
.01). See Figure 2.3.
Within developed countries, the effect of urbanicity appears to be driven primarily
by the general population demographic, where urban residence was significantly
associated with a greater prevalence of depression than urban residence (OR = 1.37, 95%
CI [1.22, 1.54], z = 5.38, p < 0.001; I2 = 76%, τ = 0.08, p < .01). See Figure 2.4. Within
the other two age demographics of developed countries, there were no significant effects
of urbanicity and prevalence of depression for either the older adult (OR = 1.11, 95% CI
[0.79, 1.55], z = 0.62, p = .54; I2 = 86%, τ = 0.21, p < .01) or child/adolescent (OR = 1.17,
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95% CI [0.86, 1.59], z = 0.99, p = .32; I2 = 55%, τ = 0.04, p = .11) demographics. See
Figures 2.5 and 2.6.
Within developing countries, there was no significant effect of urbanicity on
depression for the general population (OR = 0.89, 95% CI [0.72, 1.09], z = -1.15, p = .25;
I2 = 85%, τ = 0.09, p < .01), older adults (OR = 0.90, 95% CI [0.62, 1.31], z = -0.53, p =
.59; I2 = 93%, τ = .84, p < .01), or child/adolescent (OR = 0.90, 95% CI [0.60, 1.33], z = 0.54, p = .59; I2 = 61%, τ = .16, p < .01) age demographics. See Figures 2.7-2.9.
Meta-regression Findings
14 studies did not report a year of data collection and were thus excluded from the
meta-regression analyses.
For developed countries, there was no statistically significant effect of year of
data collection on the relationship between urbanicity and depression (b = -0.006, 95% CI
[-0.018, 0.006], z = -1.02, p = .30). Neither were there significant effects for the general
population (b = -0.004, 95% CI [-0.017, 0.010], z = -0.52, p = .60), older adult (b = 0.013, 95% CI [-0.058, 0.032], z = -0.55, p = .58), or child/adolescent (b = 0.001, 95% CI
[-0.047, 0.048], z = 0.02, p = .98) age demographics of developed countries.
For developing countries, there was no statistically significant effect of year of
data collection on the relationship between urbanicity and depression overall (b = 0.0045,
95% CI [-0.033, 0.042], z = 0.23, p = .81). However, within the general population
demographic of developing countries, there was a statistically significant effect of year of
data collection on the relationship between urbanicity and depression, such that urban
living was associated with an increasingly greater prevalence of depression the more
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recently data was collected (b = 0.046, 95% CI [0.018, 0.073], z = 3.24, p = 0.001). See
Figure 2.10, and refer to Appendix C for sensitivity analyses.
The effect of year of data collection on the relationship between urbanicity and
depression for the child/adolescent age demographic (b = -0.055, 95% CI [-0.108, 0.002], z = -2.03, p = .04) did not reach significance when corrected for multiple
comparisons at the Bonferroni corrected alpha level of α = .00625. There was no
significant effect of year of data collection on the relationship between urbanicity and
depression for older adults (b = 0.003, 95% CI [-0.066, 0.071], z = 0.072, p = .94).
Funnel Plot Analyses
Funnel plot analyses revealed heterogeneity between studies, justifying the use of
random effects models. Further, we saw no asymmetries that indicated systematic
publication bias. See Figures 2.11 and 2.12. Trim-and-fill sensitivity analysis of the
primary finding – that of the general population demographic of developed countries –
still showed a significant effect of a greater prevalence of depression in urban areas than
rural areas. Details of the of trim-and-fill analyses are reported in Appendix D.
Study Quality Ratings
The median quality rating was 12 points out of a possible 16. Most studies lost
quality rating points on the description of the handling of missing values and the
adjustment of confounding variables. Many studies did not include detailed description of
how they handled missing data. Many studies that reported raw prevalences of depression
across rural and urban areas as part of demographics did not adjust for confounding
covariates in the relationship between urbanicity and depression. Study quality was not
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significantly associated with the effect of urbanicity on the prevalence of depression (all
ps > .05). Study quality ratings are reported in Figures 2.2-2.9.
Discussion
The present study finds evidence that, in developed countries, urban living is
associated with a greater prevalence of major depressive disorder than rural living. This
effect appears to be primarily driven urban-rural differences in the general population
demographic of developed countries, where urban residence was associated with a 1.37
times greater odds of depression compared to rural residence. This effect of urbanicity on
the prevalence of depression was not detected for the general population of developing
countries, or for older adult or child/adolescent samples.
This relationship between urbanicity and prevalence of depression appears to
remain unchanged over time for developed countries. Interestingly, we found that this
effect shifted over time for the general population demographic of developing countries,
such that studies using older data showed a greater prevalence of depression in rural
areas, while studies using more recent data showed a greater prevalence of depression in
urban areas.
We saw high heterogeneity between included studies, which is understandable
given the diversity of countries included. Trim-and-fill analyses (see Appendix D)
revealed that the primary finding – that urban areas are associated with a greater
prevalence of depression for the general population demographic of developed countries
– remained consistent even after adjustments for publication bias (see Appendix D).
According to our funnel plot analyses, we saw no indication of systematic
publication biases. This is unsurprising, given that a large number of studies that we
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included were not interested in examining the effect of urbanicity on prevalence of
depression as a primary question. That is, the risk of publication bias is greater when
conducting a meta-analysis of studies where researchers are actively looking for an
effect. For example, in the case of treatment studies, where the goal of each individual
study is typically to detect or measure the effect of treatment against a comparison group,
the risk of publication bias is greater because null results are less likely to be published
(Cuijpers et al., 2010; Sterne et al., 2011).
However, in our case, many of the studies included in our meta-analysis were
already examining depression prevalence as part of a general population survey, and
simply recorded urbanicity among the many assessed demographic features. Because the
effects of urbanicity on depression was not a primary question of many of these surveys,
we can assume that the risk of publication bias is minimized (relative to treatment
studies), as the detection or non-detection of an urbanicity effect on depression is likely
to not have significantly impacted the likelihood of publication of these surveys.
One limitation is that we used UN categories to categorize countries as developed
or developing. We had one study conducted in Russia, which is defined as an economy in
transition. While we treated Russia as a developed country for the purposes of our
analyses, this decision was arbitrary. That said, the only study in Russia was of a
child/adolescent sample, and because there were few studies of urban-rural differences in
depression for children/adolescents, reclassifying Russia as either or a developed or
developing country did not significantly impact our findings or conclusions in any
appreciable way.
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Our study is the first meta-analysis to examine the global relationship between
urban vs rural living on the prevalence of depression across all age demographics. We
replicated Peen et al.’s (2010) finding that, for the general population amongst developed
countries, urban living is associated with a greater prevalence of major depressive
disorder. (There were slight differences in our study; for instance, the ESEMeD study
included by Peen et al. was excluded in our present meta-analysis because it reported
urban-rural differences in depression in aggregate with mood disorders; Kovess-Masfety
et al., 2005b). However, we failed to replicate Purtle et al.’s (2019) finding that
depression among older adults was higher in urban areas than rural areas. This replication
failure is explained in detail in Appendix E, but in short, it is attributed to differences in
study inclusion criteria, data processing, and the addition of more research reports in our
study.
Previous studies have attempted to quantify urban-rural differences in depression
prevalence within individual countries on a finer scale. For instance, urban-rural
differences in depression have been examined using Geographical Information Systems
(GIS) techniques, with studies conducted in Spain (Salinas-Perez et al., 2012), South
Africa (Tomita et al., 2017), and Belgium (Pelgrims et al., 2021) generally finding that
proximity to urban areas is associated with greater odds of depression. Finer geographic
analyses on the effects of urbanicity on depression in the United States remain mixed. For
example, Stier et al. (2021) created a model using geographical data from Twitter and the
National Survey on Drug Use and Health, arguing that larger cities are protective from
depression. However, Huth et al. (2022) showed that, using the same dataset, different
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model parameter specifications can reveal an opposite effect: such that closer proximity
to urban areas can be associated with an increased risk of depression.
Nevertheless, the relationship between urban living and poorer mental health
outcomes has long been recognized by a breadth of researchers (Dohrenwend et al., 1974;
Faris & Dunham, 1939; Marsella, 1998; Mueller et al., 1981; Pollock, 1925; Verheij,
1996). As Peen et al. (2010) explain, there are two main theoretical concepts for
explaining disparities in mental health outcomes between urban and rural areas: a drift
hypothesis, where movement of healthy and unhealthy individuals explains the urbanrural disparity in prevalence of psychiatric disorders; and the other, a breeder hypothesis,
where features of urban living are inextricably tied to causal risk factors for psychiatric
disorders.
Regarding the drift hypothesis, it is possible that people with depression are more
likely to actively move from rural areas to urban areas, for example, (a) due to greater
availability of psychological treatment services in urban areas (Morales et al., 2020), or
(b) from reduced stigma around psychiatric illness in urban areas (Rost et al., 1993;
Stewart et al., 2015). To address (a), our meta-analysis criteria specifically excluded
studies that measured treatment utilization. To address (b), we included only studies that
assessed prevalence using standardized measures or formal diagnoses of depression, such
that reporting biases due to stigma should be minimized. Nevertheless, we had no way to
account for possible historic migration to and from urban or rural areas, as the majority of
studies simply reported participant’s current urban or rural residence.
Regarding the breeder hypothesis, as Ventriglio et al. (2021) summarize in their
review, urban living is associated with social disparities, economic insecurity, pollution,
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and a lack of contact with nature, all of which can adversely affect mental health. Indeed,
psychiatrists have long recognized the impact of social and economic inequalities on
mental health (e.g., Patel et al., 2018). Newer evidence further suggests that fundamental
features of urban living, such as proximity to roads (Orban et al., 2016; Pun et al., 2019),
lack of greenspace (Kondo et al., 2018), and air pollution (Gladka et al., 2018; Pelgrims
et al., 2021) are associated with poorer mental health outcomes, including risk for
depression. Other factors often associated with urban living, such as overcrowding, which
have long been shown to produce deleterious effects in animal models (e.g., Calhoun,
1962), have now recently been found to correlate with depression in people (Pengcheng
et al., 2021; Sarkar et al., 2021).
More research is needed to disentangle whether the drift or breeder effect – or
both together – are driving the difference between urban and rural depression. It is also
worth considering that differences in the prevalence of depression between urban and
rural populations does not necessarily reflect differences in incidence of depression. For a
given incidence of a disorder, differences in prevalence between populations may be
observed when the duration of a disorder is longer one population than another,
indicating a greater individual disorder burden in the population with a greater prevalence
(Celantano & Szklo, 2019).
Nevertheless, our findings reveal an interesting difference between developed and
developing countries. Whether a drift or breeder effect, it appears the factor contributing
to higher prevalences of depression in urban areas is predominantly concentrated in the
general adult population of developed countries, and not that of developing countries.
However, we found that the relationship between urbanicity and depression within
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developing countries appears to be changing over time, such that, while older studies
reveal a greater prevalence of depression in rural populations, newer studies show a
greater prevalence of depression in urban populations. If this finding is not spurious, it
suggests that whatever risks of modern living that may have contributed to the greater
urban depression in developed countries, they may be gradually beginning to impact
developing countries as these countries modernize.
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Figure 2.1. PRISMA 2020 compliant flow diagram study selection diagram to identify
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Figure 2.2. Odd of depression between urban vs. rural residents. Developed countries.

Note: Weights are from random effects model. Years refers to reported years of data
collection. OR Type: Adj. OR, published adjusted odds ratio; Unadj. OR, published
unadjusted odds ratio; Calc. OR, odds ratio calculated from reported depression
prevalences and sample sizes. See heterogeneity test statistics in the bottom left.
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Figure 2.3. Odd of depression between urban vs. rural residents. Developing countries.

Note: Weights are from random effects model. Years refers to reported years of data
collection. OR Type: Adj. OR, published adjusted odds ratio; Unadj. OR, published
unadjusted odds ratio; Calc. OR, odds ratio calculated from reported depression
prevalences and sample sizes. See heterogeneity test statistics in the bottom left.
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Figure 2.4. Odd of depression between urban vs. rural residents. Developed countries,
general population.

Note: Weights are from random effects model. Years refers to reported years of data
collection. OR Type: Adj. OR, published adjusted odds ratio; Unadj. OR, published
unadjusted odds ratio; Calc. OR, odds ratio calculated from reported depression
prevalences and sample sizes. See heterogeneity test statistics in the bottom left.
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Figure 2.5. Odd of depression between urban vs. rural residents. Developed countries,
older adults.

Note: Weights are from random effects model. Years refers to reported years of data
collection. OR Type: Adj. OR, published adjusted odds ratio; Unadj. OR, published
unadjusted odds ratio; Calc. OR, odds ratio calculated from reported depression
prevalences and sample sizes. See heterogeneity test statistics in the bottom left.
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Figure 2.6. Odd of depression between urban vs. rural residents. Developed countries,
child/adolescent.

Note: Weights are from random effects model. Years refers to reported years of data
collection. OR Type: Adj. OR, published adjusted odds ratio; Unadj. OR, published
unadjusted odds ratio; Calc. OR, odds ratio calculated from reported depression
prevalences and sample sizes. See heterogeneity test statistics in the bottom left.
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Figure 2.7. Odd of depression between urban vs. rural residents. Developing countries,
general population.

Note: Weights are from random effects model. Years refers to reported years of data
collection. OR Type: Adj. OR, published adjusted odds ratio; Unadj. OR, published
unadjusted odds ratio; Calc. OR, odds ratio calculated from reported depression
prevalences and sample sizes. See heterogeneity test statistics in the bottom left.
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Figure 2.8. Odd of depression between urban vs. rural residents. Developing countries,
older adults.

Note: Weights are from random effects model. Years refers to reported years of data
collection. OR Type: Adj. OR, published adjusted odds ratio; Unadj. OR, published
unadjusted odds ratio; Calc. OR, odds ratio calculated from reported depression
prevalences and sample sizes. See heterogeneity test statistics in the bottom left.
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Figure 2.9. Odd of depression between urban vs. rural residents. Developing countries,
older adults.

Note: Weights are from random effects model. Years refers to reported years of data
collection. OR Type: Adj. OR, published adjusted odds ratio; Unadj. OR, published
unadjusted odds ratio; Calc. OR, odds ratio calculated from reported depression
prevalences and sample sizes. See heterogeneity test statistics in the bottom left.
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Figure 2.10. Meta-regression analyses, effect of reported year of data collection on the
observed relationship between urbanicity and depression prevalence. Studies without
reported year(s) of data collection are excluded. Developing countries, general
population.
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Figure 2.11. Funnel plot of meta-analytic model: all studies pooled together.
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Figure 2.12. Funnel plot of meta-analytic model: developed countries, general population.
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CHAPTER 3
A Systematic Comparison of Traditional and Machine Learning Algorithms for
Predicting Psychiatric Outcomes:
Prediction of Response to Antidepressant Treatments in Major Depression

Abstract
Machine learning for prediction is gaining recognition in the psychiatric field. While
many machine learning algorithms exist, previous comparisons of machine learning
approaches for predicting psychiatric outcomes have been inconclusive. We conducted a
systematic comparison of model building approaches to answer the following questions:
1. How do model building approaches compare in their ability to predict outcomes
in depression?
2. How do model building methods perform in terms of internal validity vs external
validity?
3. How do model building methods handle different numbers of predictors?
4. How does tuning parameter optimization affect the performance of model
building algorithms?
Data were obtained from a three-site trial of 452 depressed patients receiving
antidepressant or combination treatment. Thirteen traditional and machine learning model
building approaches were compared for their ability to predict depression severity on the
Hamilton Rating Scale for Depression (HRSD) after 7 months of treatment. Model
building approaches were assessed using 3-fold repeated cross-validation and site-wise
cross-validation. We found that:
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1. Traditional inferential models are poorly suited for prediction. Machine learning
approaches perform better at prediction, but reach a performance plateau. Simpler
models should also be considered when assessing model prediction performance.
2. Machine learning approaches perform well on both measures of internal validity
and external validity. Traditional model building approaches do poorer on
measures of external validity than internal validity.
3. Machine learning approaches show better performance with a large pool of useful
predictors than a small pool of useless predictors.
4. Tuning parameter optimization will almost always improve machine learning
prediction accuracy.

Keywords: machine learning, prediction, psychiatric outcomes, depression
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A Systematic Comparison of Traditional and Machine Learning Algorithms
for Predicting Psychiatric Outcomes:
Prediction of Response to Antidepressant Treatments in Major Depression
The ability to make accurate predictions for psychiatric outcomes has many
purposes, from improving screening, estimating prognosis, and making recommendations
for personalized treatment (Steyerberg, 2019). Recently, the use of machine learning
algorithms to predict psychiatric outcomes has been gaining recognition (Chekroud et al.,
2021). Machine learning broadly describes the family of statistical tools and algorithms
that form data driven models (Hastie et al., 2009; Kuhn & Johnson, 2013). In the realm of
psychiatry, these machine learning algorithms are primarily used for the purpose of
prediction (Steyerberg, 2019; Chekroud et al., 2021). A wide variety of predictive
machine learning methods have been developed, both for the purposes of classification
(predicting categorical or binary outcomes) and regression (predicting continuous
outcomes), and have been applied in many other fields ranging from artificial
intelligence, economics, and medicine (Shalev-Shwartz & Ben-David, 2014).
While machine learning methods have been used in many studies for the purpose
of predicting psychiatric outcomes (for review, see Chekroud et al., 2021), few studies
have attempted to directly compare the efficacy of different machine learning approaches
for predicting psychiatric outcomes. This is especially important since many machine
learning methods are optimized for use on “big data” with large sample sizes (e.g.,
thousands or tens of thousands of observations) (Kuhn & Johnson, 2013; Steyerberg,
2019). On the other hand, psychiatric data from clinical treatment trials often comprises
relatively few observations (on the scale of several hundreds at the high end; sample sizes
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in the thousands are uncommon) with a relatively large pool of predictor variables. In
part, this is because conducting psychiatric treatment trials is expensive: fewer people are
sampled, but of those who are sampled, great effort is taken to collect as much data as
possible from them (Steyerberg, 2019). Thus, there remains a unique question of how
different machine learning methods may perform in the context of the prediction of
psychiatric data.
Traditional Model Building Approaches and Machine Learning Approaches
Supervised Learning
Broadly speaking, machine learning encompasses any algorithm that can “learn”
from input data (Shalev-Shwartz & Ben-David, 2014). The family of machine learning
algorithms that is relevant to this paper are the supervised learning algorithms: algorithms
designed for the goal of prediction.
In supervised learning, an algorithm is tasked with developing a model that can
take input predictors (i.e., independent variables; often also called “features”) and use
that information to predict responses (i.e., the dependent variable). This process is called
“supervised” because data from a training dataset – containing both actual observed
predictors and their corresponding responses – is used to inform the construction of a
predictive model. Using the training data, a supervised learning algorithm will try to
produce a model (i.e., “train” a model) that optimally uses the information from the
predictors to make predictions for the respective responses. For an algorithm to know
when the optimal model is reached, a loss function must be defined such that
discrepancies between predicted responses and actual responses in the training data are
minimized. Thus, we can see how a training dataset “supervises” the model building
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procedure: Predicted responses can be compared to actual responses, supervised via a
loss function that penalizes inaccuracies (Hastie et al., 2009; Kuhn & Johnson, 2013).
The model produced from this supervised learning process can then be exported
to make predictions for future datasets. Of course, models will never completely reflect
reality; as the aphorism goes, “all models are wrong, but some are useful” (Box &
Draper, 1987). That is, models can never completely capture reality: Algorithms are
constrained by their assumptions, and thus models are only ever simplified
representations of the real relationships between predictor and response (Breiman, 2001).
Nevertheless, some models are more useful than others. When the goal of a model is to
make accurate predictions, the usefulness of a models is measured by evaluating its
predictive accuracy.
Certainly, in a psychiatric context, a useful model is one that can make accurate
predictions of patient outcome from input predictors. Accurate predictions can then be
made for informing prognoses, treatment decisions, and more (Chekroud et al., 2021).
However, in order to identify which model building algorithms are the most useful for a
certain prediction task, the algorithms need to be evaluated for their ability to produce
accurate models.
Evaluating the predictive accuracy of a supervised learning model is done by
introducing an independent testing dataset (Hastie et al., 2009; Kuhn & Johnson, 2013).
Specifically, the test dataset will contain the same predictors (x) and response variables
(y) as the training dataset. From here, the model can be applied to the predictors (x) of the
test dataset, and produce predictions (ŷ). The prediction accuracy of that model can be
compared by evaluating the concordance or discrepancy between predicted response (ŷ)
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and actual response (y). Because the test dataset is completely blind to the model building
process, the discrepancy1 between predicted response (ŷ) and actual response (y) can be
described as the generalization error (also known as the out-of-sample error). In other
words, the generalization error describes how accurately a model is able to predict
outcomes in previously unseen data (Hastie et al., 2009).
Sometimes, this test dataset is drawn from the same population as the training
data (or even designated as a held-out portion of the sampled data. See discussion below
on cross-validation). In this case, because a model is built within a population and tested
on new data from the same population, a model’s prediction accuracy for this test set
reflects its ability to generalize to new samples from the same population, that is, its
internal validity (Steyerberg, 2019, p. 330). Other times, the test dataset is drawn from a
new population. In this case, because a model is built within a population and tested on
new data from a different population, a model’s prediction accuracy for this test set
reflects its ability to generalize to new samples from a new population, that is, its external
validity (Steyerberg, 2019, p.330).
Thus, by introducing a test dataset, different models produced from different
model building algorithms can be evaluated for their generalization error; that is, their
ability to make useful predictions. This process of evaluating different models for their
out-of-sample prediction accuracy or generalization error is called “model assessment”
(see Hastie al., 2009, p. 222; James et al., 2013, p. 175). By testing different model
building methods against a test set, a researcher can then select the most appropriate

1

The exact methods of calculating concordance or discrepancy between predicted response and actual
response are discussed further in the section “Model Assessment”.
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algorithm for their prediction task with confidence that, while the models it produces will
always be “wrong”, they will at least be “useful.”
Traditional Model Building Approaches
Under the definition of supervised learning outlined above, many of the
traditional model building approaches used in inferential statistics, when instead used for
the purposes of prediction, can be considered forms of supervised learning. For example,
the ordinary least squares regression is a form of supervised learning (Hastie et al., 2009).
The linear regression algorithm is a procedure that attempts to fit models that take the
form of a straight line of (y = b0 + b1x1). When a training dataset with predictors and
responses is provided, the linear regression algorithm will attempt to find a straight-line
model that best captures the relationship between predictors (x1) and responses (y) in a
training dataset. By modifying the coefficients, an infinite variety of models can take the
form of (y = b0 + b1x1), each with a different prediction of ŷ for a given x1. However, the
algorithm is designed to pick the one line that minimizes a loss function based on true
values of y in the training dataset. Specifically, in an ordinary least squares regression,
the loss function is the sum of the squared residuals, described by argmin Σ(ŷ – y)2. That
is, the linear regression algorithm is supervised by the training data to find the model with
the beta coefficients corresponding with the smallest loss function: that is, when the
residual sum of squares between predicted and actual values is the smallest.
Traditional model building approaches that are scaled up in complexity still retain
the framework of supervised learning. For instance, a stepwise regression is a traditional
inferential statistics model building approach that follows a more complex algorithm. A
series of least squares regression models are successively fit, and – in the case of
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backwards selection – predictors that do not pass a certain criterion (e.g., p-value, z-score,
etc.) are successively dropped until a stopping criterion is reached (Hastie et al., 2009;
Steyerberg, 2019). While the algorithm of backwards stepwise regression is more
complex and involves more steps than that of a linear regression (it now has to track both
the loss function calculation of the least squares regression, as well as the criterion for
dropping predictors for each successive model), it is important to note that the
algorithmic solution remains the same each time: Assuming the same criterion values, the
algorithm is inflexible and achieves the same solution each time it is run with the same
training data. In other words, given the same training data and the same stepwise
predictor dropping criterion, the stepwise regression algorithm will arrive at the same
final model each time.
While these traditional model building approaches can be considered forms of
supervised learning, one limitation of traditional model building approaches is that they
have fixed algorithmic solutions. (When they do not have fixed solutions, this is
experienced as a failure of model convergence, which usually occurs when a model is
mis-specified or overly complex for the data.) This property may be useful for the
purposes of inferential statistics, as it eases interpretability. Firstly, given the same data,
the same model is consistently arrived at. Secondly, because only one model is ever
produced, it is easy to interpret the individual predictors and coefficients of that singular
model.
However, this property also limits the utility of these traditional model building
approaches when applied for the purposes of prediction (Anderson & Burnham, 2004;
Breiman, 2001; Forster, 2000; Wolpert & Macready, 1997). Specifically, model building
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approaches designed for inference are not optimized for prediction accuracy (Breiman,
2001; Forster, 2000). For example, compared to model building approaches designed for
prediction, traditional model building approaches often have higher variance2– that is, the
tendency to overfit to the training data – leading to poorer prediction accuracy when these
models are tested on new data (Anderson & Burnham, 2004).
Machine Learning Model Building Approaches
In contrast, one key feature of approaches designed expressly for machine
learning is that they feature flexible algorithms (Shalev-Schwartz & Ben-David, 2014).
First, a flexible algorithm, called a learner, is created. In the context of supervised
learning, the learner is a prediction model. The learner’s purpose is to take in predictors
and return a prediction of the response variable. Importantly, the learner is characterized
by parameters that can change the behavior of the learner, which are referred to as tuning
parameters3.
The exact function of these tuning parameters varies depending on the machine
learning method used. For example, in the case of regularized regression, the tuning
parameter λ governs the weight of a penalty term, while in the case of random forest
methods, the tuning parameter of mtry governs the number of variables an individual
learner tree model may be exposed to (Kuhn & Johnson, 2013; Probst et al., 2019). In all
cases, the tuning parameter directly impacts the performance of the learner, specifically
by affecting the complexity of the models an algorithm can produce (Hastie et al., 2009;

Note that “variance” here refers to the bias-variance tradeoff, as described below.
In computer science/artificial intelligence circles, these parameters are sometimes called
“hyperparameters”. However, in the statistics-oriented textbooks of Hastie et al., (2009), Kuhn & Johnson,
(2013), and James et al., (2013), they are referred to as “tuning parameters”. Consequently, I will refer to
them as tuning parameters in this paper as per the language used in the statistical field.
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James et al., 2013). This flexibility is useful because certain datasets may have a lot of
noise, favoring more conservative, simpler models to avoid overfitting, while other
datasets may have a lot of signal, favoring more liberal, complex models in order to avoid
underfitting. Consequently, because tuning parameters determine a model’s potential
complexity – and hence its potential predictive accuracy – a process is needed to
systematically identify which tuning parameters produce the most accurate learners for a
given dataset, that is, the most accurate prediction models.
A learning algorithm is subsequently used to systematically modify (i.e., tune) the
tuning parameters of the learner. Specifically, the learning algorithm will systematically
create multiple learners (i.e., models), each with different tuning parameter values.
Because each learner is defined by different tuning parameter values, each learner will be
associated with a different level of model complexity, and each will have a different
potential for prediction accuracy. The learning algorithm can then can then compare the
learners to identify which tuning parameters produce the models with the best prediction
accuracy (Kuhn & Johnson, 2013; Shalev-Schwartz & Ben-David, 2014).
Importantly, a learning algorithm cannot know which learners are the best
performing without receiving feedback on performance of the learners. That is, in order
to identify the optimal learner for a dataset, each learner model needs to be evaluated for
its prediction accuracy on some test data. Further, because the learning algorithm is blind
to the final test data, the final test data cannot be used as feedback to train the learner. For
example, if the goal is to apply a model for prospective prediction, it would be impossible
to evaluate progress of a learner on a prospective dataset that is not yet collected. Thus, a
substitute test dataset must be drawn from within the training data itself.
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The simplest way to produce this substitute test data to sub-divide the training
data into a training subset and a validation subset (Hastie et al., 2009; Kuhn & Johnson,
2013). The learning algorithm can then build a learner model using data from the training
subset, and then evaluate how well this learner model predicts responses in validation
subset. The learning algorithm can then repeat this process while systematically trying
new tuning parameter values in new learners, while continually tracking the performance
of each learner for predicting responses in that validation subset. Thus, by sub-dividing
the training data into a training subset and a validation holdout subset, the learning
algorithm can use the training data itself to generate models (using the training subset), as
well as receive feedback on each learner’s performance (using the validation holdout
subset).
Subsequently, by saving the scorecards for each learner model, the learning
algorithm can identify which learners demonstrated the best prediction accuracy on the
validation holdout subset and, hence, which tuning parameters produce models with the
optimum level of complexity for the data. Further, because the validation holdout subset
is a subsample of the training data, and therefore representative of the sample data (and
thus the population data), it can be inferred that the tuning parameters that produced
models showing good prediction accuracy on the validation holdout subsets would also
produce models that show good prediction accuracy for novel test data from the same
population. This process of comparing models for their prediction accuracy on a
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validation subset – and hence, the tuning parameters associated with them – is called
“model selection” (see: Hastie al., 2009, p. 222; James et al., 2013, p. 175).4
Once the optimal tuning parameter values for a given algorithm are identified for
a dataset, they can be used to generate a final prediction model for that algorithm (Hastie
et al., 2009; James et al., 2013). While the tuning parameter optimization step required
splitting the training data into training subsets and validation subsets, these is no longer a
need to subdivide the training data once the optimal tuning parameter values have been
identified. Consequently, a final model can be generating by using all the training data at
once, thus allowing the algorithm access to the maximum amount of training data, i.e.,
signal. The final model is produced by feeding the whole training dataset to the algorithm
and then specifying the now-identified optimal tuning parameters. This produces a final
model with the optimal complexity level for that dataset, as specified by the optimal
tuning parameters. This final model can then be exported for use on novel test data, such
as in making predictions in a novel prospective dataset, or to be evaluated against other
model-building approaches.

4

Note that in this case, model selection refers to selecting the learner model that that produces the best
validation accuracy for a given algorithm and for a given dataset. This then allows a learning algorithm to
identify the tuning parameters that produced this optimal learner. The goal here is not to identify and
“select” a final model per se, but to identify the algorithmic version of the learner model (and hence, the
associated tuning parameters that define that version of the learner) that produces a model with the optimal
complexity level for the data. Model selection here does not refer to the purposes of selecting a final model
between different modeling approaches. For example, one would not be choosing between regularized
regression vs. random forest at this step. This becomes especially clear if you consider that this trainingvalidation process can occur over multiple cross-validations and cross-validation repeats (see below for
explanation of cross-validation): Each cross-validation fold would produce different models, and there
would be no way to “select” the singular best model from each fold or repeat. Instead, it is easier to track
the tuning parameter values that produced the optimal learner models across these multiple folds. Indeed,
James et al. (2013, p. 175) explain, “the process of selecting the proper level of flexibility for a model is
known as model selection.”
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This entire process of systematically iterating through variations of a learner by:
(a) subdividing the training data into a training subset and a validation subset, (b) trying
new tuning parameters, (c) evaluating the performance of new learners, (d) saving the
performances associated with each learner and their different tuning parameters, (e) using
the optimal tuning parameters to generate a final model, and then (f) exporting this final
model for use, is collectively described as the machine learning algorithm. In other
words, while there is supervised learning occurring in the individual learner model fitting
steps5 there is a meta-layer of learning added by the parameter tuning steps. That is to
say, the machine learning algorithm is learning (through trial and error) which tuning
parameters produce the learner models that are optimally suited for a given dataset!
Notably, unlike traditional model-building approaches, because the learner
algorithm is flexible, there is never a single algorithmic solution to the data (assuming the
data is not overly simple) (Shalev-Schwartz & Ben-David, 2014). Instead, these
algorithms are always optimized to produce models with the level of complexity that best
suits a given dataset. As a result, machine learning algorithms generally have lower
variance compared to traditional model building approaches; that is, they have a lower
risk of producing models that overfit to the training data (Kuhn & Johnson, 2013).

5

Just as the OLS regression algorithm is a form of supervised learning, where fitting the regression beta
coefficients is supervised by the loss function of minimizing the sum of squared residuals, individual
learner models in machine learning process are also supervised by their respective loss functions. For
example, the regularized regression algorithm is supervised in a similar fashion to OLS regression: Fitting
the regression beta coefficients is supervised by a loss function of minimizing the sum of squared residuals
plus a penalty term.
72

The Importance of Tuning Parameter Optimization in Machine Learning
In this framework, traditional model building approaches, such as the ordinary
least squares linear regression, can be conceptualized as machine learning algorithms
with zero tuning parameters. The OLS regression algorithm will always only have one
algorithmic solution for minimizing its loss function. Therefore, for a given dataset, an
OLS regression can only produce one “learner” model: The loss function of the OLS
regression will always have one optimal solution. Thus, there is no room for parameter
tuning, and, hence, no trying different learners, because there is always one optimal
model for any given dataset. Therefore, in cases such as a traditional linear regression,
there is no use for splitting training data into training and validation subsets: Because
there are no parameters to tune, there is no need for training and validation of linear
regression.6
Occasionally – perhaps due to the computational costs, or the complexity of
needing to iterate through a machine learning algorithm multiple times, or the confusing
nature of nested cross-validation – it may be tempting for researchers to skimp on the
parameter tuning step of machine learning: either through tuning an improper range of
tuning parameters, or by opting to skip the parameter tuning step entirely and simply
entering recommended “default” values for the parameters. Tuning an insufficient or
improper range of tuning parameters runs the risk of ending up with a sub-optimal learner
algorithm, which may lead to poorer model performance.

6

In the case of multiple regression, where multiple predictors are present, sometimes it is desirable to
identify the subset of predictors that will produce the greatest prediction accuracy. This “best subset
selection” algorithm may then be informed by a training-and-validation process; however, this process is
rarely used for large datasets due to computational costs: see Supplemental Appendix F for details.
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More egregious, however, is skipping the parameter tuning step entirely. Indeed,
some machine learning packages are provided with “default settings” for tuning
parameters that are designed to work generally in a broad range of situations (Probst et
al., 2018). Relying on these so-called default tuning parameter values, or manually
specifying these tuning parameter values based on a non-data-driven heuristic, sacrifices
many of the advantages of machine learning approaches conducted with tuning parameter
optimization (Probst et al., 2018).
Machine learning approaches have algorithms that are intentionally flexible so
that learners can be optimized to the data. Skipping parameter tuning would be equivalent
to assuming that the first learner model generated by an algorithm corresponds to the
optimal learner model. While there may still be advantages to running a default machine
learning algorithm in place of an OLS regression (for example, regularization can
improve the generalization of a regression model), running such default algorithms means
that much of the flexibility of a machine learning algorithm is not being capitalized upon.
In fact, if no parameter tuning is occurring, then there is no need for splitting the training
data into a training subset and a validation subset,7 since one would simply select the first
learner model produced.
Further, in more complex cases of training and validation, such as crossvalidation, without tuning parameters there would be no way to effectively consolidate
the information between cross-validation folds or repetitions. That is, each cross-

7

Some researchers may split training data into a training subset and validation subset for the purposes of
comparing and hand-selecting individual models. However, see Footnote 4 for an explanation of why this is
not the same as “model selection” in the context of machine learning. Also note that this is referring to the
model building process, and not the model assessment process, where a dataset is split into training data
and testing data in order to assess generalization error.
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validation fold would generate new learner models: Without tuning parameters, a
researcher could only select the singular individual learner model that best performed on
its respective validation subset. However, this learner model would not be able to utilize
data from the entire training dataset, as it is only built on a portion of the training data
(the training subset, excluding the validation subset). The optimization of tuning
parameters is what allows us to identify the optimal model complexity for an algorithm to
make accurate predictions on a given dataset.
The Bias Variance Tradeoff in Predictive Modeling
It is worth noting that the terms “bias” and “variance” used here refer to the biasvariance tradeoff in predictive modeling. The bias-variance tradeoff is a framework used
to understand the constituent errors that sum up to the generalization error. An inferential
statistician might account for these inaccuracies under the collective term “error” or
“noise” (Breiman, 2001), but in predictive modeling, they are decomposed into the two
constituents of bias and variance, with the remaining random error called irreducible
error (Hastie et al., 2009; James et al. 2013; Wolpert & Macready, 1997).
Variance refers to the degree to which a model building approach is sensitive to
fluctuations in the training data. Algorithms that produce more complex models have
more variance: As the complexity of a model increases, small changes in training data
will have larger effects on the models produced. On the other hand, algorithms that
produce simpler models have lower variance: changes in the training data will have
relatively smaller effects on the models produced. Thus, when a model is evaluated in a
test set for generalization error, variance can be seen as the amount of error in a
prediction due to overfitting (James et al., 2013).
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The other part of tradeoff is bias. Bias refers to the degree to which an algorithm
will favor basic model assumptions over information from the training data. That is, the
more biased an algorithm is, the more it will discount information from the training data
in favor of the model’s basic assumptions. Errors resulting from bias are due to a
model’s tendency to favor a simpler more parsimonious assumption, thus missing the
more complex underlying relationships in the data. Accordingly, when a model is
evaluated in a test set for generalization error, bias can be seen as the amount of error in a
prediction due to underfitting (James et al., 2013).8
The bias-variance tradeoff is what machine learning algorithms try to navigate. In
general, the simpler a model, the lower the variance, but the higher the bias. The more
complex a model is, the higher the variance, but the lower bias. Some degree of variance
is always necessary (otherwise models will have no predictive power), and some degree
of bias is always necessary (otherwise models will be allowed to become infinitely
complex and, therefore, uninterpretable). However, too much variance leads to
overfitting, and too much bias leads to underfitting. Together, the combination of
overfitting and underfitting affect the prediction accuracy in a model that is then exported
to make predictions in a novel test sample (James et al., 2013).
It can be hard to identify the exact curves of the bias-variance tradeoff. When a
model is fit and tested solely on one single dataset, increased model complexity will
always increase the estimated goodness of fit. For instance, with a multiple regression,
increasing the number of predictors will always increase the goodness of fit as measured

8

See Appendix G for a more thorough explanation of Variance and Bias.
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by the R2. The same occurs with increasing complexity via increasing the number of
polynomial terms in a polynomial regression. That is, as model complexity increases,
error due to underfitting (i.e., bias) decreases as more of the data points within that
specific dataset are being explained (Hastie et al., 2009).
However, when a model built on one dataset is evaluated for generalization error
– that is, when it is used to make predictions on a novel test set – there is a point at which
increasing model complexity further can harm prediction accuracy. While increasing
model complexity decreases bias – and thus underfitting error – increasing model
complexity also increases variance, and thus overfitting error. This overfitting error,
however, cannot be measured unless the model is tested on data that are independent
from the data it was trained on, such as novel test set. Consequently, a model that is too
complex will start showing greater generalization error due to overfitting (i.e., variance).
Putting the two curves of bias and variance together reveals a U-shaped curve of
the relationship between model complexity and generalization error (i.e., prediction
accuracy). Too little model complexity leads to high error from bias (underfitting), and
too much model complexity leads to high error from variance (overfitting). The
remaining error at the minimum point of this curve is due to irreducible error.
In theory, there is always a Goldilocks range at which an algorithm can balance
bias and variance to produce models that show the lowest generalization error. In other
words, there is a point at which there is sufficient variance to grab a signal from the
training data, while simultaneously there is sufficient bias to ignore noise. (Of course,
there will always be irreducible error, as a perfect model is never possible). However,
because samples of data are only ever approximate representations of a population, there
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is no simple mathematical solution to finding this optimum point of model complexity in
the population. (Of course if one had access to the data from the entire population, there
would be no point in building models, since one could just look up the true response
values for any given observation.)
Instead, algorithms are forced to find ways to estimate the location of this optimal
tradeoff between bias and variance. Because variance error can only be assessed when a
model is testing on unseen data, the most effective way to estimate the location of
optimal model complexity is by building many models, and testing every model’s
prediction accuracy. This is where dividing a training dataset into training subsets and
validation subsets comes into play. The training dataset is assumed to be representative of
the population; therefore, a model built on a portion of the training dataset (a training
subset) can be fairly evaluated for its prediction accuracy on another portion of the
training dataset (a validation subset).
This also illustrates the importance of flexibility in machine learning algorithms.
Flexible algorithms can be gradually tuned for model complexity, until the optimal level
of complexity corresponding with the lowest validation error is identified. That is,
because tuning parameters govern the complexity of models that an algorithm can
produce, different tuning parameters can be systematically tried, and each subsequent
model can be compared for prediction accuracy. Consequently, because the training
dataset is assumed to be representative of the population, the optimal model complexity
identified (and tuning parameters that specified this complexity level) can be assumed to
also be the optimal level of complexity for minimizing generalization error in a true outof-sample test dataset.
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Thus, through tuning parameter optimization, a machine learning algorithm can
identify the set of tuning parameters that correspond to the optimal level of model
complexity for an algorithm with a given dataset. In this sense, machine learning
algorithms are deliberately designed to navigate the bias-variance tradeoff (Hastie et al.,
2009; James et al., 2013). By building learners, trying different tuning parameters for
each learner, and then testing the learners for prediction accuracy, the machine learning
algorithm can identify which learners – and hence, which tuning parameters – correspond
to the best balance of bias and variance for that algorithm, in a given dataset.
Model Assessment
Prediction Accuracy and Generalization Error
We have covered the process of building a model either through traditional model
building approaches or more complex machine learning algorithms. Sometimes, one may
wish to assess the prediction accuracy of a model building approach, that is, to estimate
the generalization error (also known as out-of-sample error) of the models that a model
building approach produces.
As described above, the predictive accuracy of any model – whether generated
through a traditional algorithm or a machine learning algorithm – can be evaluated by
applying that model to a test dataset. In order to test the predictive accuracy of a model, a
test dataset will comprise of the same predictors (x1 … xn) and response variable (y) as in
the training dataset. To calculate the generalization error, the model is provided access to
the predictor data from the test dataset, and uses them to generate predictions for the
response variable (ŷ). The predicted scores, ŷ, can then be compared against the actual
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response scores from that test dataset, y, for each observation of the test dataset. The
discrepancy between ŷ and y is then used to calculate the prediction accuracy of a model.
It may be tempting to examine the correlation between predicted responses (ŷ)
and actual responses (y), and then examine either the correlation coefficient (r) or the
coefficient of determination (R2) between ŷ and y. However, this only a measure of
correlation, and not of prediction accuracy (Kuhn & Johnson, 2013; see discussion pp.
95-97). Specifically, using R2 as a proxy for prediction accuracy can lead to bias,
especially in cases where predictions are not uniformly accurate. Such can be the case
when there is heteroscedasticity in the relationship between ŷ and y. This may occur with
tree-based regression models, where, because of the splitting of predictors inherent to the
method, predictions often appear in clusters (Kuhn & Johnson, 2013). When predictions
are clustered, drawing a correlation line between ŷ and y may lead to highly
misinterpreted effects. An extreme example would be that of Simpson’s Paradox, where
the data may be comprised of two separate clusters, each showing a correlation in the
same direction, but pooling the data into a single correlation analysis ends up
misinterpreting the location of the clusters as an overall correlation effect in the opposite
direction (Simpson, 1951).
Instead, mean-squared error (MSE) or root mean squared error (RMSE) are the
most common and widely-accepted method for assessing a model’s generalization error
when the response variable is a continuous variable (Kuhn & Johnson, 2013). First, the
residual is calculated for each observation by subtracting the difference between
predicted score and actual score (ŷ – y). Next, the residual is squared. A mean squared
error (MSE) can then be calculated by squaring each residual, and summing the total.
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While the MSE alone is a measure of model fit, the square root of the MSE is often taken
to transform the values to units that are interpretable in the context of the original data,
thus producing the root mean squared error (RMSE). Thus, by comparing predicted (ŷ) vs
actual (y) models of testing data, the final model of any model building algorithm can be
assessed for its predictive accuracy. Researchers can then compare different model
building algorithms and choose which one is most likely to produce the best model for
future prospective testing.
Training, Validation, Testing, and Cross-Validation
It is important to re-iterate the difference between training, validation, and testing
data. Training data are the data used to construct learners (i.e., models). Validation data is
used to evaluate the performance of individual learners to identify (i.e., select) the best
learner model and its associated tuning parameters. Collectively, training and validation
data are used for the model building process. Finally, once a final model is constructed,
testing data is used to assess the performance of the final model in terms of prediction
accuracy and generalization error (Hastie et al., 2009, p. 222).
When data are collected for a study, it is one sample of the population. If the goal
is simply to build models using these data – and no regard is given to model assessment –
then data from this sample can be simply used for model building. In the case of
traditional model building approaches, there is no need for validation data, so the entire
model building data can be used as training data, as is done in the case of inferential
analyses. In the case of machine learning model building approaches, there is the need for
some sort of validation data in order to provide feedback on learner model performance,
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and to select the optimal learner model. Thus, in machine learning algorithms, there is the
need to divide the model building data into training and validation sets.9
On the other hand, if model assessment is desired, then the full sample may be
divided into model building data (which is then used for training and validation) and a
test set10. Importantly, the test set is completely independent from the model building
process: the test set is excluded from the model building process (which may or may not
involve dividing the model building data into training and validation subsets, or using the
entire model building data as a training set), and a final model is exported from this
model building process before being applied to the final test set. This way, the calculated

9

In the case of non-machine learning algorithms, there is no need for validation data because the model
building process only requires training data. For example, if one is fitting an ordinary least squares
regression, there is no purpose for having validation data. An OLS model is first built on the training data.
While it can be evaluated for prediction accuracy on the validation data, which will give an estimate on
how well the model might perform on out-of-sample test data, there is no way to incorporate feedback from
the validation prediction accuracy to aid with the model building process of the OLS regression. That is,
because an OLS regression has a single algorithmic solution, it will only ever fit the same model each time
to the same training data. Therefore, because there is only a single model to select from, there is no need for
validation data to perform model selection. Instead, the entire model building data is reserved as training
data (with no sub-division into training subsets or validation subsets), in order to allow the algorithm access
to the greatest amount of data during the single model training step. Note also that this does not mean nonmachine learning algorithms have access to more model building data: in a machine learning algorithm,
once model selection is used to identify the ideal tuning parameters, the algorithm is re-applied – using the
now-identified optimal tuning parameters – to the whole model building data (i.e., the training subset and
validation subset combined) in order to produce a final model. Thus, while both non-machine learning and
machine learning algorithms will use the entire model building data, it is only machine learning approaches
that require some way to divide the data into training and validation subsets before generating a model
using the entire model building data. On the other hand, traditional model building approaches can generate
a model from the entire model building data in the first step. That said, in some cases, if the overall dataset
is large enough, the data can be divided into the three sets of training, validation, and testing and kept
separate throughout the entire model fitting, model selection (validation), and model assessment process;
see Footnote 10.
10
If the overall sample size is large enough, a dataset can be divided at the beginning into the three training,
validation, and testing sets. In this case, the training set is only used for model building, the validation set is
only used model selection (in the case of traditional model building approaches with a single algorithmic
solution, it would serve no purpose, as there is no way to integrate feedback from evaluations of validation
accuracy), and the testing set is only used for model assessment. However, this dramatically reduces the
sample size available to each step, leading to lower power and instability in estimates. Thus, unless a
dataset is sufficiently large, most model assessments of model building approaches will use crossvalidation to recycle data between these three sets in order to maximize power (Hastie et al., 2009).
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prediction accuracy of a given model should reflect an unbiased estimate of a given
model building approach’s ability to produce models that can make predict unseen data.
In other words, a blind test is a true measure of a model’s generalization error, or out-ofsample error (Hastie et al., 2009).
When there are no pre-existing categories to inform the division into model
building and testing data, the division of the overall data into these two categories is done
randomly. In this case, the model building and testing data will be homogeneous: because
of random division, they should be equally representative of the original overall sample,
and hence representative of the population. Consequently, any estimates of a model’s outof-sample prediction accuracy will reflect its ability to generalize to new data from the
same population, that is, the internal validity (Steyerberg, 2019).
On the other hand, when there are pre-existing categories to inform division of the
data (e.g., data are collected from different populations), division into model building and
testing data can be conducted along categorical lines. If the divisions separate the model
building and testing data into different populations (e.g., along geographic lines, such as
treatment sites), the model building and testing data will then be heterogeneous. Further,
any estimates of a model’s out-of-sample prediction accuracy will reflect its ability to
generalize to new data from a new population, that is, the external validity (Steyerberg,
2019).
Regardless of whether the data is divided homogeneously to evaluate a model’s
internal validity, or heterogeneously to evaluate a model’s external validity, the division
process itself introduces variance due to the random nature of selection of training,
validation, and testing sets. Specifically, whichever portion of the sampled data is
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selected to serve as the model building data or testing data is random: In theory, any
portion could be randomly selected to serve as either for model building or for model
assessment.
Having only one specific holdout introduces variance around the estimate of a
model’s generalization error, because a different random draw would set aside different
portions of the data to serve as training, validation, or testing set. Further, if one portion
of the sampled data is only kept for testing, it will never be used in model building (and
vice versa). Consequently, this leads to lower power in estimating a model building
approach’s generalization error, as the entire sample of data collected is not given a
chance to play a role in either model building or model assessment.
Cross-Validation for Model Assessment
One solution is to use k-fold cross-validation. Instead of carving out a single hold
out for model assessment, the data can be divided into k number of folds. Each fold is
cycled through, contributing either as part of the model building data (i.e., the training
set, or if necessary, subdividing into a training subset and validation subset) or the model
assessment data (i.e., the testing set). Consequently, all data are used for model building
and model assessment, helping gain a more precise estimate of a model’s generalization
error (Hastie al., 2009; Kuhn & Johnson, 2013).
For instance, in 10-fold cross-validation for the purpose of model assessment, the
overall data will be divided into 10 folds. For the first iteration, the first fold will form the
testing set, while the remaining nine folds will form the training set (which may be
subdivided to the training subset and validation subset). The model building procedure is
applied to this 9-folds training set, producing a final model, and evaluated for prediction
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accuracy in the first fold. This estimate of prediction accuracy, or generalization error, to
the first fold is then saved. The process is then re-iterated through the remaining nine
folds, until total of ten estimates of a model building approach’s generalization error are
obtained. These ten estimates of generalization error can then be pooled (through simple
averaging) to gain a more stable and precise estimate of a model building approach’s
prediction accuracy for that data.
Note here that I use the language of “a model building approach’s generalization
error” instead of “a model’s generalization error.” While the generalization error of an
individual model is calculated by comparing that model’s predicted response (ŷ) vs the
actual response (y) on the test fold, the process of k-fold cross-validation will produce k
number of models each time. Because the model building data is different for each fold, a
given algorithm (whether OLS regression, or a machine learning technique) will produce
a slightly different final model each time.
In 10-fold cross-validation, we will end up with 10 separate estimate of
generalization error from 10 separate models. When we aggregate these 10 separate
estimates to get a mean estimate of generalization error, there is no “mean model” we can
refer to. Instead, because each of the 10 models was produced from the same algorithm,
we refer to the algorithm, i.e., the model building approach, that produced these 10
separate models from the 10 different iterations of nine training folds. Thus, crossvalidation allows us to estimate the efficacy of a model building approach by allowing us
to examine the models that it produces in the multiple folds from the overall data.
One tradeoff of this process is that cross-validation leaves no singular final model
for interpretation. Because 10 separate models were produced in the cross-validation
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process, interpretability can be difficult, because models cannot be averaged. This,
however, is a small loss, because the k-fold cross-validation process is akin to running k
number of singular model-building-and-model-evaluation pairs.11 That is, one could skip
the cross-validation process and just build a model and test a model on a single fold,
leading to a singular model that can be interpreted. However, because this model was
built and evaluated on an arbitrary subset of the data, our estimate of model accuracy is
just as imprecise as our estimate of model accuracy using any other model built and
evaluated on any other of the folds. Cross-validation allows us to look at all the folds in
aggregate, and by examining the average estimate of generalization accuracy from each
fold, we are able to gain a more stable estimate of a model building approach’s
performance for that data than had we simply relied on a single estimate of generalization
accuracy from a single fold.
One additional advantage of k-fold cross-validation is that the variance can be
further reduced through repeated cross-validation. In cases where cross-validation folds
are constructed by random draws – in other words, where the data are not divided into
model building (training and validation sets) and model assessment (testing set) data by a
prespecified criteria – the entire cross-validation process can be repeated with new
random draws to further improve the precision of the estimates of prediction accuracy.
There is no limit to how many repetitions can be done, although benefits grow marginally

11

In other words, 10-fold cross-validation is equivalent to dividing the total data into 10 single hold-out
pairs, where for each, 90% of the data is used for model building, and 10% is used for model testing.
However, because k-fold cross-validation systematically cycles through each fold, every single data point is
used for testing once and used for model building k-1 times. Hence, it is not quite the same as randomly
drawing with replacement 10 separate lots of 90% data used for model building and 10% data used for
model testing.
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smaller with increasing number of repeats, while the computational burden
unsurprisingly increases with each additional cross-validation repetition. (Kuhn &
Johnson, 2013).
One decision to make in regards to cross-validation is the number of folds, or k.
At the limit, one can specify as many folds as observations in the data. This N-fold crossvalidation is also called leave-one-out cross-validation (LOOCV), because only one
observation is used as the holdout fold each time (James et al., 2013). One benefit of
LOOCV is that (relative to other k values) is that models produced have low bias,
because almost all observations are used to build each model. However, LOOCV suffers
higher variation than cross-validations with lower k-folds, and is also the most
computationally intensive (James et al., 2013). Lower values of k are more
computationally efficient, and while they may increase bias, research suggests that a k of
10 achieves a good balance of bias, variance, and computational efficiency (Hastie et al.,
2009; Kuhn & Johnson, 2013).
Cross-Validation for Model Building and Model Selection
Cross-validation can also be used in the model building process for model
building approaches that involve model validation, such as machine learning algorithms
that require testing the prediction accuracy of learners on a validation set to identify the
optimal tuning parameters. In this case, instead of randomly dividing the data once into a
training subset and a validation subset, the cross-validation process can be used to cycle
through the whole model building data for use as either training or validation data. This
process is similar to cross-validation for the purposes of model assessment.
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However, one difference is that instead of aggregating the estimates of a model
building approach’s generalization error, the estimates of validation error are aggregated
for each set of tuning parameter values. That is, in a 10-fold cross-validation, each set of
tuning parameter values will be associated with 10 learner models, and thus 10 estimates
of prediction error on the validation fold. These 10 estimates of validation error can then
be simply averaged to identify which set of tuning parameters values produced models
with the lowest validation error; i.e., the optimal tuning parameter for that set of data. As
described above, this cross-validation process can also be repeated via repeated crossvalidation, drawing new random draws each time to further increase the precision around
the estimate of validation error for each set of tuning parameter values.
Nested Cross-Validation
Finally, cross-validation for the purposes of model building can be nested within
cross-validation for the purposes of model assessment. In this case, an outer loop of
cross-validation is conducted to compare the generalization error of different model
building approaches. For the outer loop, the overall sample data is split into k-folds for
use as model building data (i.e., training sets) and model assessment data (i.e., testing
sets). Model building approaches that do not require training and validation (i.e.,
traditional model building approaches with singular algorithmic solutions, such as OLS
regression) can then be directly fit to entire training set to generate a final model for
model assessment against the test set.
For model building approaches that require training and validation (i.e., flexible
machine learning algorithms that may benefit from tuning parameter optimization), the
model building data (training set) can then be further subdivided in an inner cross88

validation loop of training subsets and validation subsets. Once the optimal tuning
parameter values for that algorithm are identified via the inner cross-validation loop, the
entire model building data (training set) is fed to the algorithm, along with the optimal
tuning parameter values specified. This way, the machine learning algorithm has access
to the maximum amount of data for fitting a final model. The final model produced on
the entire model building data is then exported for assessment against the appropriate test
set for the corresponding iteration of the outer cross-validation loop.
Thusly, both the traditional and machine learning model building approaches have
access to the same model building data for each outer cross-validation loop. In this case,
the traditional model building algorithm uses the model building data to fit a model once;
while the machine learning algorithm uses the model building data to train, validate, and
fit a single model via the cross-validation process. Further, both final models are then
evaluated on the same test set, giving a fair comparison of generalization error. The outer
loop then cycles through the rest of the cross-validation iterations, producing k estimates
of a model building approach’s generalization error. These estimates can then be
averaged to compare the generalization error of different model building approaches for
the population.
Feature Selection is Model Building: Retaining Integrity between Model Building and
Model Assessment
One fatal mistake in supervised learning (whether a traditional model building
algorithm or a machine learning algorithm) is to expose some part of model building
process to information from the testing data (Hastie et al., 2009). One common area
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where this occurs is the misconception that selecting features (i.e., predictors) is separate
from the model building process.
For example, a researcher may have a large number of potential predictors that
they want use for building a model that will predict a response variable. As a first step,
they decide to cut down the number of potential predictors by examining the correlations
of those predictors with the response variable, and decide to remove variables with small
correlation coefficients. After this “data cleaning” step, they take the remaining variables
and send them through the normal model building process: first splitting the data into a
training set and a testing set, then building a model on the training set (whether a machine
learning algorithm or a traditional model building algorithm), and finally applying this
model for model assessment on the testing set.
The problem with this procedure is that the researcher will greatly overestimate
model performance. Because the predictor selection occurred prior to the overall data
being divided into the training and testing sets, the model building process has already
been informed by information from the testing set. Therefore, any models built
afterwards on the training set will produce models that show unrealistically optimistic
estimates of generalization error when evaluated on the testing set. In other words, the
calculated generalization error is no longer an accurate representation of out-of-sample
error, as that test data is no longer unseen.
Specifically, in any instance of supervised learning, all supervised steps (i.e.,
where the response variable is used to inform decisions) must be done after the testing set
is set aside. One easy way to think of this is thusly: If the test data were from a
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prospective, future, yet-to-be gathered dataset, would it still be possible to make these
data cleaning decisions?
That said, unsupervised steps, such as data cleaning of outliers, may occur prior to
dividing the data, as long as these processes are applied uniformly across the entire data
and decisions not informed by the predictors’ relationships to the response variable.
Hastie et al., (2009, pp. 245-247) specifically include a subchapter called “The Wrong
and Right Way to Do Cross-Validation” explaining this common mistake in more detail.
Indeed, they also point out that this mistake is not rare, reporting that “[w]hile this point
may seem obvious to the reader, we have seen this blunder committed many times in
published papers in top rank journals” (Hastie et al., 2009, p. 247).
Machine Learning and Psychiatric Data
There have been many attempts to use machine learning to inform the prediction
of psychiatric data (for a review, see Chekroud et al., 2021). However, it remains an open
question which machine learning methods perform the best for producing accurate
predictions in psychiatric data. Machine learning approaches vary greatly in design:
Some use penalized regressions, others use tree-based methods, others use support
vectors, and there are even approaches that attempt to integrate multiple methods together
as an ensemble (see methods section for details). Some algorithms are optimized for
modeling different outcome classes (e.g., classification vs. regression), while other
algorithms yet are optimized for modeling different data structures (e.g., linear vs
nonlinear). Further, many machine learning methods were designed for use on “big data,”
where there are a large number of observations, and often a relatively smaller pool of
predictor variables, while psychiatric data is often characterized by a small number of
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observations, and a relatively large pool of predictors (Steyerberger, 2019).
Consequently, a systematic comparison of machine learning approaches and traditional
model building approaches is warranted to assess whether there are certain model
building approaches that perform best for predicting psychiatric outcomes.
Previous attempts to compare supervised learning methods in psychiatric data
While there have been many individual attempts to apply machine learning
techniques for the purposes of predicting psychiatric data, there is limited research that
systematically compares different model building approaches for their abilities to
generate accurate models for predicting psychiatric outcomes. We were able to identify
three studies which attempted to compare the performance between multiple machine
learning and traditional model building approaches for predicting outcomes in psychiatric
data.
Bremer et al. (2018)
The first study, Bremer et al. (2018) compared model building approaches in a
sample of 350 individuals who received an internet/face-to-face blended outpatient
treatment for major depressive disorder. The response variable was time-weighted quality
of life (QALY) over 12 months, as assessed by the EuroQol questionnaire (EuroQol
Group, 1990). For their measure of prediction accuracy, they assessed generalization
error in terms of root mean squared error and mean absolute error for predictions of the
QALY.
Bremer et al. (2018) compared support vector machines, regression trees, LASSO
regression, ridge regression, and a mean reference group. For the machine learning
approaches, it is unclear what tuning parameter values they tried. Model assessment was
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conducting using leave-one-out cross-validation. They found significant differences
between model building approaches for predicting QALYs, with support vector machines
and regression trees performing the best, followed by ridge regression, and finally the
mean reference group.
Of note, they describe applying LASSO regression as a “feature selection method
to reveal variables that contributed to the prediction performance” (Bremer et al., 2018),
prior to dividing the data for model-building evaluation with LOOCV. Thus, any
predictors that were selected in the first step will have an unfair advantage – that is,
supervised learning had already occurred, prior to dividing training and testing subsets –
thus leading to overly optimistic estimates of model performance. This procedure of
conducting predictor selection on the full data, prior to applying cross-validation to
evaluate model building methods, is in fact explicitly cautioned against by Hastie et al.
(2009, see chapter 7.10.2).
Webb et al. (2020)
The second study, Webb et al. (2020) compared model building methods in a
sample of 484 patients with major depression through a hospital behavioral health partial
program. Patients received a hybrid treatment that included pharmacotherapy, individual
and group CBT, and components of DBT and ACT, that lasted on average under 2 weeks.
The response variable was post-treatment depression as rated by the PHQ-9. Their
measure of prediction accuracy was the mean squared error for predictions of the PHQ-9.
They compared 14 variations of seven different model building approaches: ordinary
least squares regression, regularized regression, spline regression, Bayesian additive
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regression trees, random forest, support vector regression, and the SuperLearner
ensemble method.
Model assessment was conducting by randomly splitting 20% of their sample as a
single held out test set (n = 97). Interestingly, the remaining training set (n = 387) was
then used for repeated 10-fold cross-validation to evaluate the prediction accuracy of the
different machine learning methods. That is, Webb et al. (2020) divided the 387 into 10
equal folds of approximately 39 each for cross-validation, building models using 9 of the
folds (n ≈ 348) and testing models for on the 10th (n ≈ 39). Their comparison of model
building approaches for generalization error was therefore only conducted on 80% of the
full sample (n = 387).
After assessing the different machine learning methods in this reduced sample (n
= 387), they then selected the single best algorithm with the lowest MSE over the
repeated cross-validation iterations. This algorithm, elastic net regularization, was then
re-applied to the full training sample (n=387), brand new tuning parameters were selected
via 10-fold cross-validation, and then this new final model was exported for model
assessment on the original test set (n = 97). Therefore, only one modeling approach was
ever evaluated on the final test set (n = 97).
Nevertheless, we may overlook this oversight of evaluating only one algorithm on
their final test set, as we can treat their 10-fold cross-validation comparison of different
model building methods on the reduced 80% sample (n = 387) as a cross-validated
assessment of different model building methods for prediction accuracy. In the reduced
sample cross-validation assessment of model building algorithms, Webb et al. (2020)
ranked the prediction accuracy of the algorithms as follows (sorted from worst to best ):
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adaptive splines, linear regression, polynomial splines, linear support vector regression,
polynomial support vector regression, Bayesian additive regression trees, and then ridge
regression. The model building approaches of elastic net, LASSO regression, random
forest, and SuperLearner all performed very closely, with elastic net with an α tuning
parameter value manually specified at α = 0.75 showing the numerically lowest MSE.
Webb et al. (2020) did not test for significant differences in prediction accuracy between
model comparison approaches.
Further, it is worth noting that only a portion of the machine learning approaches
that Webb et al. (2020) evaluated in the 10-fold cross-validation underwent tuning
parameter optimization, while some were only partially tuned. Specifically, their
supplemental methods section describes using single “default” parameter values for the
algorithms of: support vector regressions, spline regressions, and Bayesian additive
regression trees. For ridge and lasso regressions, the λ parameter was tuned. For the
elastic net regression, the λ parameter was tuned; however, the α parameter was not
tuned; instead, it was manually specified at three values of 0.25, 0.50, and 0.75.
Interestingly, none of these matched the final α parameter value (α = 0.30) that was
identified when the algorithm was re-run for tuning parameter optimization on the full
training sample. They additionally comment in their supplemental materials that they
originally ran the random forest algorithm with the single “default” tuning parameter
values, but then later, “at the request of an anonymous reviewer, we tuned randomForest
(RF) in the training sample and tested it in the hold-out sample” (Webb et al., 2020,
Supplemental p. 4).
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Overall, while Webb et al. (2020) attempted to compare machine learning
methods (albeit in the reduced sample size), because of the inconsistent application of
tuning parameter optimization between the model building approaches, it is difficult to
understand their findings as a fair comparison of model building approaches. As noted
above, one key feature of machine learning approaches is that they feature flexible
algorithms that can be modified in complexity (via tuning parameters) through feedback
(the measured prediction accuracy on a validation set). If a machine learning algorithm is
forced to use manually specified tuning parameters, much of the advantages of a machine
learning approach are forgone (Probst et al., 2018). This makes it difficult to evenly
compare model building approaches for prediction accuracy when some algorithms were
run with tuning parameter optimization, while others were run with manually specified
tuning parameter values.
Hilbert et al. (2020)
The third study, Hilbert et al. (2020) compared model building methods in a
sample of 2,147 patients treated in a general cognitive behavioral therapy outpatient
clinic. Diagnoses ranged from substance use, depression, bipolar, anxiety, obsessivecompulsive, trauma-related, somatic-symptom, eating, impulse-control, schizophrenia
spectrum, and personality disorders. Model assessment was conducted by randomly
separating one third of their sample size as a final test set 12. The training data was further
divided in half into a training subset and a validation subset.13

Hilbert et al. (2020) call the test set the “validation set.” This illustrates how the terminology between
training/validation/testing can be confusing; see above discussion clarifying the differences between the
three; as well as the definitions provided by Hastie et al. (2009; p.222) and James et al., (2013; Chapters 2
and 5).
13
Which Hilbert et al. (2020) refers to as the “test set.” See previous footnote.
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Hilbert et al. (2020) examined several machine learning methods: random forest,
support vector machines (SVM), neural networks, and ensemble strategies, as well as a
simple model using baseline severity only. Further, for their random forest models, they
varied different data preprocessing and model building steps. Variations in data
preprocessing included: imputation vs. no imputation, feature scaling vs no feature
scaling (i.e., standardizing predictors), feature reduction vs no feature reduction (i.e.,
removing predictors with low SD/variance), and pre-model-building feature selection
using elastic net vs no feature selection. Hilbert et al. also included a variation comparing
parameter tuning vs. no parameter tuning for the random forest. Variations in model
building steps included: balanced vs unbalanced splitting (i.e., matching the number of
remission observations between training/validation sets), as well as trying an 80/20
training-validation ratio (as opposed to a 50/50 train-validation ratio used for rest of their
models). Note, however, that their comparison of parameter tuning vs. no parameter
tuning was conducted in only the random forest, and not in the other machine learning
methods.
Hilbert et al. (2020) examined two response variables. The first, remission, was a
binary response, and model accuracy was assessed by classification accuracy (i.e., the
number of correct predictions divided by total number of predictions). The second,
dimensional change on the CGI-I, was a continuous response, and model accuracy was
assessed by calculating the Pearson’s correlation coefficient between predicted scores and
actual scores.
One caveat to interpreting Hilbert et al.’s (2020) findings for regression is that
their primary operationalization of model performance, calculating the Pearson
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correlation between predicted score and actual score, is not an accurate method for
assessing model prediction accuracy (see above discussion; also see Kuhn & Johnson,
2013, pp. 95-97). Nevertheless, they reported traditional metrics of model accuracy such
as root-mean squared error (RMSE) in the supplemental material.
For classification, they evaluated random forest, SVM, neural networks, and
ensemble approaches, and a baseline severity logistic regression model. For regression,
they only evaluated three methods: random forest, SVM regression, and a baseline
severity linear regression model.
Hilbert et al. (2020) found that for classification, machine learning methods using
unbalanced training-validation sets performed around chance, while balanced machine
learning methods were able to perform slightly above chance. Further, the balanced and
tuned random forest numerically outperformed all other models on classification,
including the balanced untuned random forest. For regression, they found that the random
forest with an 80/20 training-validation ratio produced the highest correlation between
predicted score and actual score.
In the case of regression, the tuned random forest did not show higher correlations
between predicted and actual scores, relative to other variations of random forest. On the
other hand, the RMSEs reported in their supplemental material showed that the tuned
random forest had second best performance, succeeded only by the non-preprocessed, but
untuned, random forest.
Hilbert et al. (2020) found that machine learning approaches outperformed simple
logistic and linear regressions, though no clear machine learning method was obviously
superior from other machine learning methods. Further, while Hilbert et al. tested
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whether the performance of individual model building methods or preprocessing
variations improved prediction accuracy beyond chance (for classification tasks only),
they did not report a significance tests for testing the differences in prediction accuracy
between model building methods or data preprocessing variations. Finally, they
pessimistically conclude that while machine learning methods for classification
“significantly exceeded chance level,” they were “far from clinical utility” and that
“neither applying more sophisticated approaches nor restricting the sample to
homogeneous subgroups resulted in considerable performance gains” (Hilbert et al.,
2020; p. 8)
Limitations of previous studies
Out of the three existing comparisons of different machine learning machine
learning approaches for predicting psychiatric data that we were able to identify, all had
methodological limitations that limit their utility for comparing the performances of
different model building approaches in the prediction of psychiatric data. I have already
pointed out some of the methodological limitations where they were most readily
identified, but I will re-iterate them (and their implications) again here.
Bremer et al. (2018) applied feature selection prior to passing the data to crossvalidation for building models and testing their predictive accuracy. Because the
predictors were already informed by data from (what would go on to become) the test
sets, any estimates of a model building approach’s performance will be inaccurate and
overly optimistic. Thus, the assessments of model building accuracy in Bremer et al.’s
study are suspect (for discussion see Hastie et al. 2009, chapter 7.10.2).
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Webb et al. (2020) only ever assessed one modeling approach for generalization
error on the final test dataset. Nevertheless, we can look within their 80% reduced sample
cross-validation as a comparative assessment of different model building approaches. The
more significant drawback is that they inconsistently applied tuning optimization for
some of their machine learning methods, but manually specified tuning parameter values
for other methods. This means that while some algorithms were optimized, other
algorithms were left un-optimized, limiting the efficacy of the latter algorithms (Probst et
al., 2018). Thus, Webb et al. (2020) do not have a fair comparison between different
model building algorithms.
Hilbert et al.’s (2020) study was the most methodologically sound of the three.
One challenge in interpreting their findings is that Hilbert et al. were predominantly
focused on examining the effects of pre-processing steps on machine learning
performance. Consequently, many of their comparisons between different machine
learning algorithms were inextricably tied to different data pre-processing decisions. For
instance, their comparisons of parameter tuning vs. no parameter tuning was conducted
only in random forest, and only in random forests that were pre-processed with
imputation and scaling. At least within random forest, Hilbert et al. found that tuning
parameter optimization improved random forest performance in classification, but not in
regression. One other limitation is that Hilbert et al. did not conduct significance tests to
compare differences between model building approaches.
The Present Study
Primary Question. Differential Efficacy of Model Building Approaches.
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The current investigation is prompted by the lack of studies comparing the
performance of different model building approaches for predicting psychiatric outcomes.
While the three previous papers discussed (Bremer et al., 2018; Hilbert et al., 2020;
Webb et al., 2020) compared different model building approaches for their predictive
accuracy, due to methodological limitations, their findings are not conclusive. Thus, we
designed the present study to address this gap in the literature. Our primary question was
thus:
1. How do different model building approaches (i.e., traditional model building
approaches vs machine learning approaches) compare in terms of their abilities to
produce models for the accurate prediction of outcomes in depression?
Further, we were interested in several secondary questions that informed
interpretation of our primary question. Specifically:
2. How do model building methods perform in the context of internal validity vs
external validity?
3. How do model building methods handle a large variable set versus a limited
variable set?
4. How does tuning parameter optimization affect the performance of model
building algorithms?
Question 2. Internal Validity vs External Validity
Our second goal was to compare the performance of different model building
approaches in terms of internal validity and external validity. Specifically, our primary
goal is to evaluate the ability of different model building approaches to produce accurate,
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generalizable models; however, the generalizability of a model can be viewed through the
lens of either internal validity or external validity.
Models built on data from one sample of a population should ideally generalize to
new samples drawn from that same population. Models that make accurate predictions in
a new sample from the same population can be said to have strong internal validity
(Steyerberg, 2019). Alternatively, models can also be applied to make predictions in
different populations. Models that make accurate predictions in a new sample from
different populations can be said to have strong external validity (Steyerberg, 2019).
Evaluating internal validity of a model is simple. A model built on data from one
population can be tested on new data from that same population. This can be done with
cross-validation for the purpose of model assessment. A model is built on one portion of
the data, and then tested for its ability to generate predictions on another portion of the
data. As long data used in the model building portion is kept independent from the testing
data, we can gain a fair estimate of its predictive accuracy for data drawn in the same
population; that is, its internal validity (Steyerberg, 2019).
One method of evaluating the external validity of a model is to apply that model
to generate predictions in data from a new geographical location. This method of
“geographic validation” can be done when data are collected at multiple treatment sites
(Steyerberg, 2019). Because each site reflects a different geographic population, we can
build a model using data from a portion of the sites, and then test the model on blind data
from the held-out sites. This process can similarly be repeated in a site-wise crossvalidation process, such that each site is held out once. This allows us to get a fair
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estimate of a model’s predictive accuracy for data drawn in a new population; that is, its
external validity (Steyerberg, 2019).
The majority of applications of machine learning methods for predicting
outcomes in psychiatric data have only focused on internal validation: that is, training and
testing data are drawn from the same population (Chekroud et al., 2021). Certainly, of the
three studies comparing model building approaches described above (Bremer et al., 2018;
Hilbert et al., 2020; Webb et al., 2020), generalization was only evaluated in terms of
internal validity: in all studies, the test sets were drawn from the same population as the
training sample. Thus, there remains an open question on the external validity of different
model building approaches: the performance of different model building approaches in
terms of internal validity may not necessarily reflect their performance in terms of
external validity.
We hypothesized that the performance of model building approaches would be
poorer when assessed for external validity (i.e., when the training set and testing set are
drawn from different populations) compared to when assessed for internal validity (i.e.,
when the training set and testing set are drawn from the same population). However, we
had no a priori hypotheses for which model building methods would show the greatest
changes in performance between their internal validity and external validity.
Question 3. Richness of Predictor Variables
Our third goal was to assess how different model building approaches performed
when provided either a small or large pool of potential predictor variables. Different
model-building approaches are impacted in different ways depending on the number of
predictors (see methods section; also see Hastie et al., 2009; Kuhn & Johnson, 2013).
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However, how these different model-building approaches handle either a small or large
pool of predictors has not been specifically evaluated in the context of predictive models
for psychiatric data. Indeed, Chekroud et al. (2021, p. 156) speculates that “Although
these [machine learning] methods can deal with large numbers of potential predictor
variables, careful pre-selection of variables likely improves predictive accuracy;” though
he offers no citation for this claim. Thus, we opted to manipulate the number of potential
predictors each model building approach had access to in order to empirically test this
claim.
As Chekroud et al. (2021) conjectures, it is possible that providing a large pool of
predictors could cause certain model building approaches to perform more poorly. For
example, providing a large number of predictors could cause certain machine learning
algorithms to be tuned to favor simpler, conservative models (i.e., lower variance and
higher bias), thus leading to poorer prediction accuracy from underfitting. Providing a
large number of predictors could also cause insufficiently conservative algorithms to
overfit on spurious variables, thus leading to poorer prediction accuracy from overfitting.
On the other hand, it is also possible that providing a large pool of predictors will allow
certain machine learning algorithms to capitalize on more useful information from the
greater number of potential predictors, which can then improve prediction accuracy by
reducing underfitting.
We had no a priori hypotheses for which model building methods would perform
better or worse with a smaller or larger pool of predictors. Thus, we opted to assess each
model building approach’s performance when provided either a small pool or large pool
of variables.
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Question 4. Tuning Parameter Optimization
Our fourth goal was to compare model building algorithm performance when
tuning parameters are optimized or left unoptimized. Previous attempts at comparing
model building performance using machine learning methods were inconsistent in
conducting tuning parameter optimization (Bremer et al., 2018, Webb et al., 2020),
despite this being recommended as best practices (Hastie et al., 2009; James et al., 2013;
Kuhn & Johnson, 2013; Probst et al., 2018).
Machine learning algorithms are flexible for a reason: An algorithm can vary the
complexity of models produced in order to best navigate the bias-variance tradeoff for
any given dataset. Tuning parameter optimization allows using the data to inform where
the optimal level of model complexity is for making accurate predictions in that dataset.
After all, the sole purpose of model validation is to conduct tuning parameter
optimization for selecting the optimal level of model complexity: without tuning
parameters to optimize, there is no purpose in conducting steps such as cross-validation
during the model building process.
On the other hand, forgoing tuning parameter optimization would be equivalent to
assuming that the first tuning parameter values tried are already at the optimal balance
point of model complexity for a given dataset. While in theory, suggested “default”
tuning parameters may provide a starting point for tuning parameter optimization (Probst
et al., 2018), eschewing the tuning parameter optimization step is necessarily eschewing
one of the primary advantages of machine learning approaches. Consequently, we
hypothesized that models produced by algorithms run with proper tuning parameter
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optimization would show better prediction accuracy than models produced by algorithms
run without tuning parameter optimization.
Method
Dataset Characteristics
Patients
Data were drawn from the first stage of a multi-site randomized controlled trial of
patients with major depressive disorder (Hollon et al., 2014). Patients (N = 452) were
randomly assigned to antidepressant medication alone (ADM; n = 225) or antidepressant
medication in combination with CBT (COM; n = 227). Patients were drawn from three
outpatient sites: University of Pennsylvania, Philadelphia (ADM n = 79, COM n = 72);
Rush Medical Center, Chicago, Illinois (ADM n = 70, COM n = 81); and Vanderbilt
University, Nashville, Tennessee (ADM n = 76, COM n = 74). Details on treatment
procedures and patient inclusion/exclusion criteria have been previously described by
Hollon et al. (2014).
Treatment
To emulate real world outpatient treatment settings, patients were given
continuous treatment of ADM or COM until either: (a) recovery criteria were reached, at
which point the patient would be moved to the second phase of the trial; or (b) the study
cutoff period ended, at which point a patient not meeting recovery would be withdrawn
from the trial. The earliest a patient could meet recovery criteria, and thus be moved onto
the second phase, was after 30 weeks (7 months/210 days). For study cutoffs, patients
were given up to 19 months to reach criteria for remission. For details, see Hollon et al.
(2014).
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Acute treatment lasted until the patient met the criteria for remission, defined as 4
consecutive weeks of minimal symptoms; and continuation treatment lasted to the point
of recovery, defined as another 26 consecutive weeks without relapse. After meeting
criteria for recovery, a patient then moved to the second phase of the trial (DeRubeis et
al., 2020). Thus, the earliest a patient could meet criteria for recovery and be moved on to
the second phase of the trial would be after 30 weeks (210 days).
For the purposes of the current study, we were only interested in patients who
were undergoing treatment for major depression. Therefore, no data from after the 7month (210 days) period was used in our analysis, as after that point, patients could be
moved on to the second phase of the trial and thus discontinued treatment.
Dataset Processing
Predictor Variables
Predictor variables were all gathered at intake, and are listed in Table 3.1.
Demographic variables included: age, sex, cohabiting status, education, income, and race.
Basic clinical variables included: intake depression severity on the HRSD, depression
chronicity, number of prior episodes, Axis II comorbidity, age of MDD onset, and MDD
melancholic, atypical, and seasonal pattern specifiers. Additional psychological predictor
variables included scale scores or subscale scores from the following:
•

Attributional Style Questionnaire (ASQ; Peterson et al., 1982)

•

Beck Depression Inventory (BDI-II; Beck et al., 1996)

•

COPE inventory (Carver et al. 1989)

•

Beck Hopelessness Scale (Beck et al., 1988)

•

Mood and Anxiety Symptom Questionnaire (MASQ; Watson et al., 1995)
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•

NEO Personality Inventory (Costa & McCrae, 2008)

•

Personality Beliefs Questionnaire (Beck & Beck, 1991)

•

PERI Life Events Scale (Dohrenwend et al., 1978)

•

Quality of Life Enjoyment and Satisfaction Questionnaire (Q-LES-Q;
Endicott et al., 1993)

•

Reasons for Depression Inventory (RFD; Addis et al., 1995)

•

Short form 36 Health Survey (SF36; McHorney et al., 1993)

•

Shipley Institute of Living Scale (SILS; Shipley, 1940)

•

Ways of Responding Inventory (WOR; Barber & DeRubeis, 1992)

•

Global Assessment of Functioning (GAF; APA, 2000)

Because clinical data can have a very high ratio of variables to observations,
especially if individual items of a scale are treated as independent predictors, summary
scores and subscale scores were used to reduce the number of potential predictor
variables.
Variables were grouped into two categories: demographic/clinical variables,
reflecting basic demographic and clinical information that would be readily available
after patient intake in a realistic clinical setting; and additional psychological variables
that were collected in the original trial but are not commonly collected in clinical
practice. The total number of predictors was 53, with 14 classified as
demographic/clinical variables and 39 classified as additional psychological variables.
See Table 3.1 for a summary of the scale scores and subscale scores used for model
building.
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Outcome Variable
The primary outcome was depression symptoms as rated by a clinician on the 21item Hamilton Rating Scale for Depression (HRSD; Hamilton, 1986). Our goal was to
assess the ability of models to predict depression symptoms at the greatest time lag from
treatment initiation as possible, while still falling within the period that a patient was
undergoing acute treatment. Specifically, an outcome measure selected too close to intake
(e.g., after 2 weeks) may simply reflect the test-retest reliability of the HRSD, with any
effects of treatment having relatively minimal observable impacts on HRSD score.
Conversely, as treatment progresses, a later measurement of depressive symptoms should
allow treatment to have a greater observable impact on HRSD scores. Additionally, this
would also allow any potential prognostic variables (such as demographics, personality,
psychological factors) that may interact with treatment (e.g., through mediation effects)
more time to demonstrate an effect on depression symptoms.
Thus, we used 7-month HRSD scores as our primary outcome, as this represented
patients’ depressive symptom levels with the greatest time lag after treatment initiation,
where patients were still continuously receiving acute treatment. Specifically, outcome
was specified as the last-observation carried forward to a maximum time of 7 months
(210 days).
Last-observation carried forward (LOCF) was used so we had actual values that
could be used in the test set for model evaluation. Whereas multiple imputation methods
have been shown to produce unbiased estimates for the purposes of inferential modeling
(Shah et al., 2014; Van Buuren, 2018), we wanted to avoid algorithmically imputing the
main outcome variable for our assessments of model building approach accuracy, lest
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some of the assumptions in a given imputation algorithm inadvertently shape the
relationship between the imputed values on the outcome variable and the available
predictor variables and, thus, unfairly give an advantage to some model building
approaches when evaluating their prediction accuracy. For example, it is possible that
random-forest-based imputation may impute the outcome variable in such a fashion that
gives a prediction accuracy advantage to tree-based model building approaches, while
regression-based imputation may impute the outcome variable in such a fashion that
provides a prediction accuracy advantage to regression-based model building approaches.
Nevertheless, to assess the impact of using LOCF, we ran a sensitivity analysis with
LOCF patients removed (see section below on sensitivity analyses).
Missing Data
Many machine learning algorithms cannot run properly with missing data, or will
automatically run with listwise deletion when missing data are observed. Because of the
large number of variables in our dataset, simple listwise deletion would lead to
insufficient sample sizes for analyses. Thus, missing data were imputed using multiple
imputation by chained equations (MICE) imputation. Multiple imputation was used
because it produces unbiased estimates while minimizing variance. A comparison of
imputation techniques by Shah et al. (2014) found that, compared to MICE, single
imputation methods, including ones using machine-learning such as the missForest
algorithm (Stekhoven & Buhlmann, 2012), can lead to unwanted bias and variance by
virtue of only having a single imputation, as opposed to multiple imputations.
Further, many of our predictors consisted of questionnaires and scales with
individual item level data, thus contributing to a large number of item-level variables (k =
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730) relative to the number of observations (n = 452) and preventing traditional MICE
imputation approaches. Simply put, because imputation using chained equations uses
regression equations to estimate missing values, it will not run when the number of
variables exceeds the number of observations.
Thus, we followed a parcel summary score imputation procedure: individual
scales were imputed one by one with the aid of parcel summary scores, and then imputed
scales were aggregated together (Eekhout et al., 2014, 2018). Specifically, a parcel
summary score for each scale is first derived by averaging available items of each scale.
Then, the missing items of a given scale are imputed through chained equations using
available item-level data for that individual scale, as well as parcel summary scores as
substitutions for the other scale scores. This process is repeated for each scale until all
missing items are imputed. The imputed scales are then aggregated to form the final
imputed dataset. The entire imputation procedure can be repeated as desired to generate
as many imputed datasets as desired for multiple imputation (Eekhout et al., 2014, 2018).
Parcel summary score approaches have been shown to be effective for multiply imputing
missing data where the number of scale items is greater than the number of observations
(Eekhout et al., 2018).
Imputation was carried out using the parlmice() function in the mice package
(Van Buuren & Groothui-Oudshoorn, 2011). Following guidelines in the literature (Van
Buuren, 2018), five multiply imputed datasets was deemed to be sufficient without
becoming computationally overly expensive. However, because our computer processor
had an even number of cores available for use, we were able to round up to the nearest
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even number for a total of six imputations; running the analyses with six imputations
would not incur any additional computational burden compared to five imputations.
For the external validation, we separately imputed data for each combination of
site (Penn, Rush, Vanderbilt) and treatment (ADM, COM). For the internal validation, we
separately imputed data for each combination of cross-validation fold (Folds A, B, C) and
treatment (ADM, COM). Thus, for each combination of site or cross-validation fold and
treatment, 6 multiply imputed datasets were created, for a total of 36 datasets.
Only independent variables were imputed. As HRSD was the primary outcome,
complete scale scores were available for all observations. Specifically, missing items
were already pro-rated by study administrators during the study in order to track patient
progress through the treatment protocol. Thus, the main outcome variable, 7-month
HRSD score, was not included in the imputation process.
During analyses, multiply imputed datasets were pooled using Rubin’s Rules
(Enders, 2010). See the section on model assessment below for details of the pooling
procedure.
Model Building Approaches
We compared 13 different model building approaches. This included several
traditional model-building approaches frequently used in inferential statistics (Steyerberg,
2019). We selected a range of machine learning algorithms that we perceived were most
commonly used in the realm of supervised learning regression problems, and, more
importantly, have thorough documentation on the theory and proper implementation. All
methods tested, except SuperLearner, were described in detail in the textbooks of Hastie
et al. (2009), James et al. (2013), or Kuhn and Johnson (2013). We opted to include the
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SuperLearner ensemble approach (Polley et al., 2010; 2021) on the basis that it is
designed to integrate information from multiple modeling algorithms, and that Webb et
al. (2020) found that it performed relatively strongly.
The traditional model building approaches did not have tuning parameters, while
the machine learning algorithms did. Model building procedures for each approach are
described in detail below. Each of the model building approaches produced one final
model that was then used on the respective testing set for assessment of prediction
accuracy. The model building approaches are organized as follows:
Traditional model-building approaches, no tuning parameters to optimize:
•

Least squares regression using all available predictors

•

Least squares regression using intake severity as the sole predictor

•

Least squares regression fitting the intercept only (i.e., the mean of the
training data)

•

Backwards stepwise regression (untuned stepwise)

Machine learning algorithms with tuning parameters:
•

LASSO regression

•

Ridge regression

•

Elastic net regularization

•

Support vector regression (tuned SVR)

•

Random forest regression (tuned RF)
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To evaluate the performance of machine learning procedures conducted without
tuning parameter optimization, we ran several machine learning approaches while
intentionally foregoing tuning parameter optimization:
•

Untuned support vector regression (untuned SVR)

•

Untuned random forest (untuned RF)

Further, we also intentionally redesigned a traditional model-building approach to
be optimized with tuning parameter optimization:
•

Tuned stepwise regression (tuned stepwise)

Finally, we included an ensemble approach, SuperLearner, which is designed to
aggregate the contributions of multiple model building algorithms into a single weighted
prediction. For a full list of model building approaches and their associated tuning
parameters, see Table 3.2.
Traditional Model-building approaches
Intercept-only model
The intercept-only modeling approach generated its final prediction model by
fitting only the intercept from the training dataset as in an ordinary least squares linear
regression. Thus, the intercept-only model corresponds with a model that predicts only
the mean of the training dataset. The intercept-only model was then directly applied to
the testing dataset for model assessment.
The intercept-only approach represents how a prediction effort would perform if
all it did was predict the mean outcome HRSD score as observed in the training dataset.
The purpose of the intercept-only model is to form a basis of comparison for other
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models; that is, can other modeling approaches integrate data from the available
predictors to outperform a simple estimate of the mean of the dependent variable.
Severity-only model
The severity-only modeling approach generated its final prediction model by
inputting intake severity on the HRSD from the training dataset as the sole predictor
variable in an ordinary least squares linear regression. The final severity-only model was
then directly applied to the testing dataset for model assessment.
The severity-only approach represents a simplified prediction of outcome HRSD
score by using only intake HRSD scores. The purpose of the severity-only model is to
form a basis of comparison for other models to answer the question: Can other modeling
approaches integrate data from the other available predictors to outperform a prediction
model that only uses the intake measurement of the dependent variable? Note that the
intake HRSD variable was made available to all model building approaches as a
predictor, except the intercept-only model.
All-variables model
The all-variables modeling approach generated its final prediction model by
inputting all available predictors from the training dataset into an ordinary least squares
multiple regression. The final all-variables model was then directly applied to the testing
dataset for model assessment. As explained in the introduction, the ordinary least squares
regression’s algorithm attempts to find the beta coefficients that minimize the loss
function of the residual sum of squares (Hastie et al., 2009).
The all-variables model is an approach that takes all available predictors and
simply fits them into a single multiple regression. This is akin to some traditional
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modeling methods occasionally used in inferential statistics, where multiple available
predictors of interest and covariates are fitted into a single multivariate regression model.
While some textbooks on inferential statistics recommend filtering unnecessary
covariates, such as by assessing their correlations to other predictors or to the outcome
variable (e.g., Cohen et al., 2014), other textbooks downplay this necessity. For example,
the section on multiple regression of The SAGE Encyclopedia of Communication
Research Methods reads, “if no correlation is observed between the covariate and other
variables in the equation, then […] the use of the covariate adds little to understanding
the relationship between the predictor variable and the dependent variable. Generally, no
harm or problems develop from using the covariate under these conditions” (Allen, 2017,
pp. 1049-1050). This implies that adding extra predictors into a multiple regression –
when such predictors may be known to be poor predictors – should cause “no harm or
problems” to the model. While in most inferential contexts, the coefficients of the
predictors of interest are what is primarily interpreted, the predictive ability of the overall
multiple regression models are occasionally interpreted on goodness of fit metrics such as
the R2. Consequently, we wanted to see how such a multiple regression with all potential
predictors included would perform in regards to prediction accuracy.
Backwards Stepwise Regression
The backwards stepwise regression approach generated its final prediction model
by applying a backwards stepwise regression procedure to all available predictors from
the training dataset. The backwards stepwise regression was conducted using the R
function step(), and the penalty degrees of freedom set at the default value of k = 2 (R
Core Team, 2022). This corresponds with the AIC stopping criterion in stepwise
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regression, and approximates a critical p-value threshold for removing variables at p >
0.157, which has traditionally been recommended for use as the stopping criteria
(Steyerberg, 2019). The stepwise regression model was then directly applied to the
testing dataset for model assessment.
Backwards stepwise regression was included in our evaluation of model building
methods because it is a popular method in inferential statistics analyses for narrowing
down a large pool of predictors into more interpretable model (Steyerberg, 2019). The
loss function of the backwards stepwise regression is identical to that of an ordinary least
squares regression; that is, to find the beta coefficients of predictors that minimize the
residual sum of squares.
Traditional Model-Building Approaches Redesigned for Tuning Parameter
Optimization
Tuned Backwards Stepwise Regression
Stepwise regression is traditionally carried with the penalty degrees of freedom
set at k = 2, corresponding to an AIC penalty (Steyerberg, 2019). However, researchers
can decide to vary k for different types of penalty. For instance, setting the penalty at k =
log(n) corresponds with a BIC penalty for dropping variables in stepwise regression.
While k is typically set at k = 2 for an AIC penalty, there is debate whether other values
of k would produce more robust models in some circumstances (Bendel & Afifi, 1977;
Steyerberg, 2019). Researchers have traditionally selected the penalty degrees of freedom
based off of individual judgement calls of what may best suit the data, with either an AIC
(where k = 2) or BIC (where k = log(n)) penalty as the most common. The BIC penalty
typically produces models with a smaller number of predictors than the AIC penalty
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(Bendel & Afifi, 1977; Steyerberg, 2019). Nevertheless, because k is a parameter that can
directly influence the complexity of the stepwise regression algorithm – by producing
either a more liberal or a conservative model – we can tune k like a tuning parameter used
in any machine learning method.
Thus, we created a tuned backwards stepwise regression procedure, where the
parameter k was tuned for optimal prediction accuracy. The training dataset was divided
into 10-fold cross-validation samples, with each combination of 9 training folds to 1
validation fold evaluating different values of k. Specifically, k was varied between k = 2
(corresponding with an AIC penalty) and k = log(n) (corresponding with a BIC penalty),
and incremental values of 0.10 between. Thus, k was tuned from k: {2.0, 2.1, 2.2 …
log(n)}, where log(n) is rounded up at the tenth decimal (typically k ≈ 5.0 for our given
sample sizes). Each cross-validation process was repeated 10 times to reduce the effects
of stochastic sampling error and increase the stability of our tuning parameter estimates
(see Introduction section discussion on repeated cross-validation).
The k value corresponding with the lowest averaged validation error across these
repeated cross-validation iterations was saved. The final k value was then fed into the
step() function and applied to the full training dataset to produce a final model. This final
tuned stepwise regression model was then applied to the testing dataset for model
assessment.
While we can find no documentation for tuning stepwise regression as a machine
learning algorithm using cross-validation, we have no reason to believe that – when
properly tuned using cross-validation – such a tuned stepwise regression would have
poorer predictive accuracy than an un-tuned stepwise regression. Specifically, if the
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traditional default AIC penalty of k = 2 corresponds with the most robust stepwise
regression in the overall dataset, then it should also produce the greatest average
validation accuracy across the multiple cross-validation tuning iterations. Thus, such a
tuning algorithm would subsequently also identify k = 2 as being the optimal tuning
parameter value, and choose k = 2 for use in the final stepwise regression model. On the
other hand, if a different penalty, for instance, the BIC penalty of k = log(n),
corresponded with the most accurate stepwise regression for the overall dataset, then such
a tuning algorithm should pick out k = log(n) as the optimal tuning parameter value for
use in the final model. In either case, the lower limit of performance for such a tuned
stepwise regression would be to show equivalent prediction accuracy as that of a regular
untuned stepwise regression (e.g., using the AIC or BIC penalty), while, on the other
hand, the tuning process would permit the algorithm to identify a different k value that
may correspond with greater prediction accuracy than either default penalty.
Thus, tuning stepwise regression in such a fashion allows us to maximize the
predictive accuracy of the stepwise regression through using cross-validation within the
training dataset itself, rather than relying on subjective judgement or rules of thumb for
selecting the optimal stepwise regression penalty parameter for the data.
Machine Learning Approaches
Regularized Regression: LASSO and Ridge
LASSO, Ridge, and Elastic net regularization fall under the family of regularized
regression (Hastie et al., 2009). Regularized regression is characterized by the addition of
a regularization penalty term that scales with each predictor’s regression coefficients.
This regularization penalty is added onto the loss function of the regression, such that
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each predictor’s ability to contribute to reducing the residual sum of squares is balanced
by a penalty on the magnitude of the predictor’s coefficient term. Consequently,
predictors that explain more variance in the response variable are allowed to have larger
coefficient terms, while predictors that explain less variance are shrunk more heavily by
the regularization penalty. This regularization penalty has an overall conservatizing effect
on the regression model, thus reducing variance and overfitting, but increasing bias and
the chance for underfitting.
LASSO (short for least absolute shrinkage and selection operator) regularization
operates on an L1 penalty, where penalization scales with the absolute values of a
predictor’s coefficients. Predictors’ coefficients shrink in proportion to the L1 penalty,
and are able to be reduced to zero. In this fashion, LASSO can remove predictors from a
model when a given predictor’s coefficient is reduced to zero (Hastie et al., 2009).
Ridge regularization operates on an L2 penalty, where penalization scales with the
square of a predictor’s coefficient. Predictors’ coefficients shrink in proportion to the L2
penalty; however, unlike LASSO, the L2 penalty does not permit values to be reduced to
zero. In this fashion, while predictor coefficients may asymptotically approach zero in
ridge regression, they never reach zero, and thus predictors are never removed from a
model (Hastie et al., 2009).
For both LASSO and ridge, the degree of penalization is characterized by λ. The λ
penalty ranges from λ = 0, where no regularization occurs (i.e., corresponding with an
ordinary least squares regression); to λ -> ∞, or maximum penalization (i.e., with
coefficients maximally shrunken to 0 in LASSO, or approaching 0 in ridge). Thus, higher
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λ values correspond with simpler, more conservative models, while lower λ values
correspond with more complex, liberal models.
In both LASSO and ridge, λ is the sole tuning parameter. For our study, we used
the cv.glmnet() function from the glmnet package (Friedman et al., 2009; 2010) for
LASSO and Ridge regression. This uses a coordinate descent method to calculate the
range of λ values to try. λ can then be tuned with cross-validation. Specifically, the
training data is split into 10 folds, with each combination of 9 training folds to 1
validation fold trying a range of λ values. Ordinarily, the λ value corresponding with a
minimal error is then saved for use in the final regularized regression. In order to increase
the stability of our tuning parameter estimates, each cross-validation process was
repeated 100 times to reduce the effects of stochastic sampling error.
The final λ value was selected by choosing the λ that corresponded with the
minimal averaged validation error across these repeated cross-validation iterations. The
final lambda value was then fed into the glmnet()function (Friedman et al., 2009) and
applied to the full training dataset, in order to produce the final model. This process was
conducted separately for LASSO and ridge, each producing separate final models. Each
final model was then exported for application on the testing dataset for model assessment.
Regularized Regression: Elastic net
Elastic net regularization is a newer approach that combines the strengths of
LASSO and ridge by combining the L1 and L2 penalties (Hastie et al., 2009). Elastic net
regression uses two tuning parameters. In addition to the λ tuning parameter controlling
the degree of penalization, elastic net also uses a an α tuning parameter. α controls the
degree of L1 vs L2 regularization, where α = 0 corresponds to a pure L1 penalty (i.e.
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ridge regularization); while α = 1 corresponds to a pure L2 penalty (i.e., LASSO
regularization).
Both the α and λ tuning parameters can be optimized using cross-validation. For
our study, we used the cv.glmnet() function from the glmnet package (Friedman et al.,
2009; 2010) for elastic net regularization.
We constructed a loop that tried 101 different values of alpha between 0 and 1
ascending by 0.01: {0, 0.01, 0.02, 0.03, …, 0.99, 1.0}, where 0 is pure ridge regression
and 1.0 is pure LASSO regression. λ tuning parameter was simultaneously tuned as
described above within each of these iterations. Each cross-validation process was
repeated 10 times to reduce the effects of stochastic sampling error and increase the
stability of our tuning parameter estimates.
The final combination of alpha and lambda values was selected by choosing the
minimal averaged validation error across these repeated cross-validation iterations. The
final combination of alpha and lambda values were then fed into the glmnet() function
(Friedman et al., 2009) and applied to the full training dataset in order to produce the
final model. This final elastic net model was then applied to the testing dataset for model
assessment.
Random Forest
Random forest is an extension of decision tree-based methods. In brief, a
regression tree attempts to find cut-points (i.e., nodes) in the predictors, which are then
used to split the data into branches in such a fashion that minimizes error in the response
variable (Hastie et al., 2009, Kuhn & Johnson, 2013). The loss function of a regression
tree is very similar to that of an ordinary least squares regression: Splits along predictor
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values are chosen to minimize the residual sum of squares (Hastie et al., 2009; James et
al., 2013).
Individual regression trees suffer from the risk of high variance, as the process of
splitting a single regression tree into branches is vulnerable to large variations with small
changes in the inputs. (Hastie et al., 2009; James et al., 2013). Random forest approaches
attempt to mitigate this risk by repeating the process of generating many decision trees
(hence the name “forest”) across multiple bootstrapped resamples, and then aggregating
the bootstrapped results. This process of bootstrapped aggregation, or bagging, can thus
be used to reduce the variance, and thus lower the risk of overfitting when using decision
tree-based methods (Hastie et al., 2009; James et al., 2013).
Random forests further reduce variance by randomly selecting a different
subsample of predictors for each regression tree generated (hence the name “random”)
(Hastie et al., 2009; James et al., 2013). Specifically, this process only allows a subset of
predictors to be tried for each tree – any individual tree is not allowed to consider a
majority of the predictors at the same time. This is advantageous when there is may be
one very strong predictor that would otherwise dominate all other decision trees: Because
only a random subset of predictors is tried in each tree, the strong predictor will be
excluded from many decision trees, allowing the effects of other predictors to be more
accurately estimated in those trees. This process of limiting predictor subset size allows
individual trees in a random forest to be decorrelated, thus further reducing variance and
the risk of overfitting (James et al., 2013). The number of predictors tried in a given tree
is described by the tuning parameter mtry (Probst et al., 2019).
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Other tuning parameters in random forest include the sample size drawn per each
tree, the minimum terminal node size for each tree (i.e., the minimum sample size
required at the terminal node or “final branch” of a tree), and the number of trees
generated for each forest (ntree; Probst et al., 2019).
Parameter tuning of the random forest algorithm was conducted following the
suggestions by Probst et al. (2019). Specifically, they found that optimizing the tuning
parameter mtry provided the largest improvements in predictive accuracy. Optimizing
other tuning parameters, such as the sample size drawn per tree and minimum terminal
node size, did not produce as great an improvement in predictive accuracy as tuning mtry
(Probst et al., 2019).
Probst and Boulesteix (2017) found that increasing the number of trees will
always theoretically increase the stability of prediction estimates; however, once a
plateau of stable model estimates has been reached, the marginal benefits of further
increasing the number of trees becomes asymptotically small in relation to the increased
computational burden. Thus, Probst et al. (2019, p. 4) recommend not the treating the
number trees as a classical tuning parameter, but instead setting the number of trees a
“sufficiently high” number for estimates of model accuracy to stabilize. Consequently, by
plotting the number of trees against MSE, we found that the default setting of number of
trees to generate for each random forest (ntree = 500 trees) to be well within the plateau
of stabilized model estimates as described by Probst et al. (2017, 2019) for our data.
Thus, adding additional trees would only increase computational time while providing
minimal improvements to model accuracy.
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Thus, we opted to tune only mtry as we considered adding these three additional
tuning parameters be too computationally expensive to tune simultaneously with mtry.
The default value of mtry for regression is generally set at mtry = p/3, where p is the total
number of predictors (Probst et al., 2019). The minimum value of mtry is 2 variables, and
the maximum value is to include all predictors, or p. Thus, we opted to tune mtry between
2 and p. We incremented mtry by a value of 1 while mtry < p/3, and mtry by 5 when mtry >
p/3. Thus, the tuning grid of mtry for modeling versions using all 53 variables is as
follows:
mtry: {2, 3, 4, 5, 6, 7, 8, 9, 10, 11, 12, 13, 14, 15, 16, 17, 18, 23, 28, 33, 38, 43, 48, 53}.
Sample size drawn per tree was set at the recommended default value of n (i.e.,
the bootstrapped sample size per tree is equal to the sample size of the training set)
(Probst et al., 2019). Minimum terminal node size was set at the recommended default
value for a regression tree of 5 (Probst et al., 2019). Number of trees to generate per
forest was set at 500.
mtry can be tuned with cross-validation. We used the train() and rf() functions
from the package caret (Kuhn, 2022) to run the random forest regression, tuned using 10fold cross-validation. Specifically, the training data is split into 10 folds, with each
combination of 9 training folds to 1 validation fold trying a range of mtry values. Each
cross-validation process was repeated 10 times to reduce the effects of stochastic
sampling error. The final mtry value was selected by choosing the mtry value
corresponding with the minimal averaged error across these repeated cross-validation
iterations. To produce the final model, the final mtry value was then fed into the rf()
function and applied to the full training dataset. This final random forest regression
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model was then applied to the testing dataset for model assessment. Note that in random
forest regression, the final prediction for a given observation is generated by averaging all
predictions from all of the trees in the forest; thus, the random forest regression can yield
very accurate predictions, but random forest models can be challenging to interpret
(Breiman, 2001; Hastie et al., 2009).
Untuned Random Forest
In order to compare the effects of a random forest model with tuning parameter
optimization against a random forest model without tuning parameter optimization, we
also conducted a version of random forest regression using the default tuning parameters
recommended by Probst et al. (2019). Sample size drawn per tree was set at the
recommended default value of n (i.e., the bootstrapped sample size is equal to the sample
size of that training set; Probst et al., 2019). Minimum node size was set at the
recommended default value for a regression tree of 5. Number of trees to generate per
forest was set at 500. mtry was set at mtry = p/3. This untuned random forest regression
was conducted by directly feeding the complete training dataset into the rf() function with
the specified default tuning parameters to produce a final random forest regression
model. This final model was then exported and directly applied to the testing dataset for
model assessment.
Support Vector Regression
In SVM Regression, the goal is to find a hyperplane describing the training data
such that a maximum number of observations fall within the smallest tolerable margin
range. The simplest linear SVM regressions will produce a hyperplane line that resembles
the trend line of an ordinary least-squares regression. However, unlike an OLS
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regression, where the trend line is calculated by finding the minimum squared residuals
of observations from the trend line, the hyperplane line of an SVM regression is
calculated by minimizing the width of a margin around this hyperplane. Specifically,
coefficient terms of predictors are adjusted such that all observations fall within the
maximum margin width. The observations forming the widest bands of the hyperplane
margin are known as support vectors.
Because these support vectors define the boundaries of the hyperplane margins,
data with a poorer signal will be captured with wider margins, and thus produce a flatter
hyperplane line, while data with clearer signal can be captured with tighter margins, and
thus produce a steeper hyperplane line. In this sense, a linear SVM regression can
produce a hyperplane line that resembles that of an OLS regression for the same data
(Kuhn & Johnson, 2013). However, there are there are subtle differences between SVM
regressions and traditional linear regressions; for instance, because SVM regressions are
calculated by the width of their margins, they can be more sensitive to outliers
(depending on specification), while being less sensitive to observation clustering (Smola
& Scholkopf, 2004).
The advantages of SVM regression over OLS regression are more apparent when
modeling nonlinear relationships. In SVM regression, a kernel function can be used to
transform the data, such that the hyperplane line is drawn through a higher dimensional
transformation of the data. These kernel functions can be specified as linear, the simplest
form, with no dimensional transform; polynomial, such as quadratic or cubic; or a radial
basis function (RBF), which allows modeling complex nonlinear relationships. (Smola &
Scholkopf, 2004; Hastie et al., 2009; Kuhn & Johnson, 2013).
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For our study, we were only interested in the radial basis function SVM
regression. Linear SVM regressions will approach equivalence with regularized linear
regressions (for discussion see Hastie et al., 2009; Jaggi, 2013), which we were already
examining with LASSO, ridge, and elastic net. We had no a priori justification for
specifying a polynomial function kernel, as the shape of the function (e.g., quadratic or
cubic) must be specified beforehand. On the other hand, the radial basis function kernel
allows the most flexibility for describing complex nonlinear relationships.
SVM regression is characterized by several tuning parameters (Cherassky, & Ma,
2004; Guenther & Schonlau, 2016; Kuhn & Johnson, 2013; Smola & Scholkopf, 2004). ε
describes the maximum width of hyperplane margin for support vectors. Larger values of
ε allow a wider hyperplane margin before penalization of predictor coefficients, while
smaller values of ε reduces the width of margin, thus more heavily penalizing predictor
coefficients. In SVM regression with soft margins, a certain number of outlier
observations are allowed to extend beyond the hyperplane margin. This tolerance (i.e.,
slack) is defined by cost function C. A larger C allows for less slack, which reduces bias
but increases variance (overfitting); while a smaller C allows for greater slack, which
reduces variance while increasing bias (underfitting). γ is a tuning parameter that
regulates the influence radius size for an observation to be used as a support vector in
radial basis function kernels. A larger γ means a smaller influence radius, while a smaller
γ means a greater influence radius. A maximally large gamma value would isolate each
observation as its own support vector, while a minimally small γ would be unable to draw
a hyperplane line. In effect, larger gamma values increase variance and reduce bias

128

(overfitting), while lower gamma values increase bias while lowering variance
(underfitting). (Cherkassky & Ma, 2004; Guenther & Schonlau, 2016).
The ε, C, γ tuning parameters can all be optimized using cross-validation. We
used the svm() function from the e1071 package (Meyer et al., 2019) for SVM regression
tuning, and specified 10-fold cross-validation. We tried all combinations of the following
tuning parameters using the radial basis function kernel:
-

ε: {0, 0.1, 0.2, … , 0.9, 1.0}

-

C: {2-9, 2-8, 2-7 … ,28, 29}

-

γ: {2-9, 2-8, 2-7 … ,28, 29}

This cross-validation process was repeated 10 times to reduce the effects of
stochastic sampling error. The final combination of ε, C, γ values was selected by
choosing the minimal averaged error across these repeated cross-validation iterations.
The final combination of ε, C, γ tuning parameter values were then fed into the svm()
function and applied to the full training dataset, in order to produce the final model. This
final SVM regression model was then applied to the testing dataset for model assessment.
Untuned Support Vector Regression
In order to compare the effects of a SVM regression with optimized tuning
parameters against a SVM regression without parameter optimization, we also conducted
a version of SVM regression using the default tuning parameters of the e1071 package
(Meyer et al., 2019). These matched the same default tuning parameters used by Webb et
al. (2020). Specifically, ε was set to 0.1, C was set to 1, and γ was left unspecified,
although documentation from the e1071 package specifies that γ is calculated at 1/(data
dimension) when it is left unspecified. The radial basis function kernel was specified.
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This untuned SVM regression was conducted by directly feeding the complete training
dataset into the svm() function to produce a final SVM regression model. This final
model was then directly applied to the testing dataset for model assessment.
SuperLearner
SuperLearner is a machine learning ensemble approach that is designed to
estimate the performance of multiple machine learning models, and then create an
optimal weighted average of those models (Polley & Van der Laan, 2010; Kennedy,
2017; Polley et al., 2021). The theoretical basis for such an ensemble approach is that the
combination and weighting of multiple machine learning algorithms may achieve greater
prediction accuracy than using any single algorithm alone (Polley & Van der Laan,
2010).
We followed the instructions provided in the “Guide to SuperLearner” vignette
documentation provided on the SuperLearner R CRAN repository (Kennedy, 2017). To
match the traditional and machine learning approaches we were testing individually, we
elected to include in the ensemble: linear regression, stepwise regression, elastic net,
random forest, and support vector machines. This way, we could have a fair comparison
of if an ensemble aggregation of model building approaches outperformed any of the
model building approaches that we were evaluated individually. The ensemble library
was specified in SuperLearner syntax as follows:
SL_library <- c("SL.mean", "SL.step","SL.glmnet", "SL.randomForest",
"SL.svm")
The entire training dataset was fed into the SuperLearner() function with the
aforementioned ensemble library. This produced one singular SuperLearner model,
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which was then exported as the final model. The exportation of the model and application
to the testing dataset was conducted as per the instructional vignette for the SuperLearner
package (Kennedy, 2017). From here, the final SuperLearner model was then directly
applied to the testing dataset for model assessment. SuperLearner was run according to
the instructions of Kennedy (2017), which does not specify tuning parameter
optimization during the model building process.
Model Assessment
Prediction Accuracy
Each model building approach produced a final model. The final models of each
model building approach were then applied to the respective testing set (the appropriate
cross-validation fold) for model assessment. Specifically, each final model was given the
predictors from the testing set, which were then used to make predictions of 7-month
HRSD scores (ŷ). These predicted 7month HRSD scores were then compared to the
actual 7-month HRSD scores from the test set (y). The residual between ŷ and y was
calculated for each observation. As we were interested in generalization accuracy as
measured by mean squared error (MSE), the residual (ŷ – y) was squared to calculate the
dependent variable of squared error (ŷ – y)2.
Thus, for each model building approach, each observation was associated a true
value (y), a predicted value (ŷ), the squared error (ŷ – y)2. Consequently, this squared
error of the prediction was used as our final dependent variable as specified for statistical
modeling. Mean squared error (MSE) was used to describe the averaged squared error of
a modeling approach. Root mean squared error (RMSE) was used in figures for ease of
interpretation, and derived by taking the squared root of the MSE.
131

Comparing Prediction Accuracy between Model Building Approaches
In order to test for significant differences between model building approaches, we
used hierarchical linear modeling. Specifically, we specified a model with squared error
as the dependent variable, model building approach as a fixed effect, and random
intercepts for testing set. Thus, data were consolidated between individual folds such that
each model was run with the full 452 patients each contributing one estimate of the
prediction accuracy of the 13 model building approaches. 14
We ran hierarchical linear models using the lmer() function of the lme4 package
(Bates, Maechler, Bolker & Walker, 2022). Overall F-tests were calculated using the
lmerTest package, which used Type III Analysis of Variance using Satterthwaite's
method (Kuznetsova, Brockhoff & Christensen, 2017). More importantly, we then tested
pair-wise differences in squared error between each model building approach using a
general linear hypothesis test with the glht() function of the multcomp package (Hothorn
et al., 2022). As we were interested in how each model building approach compared to
each of the other model building approaches, pair-wise tests were conducted using

14

Consider the assessment of the external validity of different model building approaches. The data is split
into one model assessment cross-validation of ADM, with a total of (N = 225): Penn-ADM (n = 79), RushADM (n = 70), Vanderbilt-ADM (n = 76); and another model assessment cross-validation of COM, with a
total of (N = 227): Penn-COM (n = 72), Rush-COM (n = 81), Vanderbilt-COM (n = 74). Thus, we get a
total of 452 different assessments of model building accuracy across six different test sets, each
representing a unique treatment-site test of generalization error with a sample size of n ≈ 75. By specifying
random intercepts for test set, we are able to pool the estimates of generalization error for each model
building approach across these six test sets (n ≈ 75) into a single model with an N = 452, thus maximizing
power and allowing us to compare information from all patients at once. Specifically, because we are
evaluating the fixed effect of model building approach, the random intercept of test set allows us to account
for overall differences in the squared error between test sets (as the fixed effect between different model
building approaches will be compared within each test set). Thus, we are able to obtain a more precise
estimate of the differences in prediction accuracy between model building approaches.
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Tukey’s HSD test for multiple comparisons, which has been shown to be a conservative
approach for testing multiple comparisons (Abdi & Williams, 2010).
Comparing Prediction Accuracy between Modeling Variations
In order to test for differences in the performance of a model building approach
between different modeling variations (e.g., external validity vs internal validity; limited
variable set vs enriched variable set; see below for details), we used hierarchical linear
modeling. Specifically, we specified a model with squared error as the dependent
variable, model building variation as a fixed effect, and random intercepts for testing set.
Thus, data was consolidated between individual folds such that each model was run with
the full 452 patients, each contributing one estimate to each of the two modeling
variations being compared.
Within a given comparison of two modeling variations, this model was repeated
for each of the 13 model building methods. In order to adjust for multiple comparisons,
we applied a Bonferroni corrected α level of 0.0038 (0.05 /13). 15These hierarchical linear
models were run using the lmer() function of the lme4 package (Bates, Maechler, Bolker
& Walker, 2022).
Pooling Multiple Imputations
For the above described hierarchical models, the modeling procedure would be
run six times, once per each imputation set. Multiple imputations were pooled using
Rubin’s Rules (Enders, 2010). Specifically, point estimates for fixed effects were pooled

15

In reality, for the majority of the modeling variation comparisons, we do not expect differences betweenvariation differences for the Severity Only and the Intercept Only model building approaches. Thus, we
could lower our Bonferroni corrected α level to 0.0045 (0.05 /11). However, this did not have an impact on
our findings; see results section. Also see Supplemental Appendix H. for results that were significant at the
p <.05 level but not significant at a Bonferroni correct α level of 0.0038 or 0.0045.
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as the simple arithmetic mean of the six imputed estimates (Enders, 2010). Standard
errors were recalculated by adding the variance within and between imputations
according to Rubin’s Rules (Enders, 2010; Heymans & Weekhout, 2019). Significance
tests were then recalculated using the pooled point estimates and recalculated standard
errors.
Pooling Cross-Validation Repeats
In the case of assessing external validity, the site-wise cross-validation process for
model assessment was run only once, as there was no way to resample the data to draw
new cross-validation folds. In the case of assessing internal validity, a single 3-fold crossvalidation for assessing internal validity would be just as an adequate a comparison as the
single site-wise cross-validation for assessing external validity. Nevertheless, the 3-fold
cross-validation process for model assessment of internal was repeated 10 times to
improve stability over estimates of model generalization error.
In order to aggregate the 10 cross-validation repeats for internal validity, we took
the arithmetic mean of the values of model coefficients and standard errors across the 10
cross-validation. This process occurred after pooling of the multiple imputations within
each individual cross-validation iteration. Significance tests were then recalculated using
the new averaged coefficient estimates and recalculated standard errors.
Because the parameter estimates and standard errors are averaged, there is no
artificially shrinking the standard error due to the increased sample size from running
multiple repetitions of the cross-validation. In this sense, the pooling across crossvalidation repeats is similar to that of pooling across multiple imputations – only in this
case, because there are no missing data, there is no extra between-imputation variance.
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Thus, just as variance within imputations is calculated by taking the average variance
between imputations (Enders, 2010; Heyman & Eekhout, 2019), the model coefficients
and standard errors may be calculated by taking the averaged values across the 10 crossvalidation repeats.
Model Building Procedure and Modeling Variations
Accounting for Treatment Condition
In all assessments of the prediction accuracy of different model building
approaches, we first divided the data into the two treatment conditions (ADM vs COM),
before the division into subsequent folds for cross-validation assessment of prediction
accuracy. We separated the data by treatment condition because treatment condition had
a large effect in the main outcome of the trial; specifically, COM patients experienced
recovery at a greater rate than ADM patients (Hollon et al., 2014). As our main goal was
to compare the efficacy of different model building approaches for predicting outcomes
within a treatment, we did not want to introduce a large source of categorical
heterogeneity into our assessments of the different model building approaches.
For example, it is possible that different predictor variables may have different
true contributions to 7-month HRSD score depending on whether an individual received
ADM or COM (i.e., interaction effects). If treatment is separated for the assessment of
model building approaches, then a good model building approach should be able to
identify these strong predictors for treatment regardless of whether it is predicting for
ADM or COM.
On the other hand, if treatment is not separated for assessment of model building
approaches, then we are introducing a large source of categorical heterogeneity into the
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data. If treatment is not provided as a predictor, this categorical heterogeneity will result
in increased noise in the predictions, making it more difficult to compare model building
approaches for their prediction accuracy. If treatment is provided as a predictor, it will
have to be accounted for in terms of interaction effects. However, recall that our goal is
not to evaluate model building approaches for their ability to detect interaction effects per
se. Instead, our primary goal is to compare is to compare how different model building
approaches can take intake predictors and use them to predict 7-month depression
symptoms. Combining data from the two treatment conditions and forcing a modeling
approach to detect treatment interactions only serves to make it more difficult to fairly
compare different model building approaches for their ability to take predictors and use
them to predict outcomes.
Therefore, we opted to partition the data by treatment. This way, all model
building approaches were applied and tested within the same treatment arm. In a sense,
this is equivalent to treating the ADM and COM treatment arms as separate studies, and
model building approaches are being assessed for prediction accuracy in two separate
studies of model assessment.
Recall that our primary question is to examine the differences in prediction
accuracy between model building approaches, and our primary dependent variable for
this overall question is prediction accuracy (as measured by squared error).
Consequently, we are more interested in differences in prediction accuracy between
model building approaches within a treatment, and we are less concerned about
differences in prediction accuracy between different given model building approach
between the two treatment arms.
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In our evaluations comparing the prediction accuracy between model building
approaches, mean level differences in prediction accuracy between ADM and COM are
accounted for through hierarchical modeling (recall section on Model Assessment for
details). Specifically, our fixed effect of interest are the differences in prediction accuracy
between model building approaches. We can then include a random intercept that
accounts for treatment conditions. Thus, we can estimate the fixed effect between
different model building approaches within each treatment arm, while controlling for
mean level differences in prediction accuracy between treatment arms.
Internal Validity vs External Validity
External Validity – Site-Wise Cross-Validation
In order to compare the performance of model building approaches in regards to
external validity, we first divided our data into the two treatment conditions (ADM vs
COM), and then the three sites of Penn, Rush, and Vanderbilt. Imputation was conducted
separately for each site after data were divided. In order to maximize the sample size used
for model building, model building data consisted of two sites, while testing data
consisted of the remaining site. Thus, training datasets were formed by pairing two sites,
while the testing data consisted of the remaining held out site. We conducted site-wise
cross-validation, cycling through each pair of training set and testing set in order to
achieve more stable estimates of each model building approach’s prediction accuracy.
Thus, we ended up with 6 combinations of training dataset and testing dataset:
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Treatment
ADM
ADM
ADM
COMBO
COMBO
COMBO

Training Dataset
Penn + Rush
Rush + Vanderbilt
Vanderbilt + Penn
Penn + Rush
Rush + Vanderbilt
Vanderbilt + Penn

Testing Dataset
Vanderbilt
Penn
Rush
Vanderbilt
Penn
Rush

These training datasets then underwent the procedures described for each model
building approach method, yielding a single final model for each model building
approach per training dataset. The final models were then directly applied to the
respective testing dataset for assessment of model external validity.
Internal Validity – Repeated 3-Fold Cross-Validation
In order to compare the performance of model building approaches in regards to
internal validity, we divided our data into the two treatment conditions (ADM vs COM),
and then pooled data from the three separate sites together. In order to match the sample
size of each fold used in the heterogeneous model variation, we used 3-fold crossvalidation. Thus, the pooled data for a given treatment was randomly divided into 3 folds
(n ≈ 75 each). Imputation was conducted separately for each fold after data was divided.
Training datasets were then formed by pairing two folds, while the testing data consisted
of the remaining held out fold. In this 3-fold cross-validation, we cycled through each
combination of training and testing dataset in order to achieve a more stable estimate of
model generalizability. Further, because each fold was randomly sampled, we repeated
this cross-validation 10 times to improve the precision of our estimates given variance
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introduced from randomly sampling each fold. Thus, we ended up with 60 combinations
of training dataset ad testing dataset:

Treatment

Training
Dataset

Testing Dataset

ADM
ADM
ADM
COMBO
COMBO
COMBO
ADM
ADM
…
COMBO
COMBO

A1 + B1
B1 + C1
C1 + A1
A1 + B1
B1 + C1
C1 + A1
A2 + B2
B2 + C2
…
B10 + C10
C10 + A10

C1
A1
B1
C1
A1
B1
C2
A2
…
A10
B10

CrossValidation
Repeat
1
1
1
1
1
1
2
2
…
10
10

These training datasets then underwent the procedures described for each model
building approach method, yielding a single final model for each model building
approach per training dataset. The final models were then directly applied to the
respective testing dataset for assessment of model internal validity.
Note that any individual cross-validation repeat is equivalent in size to the single
site-wise cross-validation for assessment of external validity. However, we wanted to
stabilize the precision of our estimates from randomness that could be introduced during
the fold division process. Specifically, because folds were randomly drawn, while each
fold is in theory representative of the overall sample (and thus the population), there can
be variations between folds simply due to the random division. Consequently, in order to
stabilize the estimates of model prediction accuracy, we can repeat the entire crossvalidation process to obtain new folds from new random divisions. Because any one of
these cross-validation repeats are equivalent, we can aggregate the estimates of model
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prediction accuracy between these cross-validation repetitions by averaging them. That
is, coefficient estimates describing the prediction accuracy of a model building approach
may vary between the repeats, but averaging across the repeats will allow honing a more
precise estimate of how a model building approach may have done in the population.
Similarly, standard errors around the prediction accuracy of a model building approach
can be aggregated in this fashion. This way, we are able to use repeated cross-validation
to stabilize the estimates of model prediction accuracy, while neither artificially inflating
the sample size nor artificially deflating the standard error. In other words, while we
could hypothetically pick any one of the cross-validation repeats as a fair comparison of
model building approach accuracy (which would be equivalent in size to site-wise crossvalidation for external validity), it is better to average across the cross-validation repeats
for a more stable estimate.
Richness of Predictor Variables
Our third goal was to assess the performance of model building approaches when
provided either a small or large number of variables. While a thorough simulation study
might test each model building approach’s response to the number of variables by
systematically removing variables one-by-one, such an approach is computationally
impractical: One would have to re-run all analyses to test all possible subsets of
predictors that the model building approaches would be exposed to.16 Instead, we opted
to divide our pool of predictors into two ecologically justified classes.

16

In our data with 53 possible predictors, this would equal 2 53 subsets of possible predictors. Also see
Supplemental Appendix F for discussion on the best subset selection algorithm.
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As described above, we classified predictor variables into two groups:
demographic/clinical variables, and additional psychological variables (see Table 3.1).
Importantly, the demographic/clinical variables reflect basic demographic and clinical
information that would be readily collected and available for the majority of patients
entering real-world clinical treatment. On the other hand, the additional psychological
variables represented the kinds of measures often added to research intake batteries. The
total number of predictors was 53, with 14 classified as demographic/clinical variables
and 39 classified as additional psychological variables.
Thus, we opted to run two variations for every model building approach: once,
with an enriched set of predictor variables, giving model building approaches access to
all 53 available predictors; and a second time, with a limited set of predictor variables,
giving model building approaches access to only the 13 demographic/clinical variables.
Additional Sensitivity Analyses
We also conducted several additional sensitivity analyses to identify if choices in
our data analytical procedure were having undue effects on the results.
Sensitivity Analysis – LOCF Removed
We conducted a sensitivity analysis with last-observation carried forward (LOCF)
patients removed. Because some patients dropped out of the study prior to the chosen
window of 210 days (7 months), their dependent variable was imputed through last
observation carried forward.17

17

Note: this is different from the multiple imputation procedure for missing data as described above. In this
case, the HRSD entry corresponding to a patient’s last observation was carried forward and treated as the 7month HRSD entry. Further, as all HRSD entries had complete item-level data, the 7-month HRSD
outcome was excluded from the multiple imputation process.
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Because patients who dropped out earlier in the study would have smaller lagtimes between intake HRSD and their final HRSD observation, it is possible that, relative
to non-LOCF patients with a true 7-month HRSD score, the LOCF 7-month HRSD
scores for these patients are more highly correlated to their intake HRSD scores. As an
extreme example, one can imagine that if a patient dropped out one week after their
initial intake HRSD, their 1-week HRSD score would be carried forward and treated as a
7-month HRSD score. In this case, the HRSD score used for model building or testing for
this patient would be closer to the 1-week test-retest correspondence of HRSD rather than
an HRSD score describing the effects of 7 months of treatment.
Thus, we re-ran the entire methodological procedure with LOCF patients
excluded; only patients with true 7-month HRSD scores were included (defined as an
HRSD observation between 180 days and 210 days; N = 350). The no LOCF analysis
was repeated for both the enriched and limited variable sets, and model building
approaches were reassessed for both internal and external validity.
Sensitivity Analysis – Intake HRSD Severity Removed
We conducted a sensitivity analysis that removed the intake HRSD score as a
predictor. Specifically, the HRSD was our primary measure of depression symptom
severity, and used both as a predictor (when measured at intake) and the dependent
variable (when measured at 7 months). Thus, we wanted to run a set of analyses with the
HRSD removed, to see the performance of model building algorithms without a potential
strong predictor. Indeed, across the full sample, intake HRSD and 7-month LOCF HRSD
were significantly correlated (r(450) = 0.23, p < .001).
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The HRSD severity removed analyses was repeated for both the enriched and
limited variable sets, and model building approaches were reassessed for both internal
and external validity.
Sensitivity Analysis – Intake HRSD Severity and BDI Severity Removed
We conducted a sensitivity analysis which removed the both intake HRSD score
and the intake Beck Depression Inventory-II (BDI) as a predictor. As above, we wanted
to run a sensitivity analysis with intake depression severity removed, in case intake
severity behaved as a strong predictor that exerted undue influence in the model building
algorithms. Although one sensitivity analysis was run with intake HRSD removed, we
wanted to run a second sensitivity analysis with both intake measures of depression
severity removed. Indeed, the intake HRSD was significantly correlated with the intake
BDI (r(450) = 0.48, p < .001).
The HRSD and BDI severity removed analysis was repeated for only the enriched
variable set, as BDI was not available in the limited variable set pool. Model building
approaches were reassessed for both internal and external validity.
Data Analytic Flow
The overall analytic flow for assessing the model building approaches are illustrated
in Figure 3.1 (external validity) and Figure 3.2 (internal validity). A conceptual diagram
describing the differences in model building procedures between approaches using tuning
parameter optimization and one without tuning parameter optimization is described in
Figure 3.3.
The overall analytic flow to assess the external validity of model building approaches
can be summarized as follows (see Figure 3.1):
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1) The overall dataset (N=452) is first divided into the constituent treatments of
ADM or COM (forming two blocks)
2) Data are further divided into the three sites of Penn, Rush, and Vanderbilt
(forming six different blocks)
3) Each treatment-site combination block is then multiply imputed to account for
missing data, thus forming 6 imputation datasets each (a total of 36 blocks). Note
that imputations occur separately for each site, before any pooling occurs.
4) Two sites are paired with each other, with the third site held out as the test
dataset. All combinations of two training sites and one testing site are created.
Note that this pairing occurs within the same imputation dataset.
5) The training dataset is subjected to each of the model building approaches. The
exact details of the model building procedure are described in the methods above,
as well as Figure 3.3. Note that the testing dataset is never used in this model
building procedure.
6) A final model is generated for each model building approach.
7) Each final model is applied to the testing dataset to generate predictions. That is,
predictors from the testing data are fed through the final model of each respective
model building approach, producing predictions (ŷ) for each observation of each
model building approach.
8) The residuals (ŷ – y) of each prediction are calculated. The residuals are then
squared to calculate the squared error (ŷ – y)2. This is the dependent variable of
the overall study.
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9) The squared errors associated with each model building approach are compared
using hierarchical linear modeling. Pairwise tests for each model building
approach are run using Tukey’s HSD for multiple comparisons. This process is
run separately for each imputation dataset.
10) Estimates across imputed datasets are pooled according to Rubin’s Rules. Pooled
coefficient estimates of a model building approach’s prediction accuracy and
standard errors are used to conduct significance tests and recalculate new t- and
p-values.
The overall analytic flow to assess the internal validity of model building approaches
can be summarized as follows (see Figure 3.2):
1) The overall dataset (N=452) is first divided into the constituent treatments of
ADM or COM (forming two blocks)
2) Data are randomly divided into three folds (forming six blocks)
3) Each treatment-fold combination block is then multiply imputed to account for
missing data, thus forming 6 imputation datasets each (a total of 36 blocks). Note
that imputations occur separately for each fold, before any pooling occurs.
4) Two folds are paired with each other, with the third fold held out as the test
dataset. All combinations of two training folds and one testing fold are created.
Note that this pairing occurs within the same imputation dataset.
5) The training dataset is subjected to each of the model building approaches. The
exact details of the model building procedure are described in the methods above,
as well as Figure 3.3. Note that the testing dataset is never used in this model
building procedure.
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6) A final model is generated for each model building approach.
7) Each final model is applied to the testing dataset to generate predictions. That is,
predictors from the testing data are fed through the final model of each respective
model building approach, producing predictions (ŷ) for each observation of each
model building approach.
8) The residuals (ŷ – y) of each prediction are calculated. The residuals then are
squared to calculate the squared error (ŷ – y)2. This is the dependent variable of
the overall study.
9) The squared errors associated with each model building approach are compared
using hierarchical linear modeling. Pairwise tests for each model building
approach are run using Tukey’s HSD for multiple comparisons. This process is
run separately for each imputation dataset.
10) Estimates across imputed datasets are pooled according to Rubin’s Rules.
11) The process between steps 2-11 is repeated 10 times for 10 repeated crossvalidation assessments.
12) The coefficient estimates of a model building approach’s prediction accuracy and
standard errors are averaged across the 10 repeated cross-validations. The
averaged coefficient estimates of a model building approach’s prediction accuracy
and standard errors are used to conduct significance tests and recalculate new tand p-values.
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Results
Prediction Accuracy between Model-Building Approaches
Enriched Variable Set, Internal Validity
Significant differences between model building approaches were found (F(12,
5858) = 8.69, p <0.001). Pairwise-comparisons using Tukey’s HSD identified statistically
significant differences (p < .05) between different model building approaches as shown in
Figure 3.4.
The intercept-only model statistically significantly outperformed the following:
all-variables, untuned stepwise, ridge regression, and tuned stepwise. The intercept-only
model also numerically, but not statistically significantly, outperformed untuned SVR.
The severity-only model statistically significantly outperformed the following:
untuned SVR, Tuned Stepwise, ridge regression, untuned stepwise, and the all-variables
models. The severity-only model also numerically, but not statistically significant,
outperformed LASSO and the intercept-only.
The SuperLearner, tuned SVR, elastic net, untuned random forest, and tuned
random forest approaches were numerically – but not statistically significantly – superior
to the severity-only model.
Tuned random forest and tuned SVR numerically, but not statistically
significantly, outperformed their respective untuned variations. Tuned stepwise
statistically significantly outperformed untuned stepwise regression
Enriched Variable Set, External Validity
Significant differences between model building approaches were found (F(12,
5858) = 13.42, p < 0.001). Pairwise-comparisons using Tukey’s HSD identified
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statistically significant differences (p < .05) between different model building approaches
as shown in Figure 3.4.
The intercept-only model statistically significantly outperformed all-variables,
untuned stepwise, and ridge regression. The intercept-only model also numerically, but
not statistically significantly, outperformed tuned stepwise, untuned SVR, and LASSO.
The severity-only model statistically significantly outperformed tuned stepwise,
ridge regression, untuned stepwise, and the all-variables models. The severity-only model
also numerically, but not statistically significant, outperformed SuperLearner, Elastic net,
tuned SVR, intercept-only, and Untuned SVR.
The untuned random forest and tuned random forest approaches were numerically
– but not statistically significantly – superior to the severity-only model.
Tuned random forest and tuned SVR numerically, but not statistically
significantly, outperformed their respective untuned variations. Tuned stepwise
statistically significantly outperformed untuned stepwise regression
Limited Variable Set, Internal Validity
No significant differences between model building approaches were found (F(12,
5858) = 0.61, p = 0.80). Pairwise-comparisons using Tukey’s HSD did not identify
statistically significant differences between model building approaches as shown in
Figure 3.5.
The intercept-only model numerically, but not statistically significantly,
outperformed the following: untuned random forest, SuperLearner, and tuned SVR, tuned
stepwise, untuned stepwise, ridge regression, all-variables, and untuned SVR.
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The severity-only model numerically outperformed all other approaches, but these
differences were not statistically significant.
Tuned random forest, SVR, and stepwise regression each numerically, but not
statistically significantly, outperformed their respective untuned variations.
Limited Variable Set, External Validity
No significant differences between model building approaches were found, F(12,
5858) = 1.159, p = .11. Pairwise-comparisons using Tukey’s HSD did not identify
statistically significant differences between model building approaches as shown in
Figure 3.5.
The intercept-only model numerically outperformed all other approaches except
severity-only. The severity-only approach numerically outperformed all other
approaches.
Tuned random forest, SVR, and stepwise regression each numerically, but not
statistically significantly, outperformed their respective untuned variations.
Prediction Accuracy between Model-Building Approaches, LOCF Removed
Sensitivity Analyses
The primary analyses were repeated with a dataset with LOCF patients removed
(N = 350).
Enriched variable Set, LOCF removed
For the internal validity analysis, significant differences between model building
approaches were found, F(12, 4532) = 10.24, p < 0.001. The modelling approaches as
sorted by predictive performance were (descending order): tuned random forest, elastic
net, LASSO, untuned random forest, SuperLearner, tuned SVR, severity-only, intercept149

only, untuned SVR, tuned stepwise, ridge, untuned stepwise, and all-variables. See
Figure 3.6.
For the external validity analysis, significant differences between model building
approaches were found, F( 12, 4532) = 13.89, p < 0.001. The modelling approaches as
sorted by predictive performance were (descending order): tuned random forest, untuned
random forest, severity-only, LASSO, SuperLearner, elastic net, tuned SVR, interceptonly, untuned SVR, tuned stepwise, ridge, untuned stepwise, and all-variables. See
Figure 3.6.
Limited variable Set, LOCF removed
For the internal validity analysis, no statistically significant differences between
model building approaches were found, F(12, 4532) = 0.47, p = 0.92. The modelling
approaches as sorted by predictive performance were (descending order): severity-only,
elastic net, LASSO, intercept-only, tuned SVR, SuperLearner, tuned stepwise, tuned
random forest, ridge, untuned random forest, all-variables, and untuned SVR. See Figure
3.7.
For the external validity analysis, a statistically significant effect of model
building approach was found, F(12, 4532) = 2.07, p = 0.016. However, post-hoc
comparisons using Tukey’s HSD did not reveal significant pairwise differences between
model building approaches. This is understandable as Tukey’s HSD is a more
conservative method than an omnibus test, as it accounts for an adjusted α level for
multiple comparisons (Howell, 2012). The modelling approaches as sorted by predictive
performance were (descending order): severity-only, intercept-only, tuned stepwise,
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tuned random forest, LASSO, elastic net, SuperLearner, untuned random forest, tuned
SVR, untuned SVR, untuned stepwise, ridge, and all-variables. See Figure 3.7.
Prediction Accuracy between Model-Building Approaches, Severity Removed
Sensitivity Analyses
The primary analyses were repeated with the full dataset, except with intake
severity as measured by the HRSD or BDI removed.
Enriched Variable Set, intake HRSD removed
For the internal validity analysis, significant differences between model building
approaches were found, F(11, 5407) = 7.92, p < 0.001. The modelling approaches as
sorted by predictive performance were (descending order): tuned random forest, untuned
random forest, elastic net, tuned SVR, SuperLearner, LASSO, untuned SVR, interceptonly, tuned stepwise, ridge, untuned stepwise, and all-variables. See Figure 3.8.
For the external validity analysis, significant differences between model building
approaches were found, F(11, 5407) = 13.22, p <0.001. The modelling approaches as
sorted by predictive performance were (descending order): tuned random forest, untuned
random forest, SuperLearner, elastic net, tuned SVR, LASSO, intercept-only, untuned
SVR, tuned stepwise, ridge, untuned stepwise, and all-variables. See Figure 3.8.
Limited Variable Set, intake HRSD removed
For the internal validity analysis, no significant differences between model
building approaches were found, F(11, 5407) = 0.38, p = 0.95. The modelling approaches
as sorted by predictive performance were (descending order): LASSO, elastic net,
intercept-only, SuperLearner, tuned random forest, tuned stepwise, untuned random
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forest, tuned SVR, untuned stepwise, ridge, all-variables, and untuned SVR. See Figure
3.9.
For the external validity analysis, no significant differences between model
building approaches were found, F(11, 5407) = 1.09, p = 0.37. The modelling
approaches as sorted by predictive performance were (descending order): intercept-only,
tuned SVR, elastic net, LASSO, SuperLearner, tuned random forest, untuned random
forest, untuned SVR, tuned stepwise, untuned stepwise, ridge, and all-variables. See
Figure 3.9.
Enriched Variable Set, intake HRSD and intake BDI removed.
For the internal validity analysis, no significant differences between model
building approaches were found, F(11,5407) = 7.15, p < 0.001. The modelling
approaches as sorted by predictive performance were (descending order): tuned random
forest, untuned random forest, tuned SVR, elastic net, SuperLearner, LASSO, untuned
SVR, intercept-only, tuned stepwise, ridge, untuned stepwise, and all-variables. See
Figure 3.10.
For the external validity analysis, no significant differences between model
building approaches were found, F(11,5407) = 13.23, p < 0.001.The modelling
approaches as sorted by predictive performance were (descending order): untuned
random forest, tuned random forest, SuperLearner, elastic net, tuned SVR, intercept-only,
LASSO, untuned SVR, tuned stepwise, ridge, untuned stepwise, and all-variables. See
Figure 3.10.
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Prediction Accuracy within Modeling Approaches, between Modeling Variations
Internal Validity vs External Validity
Comparing across validity type, there were no significant within-approach
differences between the internally validated or externally validated models produced with
enriched predictors (all ps > .05). Similarly, there were no significant within-approach
differences between the internally validated or externally validated models produced with
the limited predictor set (all ps >.05).
Enriched vs Limited Predictors
Comparing across variable sets, there were significant within-approach
differences between internal validity assessments of the enriched variable set and the
limited variable set models at the Bonferroni corrected α level of 0.0038 (0.05 /13).
Models which performed better with the limited variable set included: all-variables (b = 29.29, t = =-9.27, p < .001), ridge (b= -12.21, t = -4.69, p < 0.001), and untuned stepwise
(b = -17.75, t = -6.44, p < 0.001). Models which performed poorer with the limited
variable set included: untuned SVR (b = 6.24, t = 2.86, p = 0.002).
Similarly, there were significant within-approach differences between the external
validity assessments of the enriched variable set and the limited variable set models at the
Bonferroni corrected α level of 0.0038 (0.05 /13). Modeling approaches which performed
better with the limited variable set than enriched variable set were the following: allvariables (b = -31.02, t = -8.32, p < 0.001), ridge (b = -12.23, t = -3.96, p < 0.001), and
untuned stepwise (b = -19.44, t = -5.98, p < 0.001). Modeling approaches which
performed poorer with limited variable set than enriched variable set were the following:
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SuperLearner (b = 5.88, t = 2.80, p = 0.003), tuned random forest (b = 6.69, t = 3.37, p <
0.001), and untuned random forest (b = 7.45, t = 3.71, p < 0.001).
LOCF removed sensitivity analysis
Comparing the internally validated enriched variable set model against the
internally validated enriched variable set LOCF removed model, we found significant
within-approach differences for LASSO (b = -6.56, t = -3.13, p < 0.001) and tuned
stepwise (b = -8.07, t = -3.32, p < 0.001), both of which performed better with LOCF
removed. Comparing the externally validated enriched variable set model and the
externally validated enriched variable set LOCF removed model, we found no significant
within-approach differences at the Bonferroni corrected α level of 0.0038.
Comparing the internally validated limited variable set model against the
internally validated limited variable set with LOCF removed model, we found no
significant within-approach differences at the Bonferroni corrected α level of 0.0038.
Comparing the externally validated limited variable set model and the externally
validated limited variable set with LOCF removed model, we found a significant withinapproach difference for tuned stepwise regression (b = -11.57, t = -4.41, p < .001), which
performed better with LOCF removed.
Intake Severity Removed Sensitivity Analysis
Intake HRSD Severity Removed
Across the models representing the four combinations of predictor richness
(Limited vs Enriched) and validity type (internal validity vs external validity), there were
no significant within-approach differences between each model and their respective
counterpart with intake severity removed (all ps > 0.05).
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Intake HRSD and BDI Severity Removed
Nether were there significant differences between either the internal or external
validity comparisons with models provided the enriched variable set vs models provided
enriched variable set but with intake severity and intake BDI removed (all ps > 0.05).
Discussion
This study was a systematic comparison of different model building approaches
across multiple contexts. Thirteen different model building approaches – including
traditional and machine learning algorithms – were compared for their ability to make
predictions. Our goal was to answer four questions:
1. How do different model building approaches compare in terms of their
abilities to produce models for the accurate prediction of outcomes in
depression?
2. How do model building methods perform in the context of internal validity vs
external validity?
3. How do model building methods handle a large variable set vs a limited
variable set?
4. How does tuning parameter optimization affect the performance of model
building algorithms?
Question 1. Differential Efficacy of Model Building Approaches
In general, traditional model building approaches used in inferential statistics did
not produce as accurate final models as other approaches. The all-variables and untuned
stepwise models were consistently among the poorest performing model building
approaches, showing prediction errors that were often significantly higher than other
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approaches (Figures 3.1 & 3.2). The tuned stepwise approach always showed an
improvement in prediction accuracy over the traditional untuned stepwise approach, but
often performed poorer than other dedicated machine learning approaches.
The dedicated machine learning algorithms tended to cluster around the same
region of performance, and most did not significantly differ from one another, although
certain methods (e.g., ridge regression, untuned SVR) tended to show poorer
performance compared to other model building approaches. Random forest methods
showed the greatest efficacy when provided the enriched variable set, but performed
within the same realm of equivalence to other machine learning methods when provided
the limited variable set.
One undeniable effect is that the intercept-only models and severity-only linear
models numerically (and sometimes significantly) outperformed many traditional and
machine learning approaches. This was clear in the limited data, such that the severityonly model was the numerically the top performer in both limited variable set
assessments of internal and external validity. The intercept-only model also outperformed
many other model building approaches on the limited variable set evaluations, especially
that of external validity.
Interpretation of Model Performance Relative to the Intercept-only Model
We should interpret what this means. Model building approaches that are
underperforming relative to the intercept-only model are likely overfit. That is,
algorithms that perform worse than the intercept-only model have likely overshot the
bias-variance tradeoff, and the models generated by these algorithms have more
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complexity than is optimal for the data, leading to poor prediction accuracy from high
variance.
How do we know this? We can consider that the intercept-only model is the
model with the highest bias and lowest variance possible. That is, the intercept-only
model it is the least complex model possible. In the intercept-only model, predictor data
is unused (i.e., no coefficient terms for predictors), predictions do not vary between
observations, and the only prediction it makes is a singular value: the mean response
score (7-month HRSD score) from the training data. In terms of model complexity, there
is no simpler prediction model that can be generated from the training data.
Thus, we can assume that the hard boundary for maximum bias and minimum
variance lies at the complexity level represented by the intercept-only approach.
Consequently, any model that underperforms the intercept-only model cannot be
underperforming due to having greater bias, as the intercept-only model is already the
simplest, and thus maximally underfit model.
Therefore, any models that underperform the intercept-only model must be
experiencing increased prediction error from the only remaining source: variance. In
other words, these algorithms are building overly complex models that are overfit to the
training data, and thus, misinterpreting noise in the training data as legitimate signal for
use in making predictions in the test set. These model building approaches have overshot
the optimal point of the bias-variance tradeoff such that any gains in prediction accuracy
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from reduced bias are now overweighed by losses in prediction accuracy from increased
variance.18
The models that were consistently overfit (as compared to the intercept-only
model) were the traditional inferential statistics methods of the all-variables model and
the traditional backwards stepwise regression. While the tuned stepwise regression
showed significantly better prediction accuracy compared to the untuned stepwise
regression in several cases, our findings suggest that simply tuning the k-cutoff parameter
for dropping predictors was insufficient for optimizing the stepwise regression for this
data.19
Some machine learning models consistently performed poorer than the interceptonly model, suggesting overfitting to the training data in all cases. For example, the ridge
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As an aside: just as the intercept-only model may be seen as the maximally underfit model, it may be
tempting to consider the all-variables model as the maximally overfit model. Specifically, because the allvariables model inputs all of the variables into a singular un-penalized OLS regression, it should always
produce the most complex linear regression model for a given pool of predictors. However, just because it
produces the most complex linear regression does not mean it produces the most complex models. For
example, even within regression, an infinite number of higher order polynomials and interactions can be fit
within the same pool of predictors.
Certainly, we can see that other model building approaches have the potential for more error than the all
variables model: the untuned SVR produced showed poorer prediction accuracy than the all variables
model in the internal validity assessment with limited variables. This is understandable, as the SVR uses a
different loss function than the OLS regression. Further, the radial basis kernel allows for models to fit
more complexity than just simple linear relationships.
19
One may ask: why did the stepwise regression not always drop all variables and fit only the intercept?
That is because the loss function of the stepwise is still defined to minimize the RSS in a linear regression;
the k parameter we used did not affect the calculation of the loss function. The part of the procedure the k
parameter affects is the p-value cutoff for each predictor. If k is allowed to be strict enough, then indeed,
the k values may have been strong enough to consistently produce a “drop all variables” type of model.
However, we selected a tuning parameter that could be considered “reasonable” within the realm of
stepwise regression (see Steyerberg, 2019). As such, tuning parameter optimization can only optimize
along the boundary space of parameters: It is possible with an excessively high k we could have induced
this “drop all variables” behavior consistently across all models; which then would then have been selected
as the optimal tuning parameters in the cross-validation process, and then should perform equally to the
intercept only model in the test set evaluations. However, the k values we tuned on likely never reached this
threshold, as values were all within reasonable bounds for what is usually specified for a stepwise
regression of this sample size.
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regression consistently showed poor performance, even performing significantly worse
than other regularized regression in the enriched variable set assessments of internal and
external validity (Figure 3.4). It would appear that ridge regularization, which, using the
L2 penalty does not permit dropping predictors, was not a suitable fit for making accurate
predictions in our data. Instead, LASSO regularization (using the L1 penalty, which
permits dropping of variables) consistently performed better than ridge in our data. Even
better yet was elastic net regularization (which tunes the α parameter to find an optimized
balance between the L1 and L2 penalty). If anything, the differences in performance
between elastic net, ridge, and LASSO suggest that the elastic net algorithm, being the
most flexible regularized regression, has the highest potential for prediction accuracy.
This finding is consistent with that of Webb et al., (2020), who also found that, out of the
three types of regularized regression, elastic net performed the best, and ridge regression
performed the worse.
Similarly, the untuned SVR consistently performed poorer than the intercept-only
model in all cases. The tuned SVR outperformed the intercept-only model in certain
cases, such as when provided the enriched predictor set, but not when provided the
limited predictor set. This suggests that tuning parameter optimization is especially
important for an algorithm like support vector regression in order to identify the optimal
point of model complexity to make accurate predictions.
Interpretation of Model Performance Relative to the Severity-Only Model
The other important reference group to compare all other model building
approaches is the severity-only model. Where the intercept-only model represents the
maximally underfit model, thus making it easy to attribute any model underperformance
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as being variance (overfitting) error, it is harder to interpret underperformance relative to
the severity-only model.
The severity-only model fits an ordinary least squares regression line with only
the intake HRSD to predict 7-month HRSD. Given that intake on a measure of severity
ought to affect later depression severity (if only by virtue of test re-test reliability), there
is reason to believe there is strong signal in using intake HRSD as a predictor. Indeed, as
described, across the full sample (N=452), intake HRSD correlates with 7-month HRSD
(r = 0.23).
Because the severity-only model consists of only one single “strong” (read:
useful) predictor, models that underperform compared to the severity-only model may be
doing so due to either bias or variance error. Specifically, just as compared with the
intercept-only model, models that have excessive complexity compared to the severityonly model will have increased variance error, to the point of causing overfitting errors
that reduce prediction accuracy on the test set. Error from increased variance would mean
that model building algorithms are picking up on noise from poor predictors, leading to
poorer prediction accuracy relative to the severity-only model, which only has one good
predictor.
Alternatively, models may underperform the severity-only model by also having
increased bias, and thus underfitting and missing “true” signal. Specifically, many of the
machine learning algorithms have penalty terms added to their loss function calculations.
These penalty terms have the general goal of conservatizing the model in order to reduce
variance or overfitting to the training data. However, in many of these approaches (such
as regularized regression or SVR), the penalty factor also acts on the coefficient terms of
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individual predictors. Consequently, when a penalty term is sufficiently heavy, it will
penalize both “useless” predictors and legitimate predictors – to the possibility of
shrinking the coefficients of useful predictors and thus underfitting on true effects.
How each model building approach handles this balance is specific to the
algorithm. However, for the purposes of illustration, I will walk through one example
where the inclusion of excess “junk” variables may lead to underfitting of true effects.
Let us say we are running a LASSO regularized regression to predict 7-month HRSD.
The λ parameter governs the magnitude of the L1 penalty (which in turn is determined by
absolute value of the regression coefficients). If the only variable we have is intake
HRSD, then the LASSO will calculate a regression, shrink the coefficient of intake
HRSD by the appropriate λ penalty, and thus produce a regularized regression. This
regularized regression will have intake HRSD as the only predictor.
If intake HRSD is the perfect predictor, then cross-validated tuning parameter
optimization will select a λ = 0. Consequently, no regularization occurs, and the HRSD
coefficient will be equal to that of an OLS regression that uses intake HRSD as the sole
predictor.
If a more conservative HRSD coefficient estimate improves prediction accuracy
(e.g., by reducing overfitting), then cross-validated tuning parameter optimization should
select a greater penalty value where a λ > 0. Consequently, regularization occurs, and the
HRSD coefficient will be shrunk, and thus the intake HRSD coefficient of the LASSO
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regression will be smaller than the coefficient that of an OLS regression that uses intake
HRSD as the sole predictor20.
However, now let us make available to the LASSO model a bunch of “junk”
variables: variables that may show noise correlations within any training dataset, but do
not meaningfully contribute to prediction accuracy when evaluated on a test set. When
tuning parameter optimization is conducted, less strict λ values will allow more junk
variables in, thus reducing the prediction accuracy of the entire model. On the other hand,
stricter λ values will more heavily shrink the junk variables, but will also more heavily
shrink the coefficient estimate for intake HRSD. Thus, when cross-validation is used to
select the optimal tuning parameters, because of the presence of junk variables reducing
the prediction accuracy of the entire model, a larger λ is likely to be selected as the
optimal tuning parameter, as a heavier λ is required to shrink all the junk variables’
coefficient estimates to zero. However, when the final model is built with this heavier λ
penalty, it will also more heavily shrink the coefficient of intake HRSD. Because some λ
penalty is required to shrink junk variables to zero, the intake HRSD coefficient estimate
will never be as large of an unpenalized one, such as the coefficient of a simple OLS
regression that uses intake HRSD as the sole predictor. Thus, in this case, we can see how
the addition of “junk” variables to a regularized regression can favor tuning parameters
that produce models with more bias and less variance, thus causing over-conservative
shrinking of legitimate predictors. Altogether, in this thought experiment, we can thus see
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As an aside: it would have been interesting to re-run all model building approach using intake severity as
the sole predictor. This would reveal whether machine-learning conservatized estimates of intake severity
could outperform a simple OLS regression of intake severity only. While I did have the foresight to include
variations where severity was removed from the predictor pool, I did not have the foresight to include such
a variation where severity is the only predictor when originally designing the study.
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how the inclusion of useless variables into a machine learning algorithm can induce
underfitting of legitimately useful predictors in a model.
Indeed, our comparison of model building approaches found that while certain
approaches, when provided the enriched predictors, showed prediction accuracies that
were numerically superior to the severity-only model, these approaches, when only
provided the limited variable set, showed poorer performance than the severity-only
model.
For example, for tests of internal validity, elastic net, tuned random forest, and
untuned random forest performed numerically better than the severity-only model when
provided enriched predictors, but poorer than severity-only when provided the limited
variable set. For tests of external validity, tuned random forest and untuned random forest
performed numerically better than the severity-only model when provided the enriched
variable set, but underperformed when provided the limited variable set. A few other
model building approaches (tuned SVR, SuperLearner) showed prediction accuracy about
equivalent to the severity-only model when provided the enriched variable set, but
performed much poorer with the limited variable set.
At the same point, many traditional model building approaches performed better
with the limited variable set than the enriched variable set. This suggests that the
traditional model building approaches that tend towards overfitting (e.g., all-variables,
untuned stepwise) may have experienced more overfitting when provided the enriched
predictors, but had less overfitting error when provided the limited variable set due to
there being fewer predictors to overfit to.
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While the decrease in prediction accuracy between the enriched and limited
variable sets for many of the machine learning algorithms may be attributed to these
algorithms over-conservatizing and thus underfitting on legitimate predictors
(specifically, that of intake HRSD), the primary purpose of these machine learning
algorithms is in part to have a way of identifying legitimately useful predictors from less
useful predictors. There are many times when the response variable to be predicted is not
available as a predictor variable. For example, a classification model for predicting
cancer remission amongst first-time cancer patients would not have “cancerous cells
present: yes or no” as a predictor variable, as all cancer patients would have the same pretreatment value of “cancerous cells present: yes”. In other cases, there may not be an
obvious “strong” predictor.21
Similarly, if our study did not include intake HRSD as a potential predictor, we
would not have an obvious candidate as a “useful” predictor to use as a reference model.
Indeed, this is the purpose for why we ran the sensitivity analyses which repeated the
entire study, except with intake severity removed. Further, we conducted this sensitivity
analysis in two variations, one with intake HRSD removed, and another with intake
HRSD and intake BDI removed.
It is interesting to note that in either sensitivity analyses with intake HRSD
removed, model building methods did not show any significant changes in prediction
accuracy. Further, for machine learning algorithms, any changes on the RMSE were

Sometimes it may be tempting to conduct some sort of “pre-selection” to identify these so-called strong
predictors. However, please see discussion below on “Enriched vs Limited Variables”, as well as Appendix
I for an explanation of why this a pre-selection process is not feasible.
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minor: in many cases prediction accuracy remained relatively unchanged (compare
Figures 3.4-3.5 with Figures 3.8-3.9).
In fact, with both intake HRSD and intake BDI removed, several model building
methods (such as random forest, elastic net, and SVR) showed numerically better
prediction accuracy compared to the full enriched variable set or even the no-severity
models (compare Figures 3.4 and 3.10). This suggests that at minimum, these model
building approaches are capitalizing on available information provided by predictors
other than intake severity, and are still capable of making accurate predictions of 7-month
HRSD.
Further, the performance of many of the machine learning algorithms run without
intake HRSD and intake BDI showed numerically better performance than models
produced with limited variable set (compare Figure 3.5 with Figure 3.10). This provides
further evidence that indeed, variables from the limited variable set may instead simply
be acting as “junk” variables: i.e., they provide little contribution to prediction accuracy
relative, while the noise they introduce is causing those algorithms to become more
biased (i.e., conservative) and thus shrinking what signal may already there (specifically,
intake severity; as demonstrated by the severity-only model).
Future efforts should more systematically examine these effects to see if the
inclusion of poor predictors induces underfitting in machine learning algorithms.
Specifically, it remains an open question about whether the inclusion of “junk variables”
causes certain machine learning algorithms to optimize for simpler (higher bias and lower
variance) models, in turn leading to underfitting of legitimately useful predictors. This
effect should be tested in future simulation studies that can systematically manipulate the
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true relationships between predictor variables to artificially simulate “junk” vs “useful”
variables.
Question 2. Internal Validity vs External Validity
Interestingly, there were no significant within-approach differences when
comparing the prediction accuracies of model building approaches between internal
validity and external validity. Further, we saw that model building approaches that
showed poor internal validity also tended to show poor external validity. The difference
in RMSE between the two types of generalization accuracy appeared to be minimal:
model building approaches generally showed performance within the same confidence
interval ranges of each other (see Figures 3.4-3.5).
That said, the poorest performing model building approaches (all-variables,
untuned stepwise, ridge, tuned stepwise), that is, model building approaches with high
variance, appear to consistently perform more poorly on assessment of external validity
than internal validity, although the within-model tested differences were not significant.
Nevertheless, it is unsurprising that high variance model building approaches showed
poorer prediction accuracy on tests to new samples from a new population, than on tests
to new samples from the same population.
On the other hand, when provided useful information (e.g., the enriched variable
set) the machine learning algorithms were generally able to perform about equivalently
on the assessment of external validity as they had done on the assessments of internal
validity. When provided less useful information (e.g., the limited variable set), they were
still able to perform about equivalently between assessments of internal validity and
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external validity, although many appeared to numerically perform more poorly on
assessments of external validity.
One interpretation of this finding is that there simply were not enough differences
between sites that the predictions of external validity suffered. However, this does not
appear to be the case, as the grossly overfit model building approaches (e.g., all-variables,
untuned stepwise, ridge, tuned stepwise) consistently numerically performed more poorly
in the assessments of external validity than internal validity.
Instead, for our data, it appears that useful machine learning algorithms are able to
consistently pick up some signal for both internal validity (where training data were
homogeneous with testing data) and external validity (where training data were
heterogenous with testing data). This would suggest that certain machine learning
algorithms were about equally capable of predict to new data from the same population,
as predicting to new data from a new population. On the other hand, overfit modeling
approaches may do poorly on predicting to new data from the same population, but will
do even worse predicting to new data from a different population.
Question 3. Richness of Predictor Variables
Some model building approaches showed significantly better prediction accuracy
when provided the limited variable set instead of the enriched variable set: all-variables,
ridge, untuned stepwise. However, it is worth noting that these were all model building
approaches that were overfit: that is, they each performed more poorly than the interceptonly model using both the enriched variable and limited variables sets. Thus, while these
three model building approaches did improve in prediction accuracy with the limited
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variable set, it appears any prediction was simply because they were being overfit to
fewer variables.
On the other hand, many of the machine learning approaches appeared to do
numerically more poorly with the limited variable set, some even showing significantly
poorer performance with the limited variable set than the enriched variable set.
Specifically, for internal validity, untuned SVR showed significantly poorer prediction
accuracy when provided the limited variable set. For external validity, SuperLearner,
tuned random forest, and untuned random forest showed significantly poorer prediction
accuracy when provided the limited variable set.
In the cases of tuned random forest and untuned random forest, these model
building approaches went from being the best performing model building approaches
with the enriched variables, to performing more poorly than the intercept-only models in
the limited variable set. SuperLearner also suffered in the same fashion, going from
performing equivalently to the severity-only model in enriched variables, to performing
more poorly than the intercept-only model in limited variables.
Thus, it appears that, at least in our data, the enriched variable set contained
useful information that model building approaches were able to capitalize on to improve
prediction accuracy. Providing only the limited variable set caused these model building
approaches to perform much more poorly, suggesting that the limited variable set did not
provide much signal. Further, any signal in the limited variable set (e.g., from intake
severity, which was included in the limited variable set) may have been washed out by
noise from the other predictors (see above discussion on “junk variables”), to the point
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that these machine learning algorithms started to underperform relative to the singlepredictor model of intake severity only.
Chekroud et al. (2021, p. 156) speculates that “Although these [machine learning]
methods can deal with large numbers of potential predictor variables, careful preselection of variables likely improves predictive accuracy.” Our findings showed that
machine learning algorithms are capable of handling a large number of predictors.
Further, our data suggest that having a large pool of potentially useful predictors is more
helpful than having a small pool of mostly useless predictors, even if some predictors in
that pool, such as intake severity, were useful. Thus, our findings suggest that, when the
goal is accurate prediction, the total quantity of predictor variables may be less important
than the quality of the predictors included. Regarding practical implications, our findings
suggest that, at least for predicting symptoms of depression after half a year of
antidepressant treatment, data collected on psychological processes may serve as more
useful predictors than basic clinical or demographic data.
Some readers may be curious why we only examined the enriched variable set
against the limited variable set, and did not include a condition where model building
approaches were provided a “careful pre-selection” of the most useful “potential
predictor” variables (as suggested by Chekroud et al., 2021, p. 156). Please refer to
Appendix I for an explanation of why such an approach is infeasible, and why our study
did not include such a condition.
Question 4. Tuning Parameter Optimization
Our data showed that in all cases (tuned stepwise, tuned SVR, and tuned random
forest), tuning parameter optimization numerically improved prediction accuracy. In
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some cases, this difference was large enough to be statistically significant (e.g., untuned
SVR vs tuned SVR; untuned stepwise regression vs tuned stepwise regression).
This benefit of tuning parameter optimization was observed in all cases regardless
of whether a model building approach was designed for tuning parameter optimization
(such as random forest or support vector regression), or was a traditional inferential
statistics modeling technique, that was then adapted for tuning parameter optimization for
the purposes of prediction (such as the tuned stepwise regression).
That said, some model building approaches benefitted more from tuning
parameter optimization than others. Or, perhaps a better way to frame this, is that some
model building approaches were more at risk of underperforming when tuning parameter
optimization was skipped.
For example, the difference between tuned SVR and untuned SVR showed major
improvements to prediction accuracy with tuning. On the enriched variable set
assessment of internal validity, tuned SVR performed better than severity-only, while
untuned SVR performed worse than intercept-only. On the enriched variable set
assessment of external validity, tuned SVR performed better than intercept-only, while
untuned SVR performed worse than intercept-only (Figure 3.4). On the limited variable
set assessment of internal validity, while tuned SVR may not have shown excellent
performance, the untuned SVR showed the poorest performance. Similarly, on the limited
variable set assessment of external validity, tuned SVR performed the best out of the
machine learning approaches, while untuned SVR performed near the bottom (Figure
3.5).

170

On the other hand, the difference in prediction accuracy between tuned random
forest and untuned random forest was usually very small, especially when models were
provided the enriched predictor set (Figures 3.4-3.5). For the random forest approaches, it
is possible that tuning the other parameters in addition to mtry, such as minimum node
size or sample size drawn per tree, may have further increased the magnitude of
prediction accuracy improvement between tuned and untuned random forest models,
although we elected not to tune those parameters due previous studies finding that tuning
that had less impact than tuning mtry (Probst et al., 2019).
It is also worth commenting on the performance of elastic net versus LASSO or
ridge. In the primary analyses, elastic net always outperformed both LASSO and ridge
(Figures 3.4-3.5); although in some sensitivity analyses, LASSO outperformed elastic net
(Figures 3.6-3.7). As previously explained, elastic net is an extension of the two
regularization methods that balances the L1 penalty from LASSO with the L2 penalty
from ridge. The tuning parameter for degree of penalization, λ, remains the same across
all three methods, and in our data, was tuned in all three model building approaches.
On the other hand, the α parameter, which describes the balance between the L1
and L2 penalty, is only used in elastic net. Because α describes the shape of the
regularization penalty function, there are no necessary recommended default tuning
parameter values (though sometimes an α = 0.50 is used as a middle-ground even split by
some researchers; e.g., Webb et al. 2020). Because an α = 0 corresponds with a pure L2
penalty, and thus a pure ridge regression, while an α =1 corresponds with a pure L1
penalty, and thus a pure LASSO regression, one can conceptualize specifying an α of α =
0 or α = 1 as possible default tuning parameters, especially if a researcher has a prior
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heuristic for believing either an L1 or L2 penalty is more useful. For example, researchers
frequently use LASSO alone as a method of feature selection (the L2 penalty prevents
ridge regression from being used for feature selection), one example being Bremer et al.
(2018) who used LASSO to reduce the pool of potential predictors. In cases where a
specific heuristic guides a researcher to selecting a given approach (e.g., specifying alpha
= 1 for pure LASSO and maximum feature selection), this can be acceptable.
However, if the goal is pure prediction accuracy, then selecting either LASSO or
ridge is akin to setting the α tuning parameter at default value of 0 or 1), which may not
optimize for prediction accuracy. In that case, it is theoretically maximally better to
always tune the α parameter: at minimum, the tuning parameter optimization can identify
either α = 0 or α = 1 as the optimal tuning parameters, while at the maximum end, any
range between 0 and 1 can be selected as the optimal value for α, potentially further
increasing prediction accuracy in a given dataset more than just specifying the simpler
LASSO or ridge approaches. Indeed, our data supports this idea: in the primary analyses,
elastic net always outperformed pure LASSO or pure ridge. However, LASSO
outperformed elastic net in a few of the sensitivity analyses, suggesting there may merit
to idea that the pure L1 penalty of LASSO is qualitatively different from an elastic net
penalty, supporting the idea that there may be some circumstances where choosing
LASSO over elastic net is preferable.
Altogether our data showed a very consistent answer to the question: How does
tuning parameter optimization affect model prediction accuracy? We found that in all
cases, tuning parameter optimization improved model performance. While these numeric
improvements were nonsignificant in some cases, in the realm of prediction, any numeric
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improvements in tested prediction accuracy should also theoretically scale to greater
prediction accuracy for new data. Certainly, the rank order of certain model building
approaches improved dramatically when tuning parameter optimization was conducted
(e.g., SVM regressions).
Hence, we can see the usefulness of tuning parameter optimization for building
accurate prediction models. Tuning parameter optimization allow machine learning
algorithms to navigate the optimal zone between the bias-variance tradeoff. We conclude
that if the goal of applying a machine learning algorithm is to produce a model that can
make accurate predictions, then tuning parameter optimization should always be
conducted. The degree of tuning parameter optimization may be limited by computational
constraints, but there is rarely a disadvantage of conducting tuning parameter
optimization if the goal is maximizing prediction accuracy (Probst et al., 2018).
While the degree of potential improvement in prediction accuracy will always
depend on the specific data, one can imagine there is a hard lower-boundary to
conducting tuning parameter optimization: In other words, if the default tuning
parameters are indeed truly optimal for the data, then the worst a tuning parameter
optimization process can do is to identify those same “default” tuning parameter values
as being optimal. Nevertheless, quantifying the potential gains from conducting tuning
parameter optimization (or rather, quantifying the potential losses from eschewing tuning
parameter optimization) is something that is idiosyncratic to each dataset, as calculating
such potential gains (or losses) would require conducting the tuning parameter
optimization anyways (see Probst et al. 2018 for further discussion on the importance of
tuning parameter optimization for machine learning algorithms).
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Limitations on the Present Study, A Caveat on Interpreting Nonsignificant Effects,
and the Challenges of Predicting Psychiatric Outcomes
While we were able to rank model building approaches in order of prediction
accuracy, only a few model building approaches (namely the high variance traditional
inferential statistics approaches of the all-variables model, the untuned stepwise, and the
ridge regression) consistently performed significantly more poorly than other approaches.
Many of the other modelling approaches did not show statistically significant differences
in pairwise tests; it appears there is a performance plateau for model prediction accuracy
in our data.
In the discussion section, I have frequently referred to numerical differences
between model building approaches, or the rank improvements of different model
building approaches (e.g., when discussing tuned vs untuned SVR), even if they may not
be statistically significant according to the p <.05 level. Indeed, in the world of inferential
statistics, the p <.05 threshold is used as, as Breiman (2001) puts it, the “de facto
standard” for determining the worth of a model. However, in the realm of data driven
algorithmic statistics, the worth of a model is determined by the prediction accuracy. That
is, if the desire is to find an optimal model building approach to produce a final model for
predicting to a novel training set, often a straight comparison (i.e., no tests of
significance) of the prediction accuracy metrics such as the RMSE are used.
For instance, we see this practice used by Webb et al. (2020), who did not attempt
to conduct significance tests between model building methods. Instead, they merely
selected the prediction model that showed the numerically smallest RMSE (elastic net),
even though other modeling approaches showed very similar prediction accuracies (some
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even with imperceptibly small differences relative to the size of the confidence intervals;
see Webb et al., Figure 2, p. 32). Further, Hilbert et al. (2020) merely reported the
numeric estimates of the correlation between predicted vs actual scores for the various
model building approaches, and did not attempt to conduct significance tests comparing
the prediction accuracies of their regression models. Bremer et al. (2018) did conduct
significance tests of the generalization error of their model building approaches: While
we commend them for that, we also recognize that their significance tests between the
modelling approaches are suspect due to the tainted model building process.
At the end of the day, we conducted significance tests between modeling
approaches and within modeling approaches where possible. However, it appears the data
used in our study from Hollon et al. (2014) may simply have a low signal-to-noise ratio.
Indeed, only a few model building approaches were able to outperform the severity-only
model when given the enriched variable set, and none were able to do so in a statistically
significant magnitude. Instead, the majority of machine learning approaches clustered
around a prediction accuracy performance plateau which fell within the confidence
intervals of the intercept-only and severity-only models. While some approaches (such as
random forest) were able to numerically outperform these simpler models of severityonly and intercept-only, the practical implications of the differences between these
modeling approaches suggests that machine learning models, at least when applied to
these data, only showed marginal and minimal improvements over simpler modeling
techniques. Even our best approach, tuned random forest, was only able to outperform the
intercept-only model on prediction of the HRSD by a quarter (0.28 in internal validity,
0.3 in external validity) of a HRSD point.
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Certainly, our situation – where psychiatric data are hard to predict – may not be
unique. For instance, in Webb et al.’s (2020) report, they show that the best performing
machine learning algorithms reach a similar performance plateau, where all the
algorithms fall well within the confidence intervals of each other (Webb et al., 2020,
Figure 2, p.32). However, in Webb et al.’s case, they did not examine an intercept-only
model or a severity-only model, and thus, we are unable to know if simpler models such
as intercept-only or severity-only would have also shown similar predictive performance
falling within this performance plateau.
Indeed, future studies comparing model building approaches for psychiatric data
are needed to identify whether there is a similar performance plateau in machine learning
algorithms. Further, they should also assess simple models, such as an intercept-only
model or a severity-only model. If these simpler models fall within the realm of this
performance plateau along with other more advanced machine learning methods, that
would suggest that psychiatric data are inherently noisy, and hard to predict. Specifically,
it may be that there is relatively high irreducible error in psychiatric data, such that the
improvements in prediction accuracy obtained when the optimal balance between bias
error and variance error is identified (e.g., by using machine learning methods) may be
very small.
Perhaps in noisy data, such as in the prediction of psychiatric outcomes, simpler
modeling techniques are more suitable. After all, as Hastie et al. (2009, p. 43) describe,
“for prediction purposes, [linear regression] can sometimes outperform fancier nonlinear
models, especially in situations with small numbers of training cases, low signal-to noise
ratio, or limited data.” Our findings would suggest future studies of psychiatric data
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should attempt to maximize the number of useful predictors to increase the amount of
signal, and to maximize the sample sizes if the goal is to conduct tests of statistical
significance comparing the performances of different model building approaches.
There are a few limitations of our current study that future studies should
consider. Firstly, our outcome variable, 7-month HRSD, is based on a single interview
assessment. A more stable measure of outcome could have been selected, such as
calculating some sort of area-under-the-curve metric integrating multiple measurements
of depression symptoms over the course of treatment (not unlike the quality-adjusted life
years metric used in health studies). Using such a metric would allow machine learning
models to predict to a more stable measure of response to antidepressant treatment than a
single timepoint variable.
While we assessed the external validity of model building approaches by testing
them across different unseen geographic sites (“geographic validation”, for discussion
see: Steyerberg, 2019, p. 330-339), a more thorough assessment of external validity
would be to consider “fully independent validation”; that is, data not only drawn from
different geographical locations, but also data collected by different investigative teams
(Steyerberg, 2019; Chekroud et al., 2021). The challenge of this approach, however, is to
be able to obtain data with the same predictor variables across multiple investigative
efforts. As we have seen from the present study, the prediction accuracy of machine
learning approaches can be quite poor – especially relative to simpler approaches, like an
intercept-only or severity-only model – when only limited, basic clinical/demographic
predictors are provided. Therefore, any researchers attempting to do such a fully
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independent validation, where they consolidate data from different investigative teams,
should be diligent to obtain as many potentially useful predictors as possible.
Conclusion
This study addresses many of the limitations from previous studies by Bremer et
al. (2018), Webb et al., (2020), and Hilbert et al. (2020) that compared machine learning
algorithms for prediction of psychiatric outcomes.
To address our first question: “How do different model building approaches
compare in terms of their abilities to produce models for the accurate prediction of
outcomes in depression?” We found that traditional model building approaches used in
inferential statistics do not produce accurate prediction models, primarily due to high
variance, leading to overfitting. Machine learning approaches produce more accurate
prediction models, but many machine learning algorithms reached a performance plateau
in prediction accuracy, where they performed only marginally better than simpler
severity-only or intercept-only models. Our recommendation is that future comparisons
of model building approaches for predicting psychiatric outcomes include simple model
building approaches as a reference to compare the performance of their machine learning
algorithms, and examine whether this performance plateau for machine learning
algorithms re-emerges.
To address our second question: “How do model building methods perform in the
context of internal validity vs external validity?” We found that traditional model
building approaches tended to show poorer prediction accuracy on assessments of
external validity than assessments of internal validity. This is unsurprising, given that a
models with high variance should show even greater overfitting error on tests of external
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validity. We found minimal differences between the internal validity and external validity
of machine learning algorithms, largely due to machine learning algorithms reaching this
performance plateau for prediction accuracy. Our recommendation is that future studies
conduct a comparison using fully independent validation; that is, on top of data being
collected at different locations, the data are additionally collected by different
investigative teams. This will provide a more rigorous assessment of the external validity
of a model building approach.
To address our third question: “How do model building methods handle a large
variable set vs a limited variable set?” We found that highly overfit traditional model
building approaches showed better prediction accuracy when provided the limited
variable set, likely because they were overfitting on less data. On the other hand, machine
learning algorithms showed poorer prediction accuracy when provided the limited
variable set, likely because there was less signal to use for prediction. Overall, we found
evidence that having a large pool of potentially useful predictors is more helpful than
having a small pool of majority “junk” predictors, to the point where the inclusion of a
large number of these junk predictors may cause machine learning approaches to underfit
on other predictors where legitimate signal exists. Our recommendation is that, for the
prediction of response to antidepressant treatment in depression, variables collected on
psychological processes may serve as more useful predictors than basic clinical or
demographic variables. Our further recommendation is that a simulation study should be
conducted to examine the effects of the inclusion of junk predictors on the performance
of machine learning and other model building algorithms.
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To address our fourth question: “How does tuning parameter optimization affect
the performance of model building algorithms?” We found that, tuning parameter
optimization unanimously improved the prediction accuracy for random forests and
support vector regression. We also found that tuning parameter optimization can improve
the prediction accuracy of traditional model building approaches that are not necessarily
designed for prediction or for tuning parameter optimization. We also found that in
regularized regression, tuning the α parameter that governs the balance between L1 and
L2 penalization in elastic net regularization will generally improve prediction accuracy
over a pure L1 (LASSO) or L2 (ridge) penalty, although there may be instances where a
pure L1 penalty (LASSO) may be preferable. Our recommendation for our fourth
question is simple. If one’s goal is to produce accurate prediction models, machine
learning algorithms should always be conducted with tuning parameter optimization,
where computationally feasible. The degree to which the tuning parameter optimization
improves performance may vary depending on the algorithm, the tuning parameters tried,
and the characteristics of the data, but in all cases, barring computational costs, there are
no disadvantages – in terms of prediction accuracy – to conducting tuning parameter
optimization. We also recommend that researchers looking to apply machine learning
algorithms for the purposes of making predictive models review and understand the basic
principles of these procedures – such as the distinctions between training sets for model
building, validation sets for model selection, and test sets for model assessment – such
that they are able to obtain the maximum utility when using these machine learning
algorithms. Hastie et al. (2009) and James et al. (2013) are a great place to start.
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Our study is only one study that compares model building approaches – both
machine learning and traditional – for predicting psychiatric outcomes. It is possible that
under different conditions with different data, there may be better differentiation between
model building approaches in terms of their ability to create accurate prediction models.
Nevertheless, we were able to demonstrate that a variety of machine learning algorithms
could, under the right circumstances and provided the right predictors, produce models
that could numerically outperform perform traditional model building approaches.
Future studies should attempt to replicate these methods in other psychiatric
datasets. The current study demonstrates that machine learning methods can improve
prediction accuracy under the right circumstances, though the magnitude of these
improvements may differ depending on the model building algorithm, the amount and
quality of data an algorithm has access to, and the population that a model is being tested
on. Certainly, if a researcher has the goal of wanting to make the most accurate prediction
of psychiatric outcome, it is worth comparing different model building approaches to
assess which approaches may work best for their data.
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Table 3.1. Predictor scales and subscales used for mode building.
Variable Description
Dependent Variable
7-month Hamilton Rating Scale for Depression (HRSD)
Clinical/Demographic Variables
Intake Hamilton Rating Scale for Depression (HRSD)
Age
Sex
Cohabiting (derived from marital status)
Chronic Depression (yes/no)
Number of prior episodes
Comorbid Axis II diagnosis (yes/no)
Age of Onset
Major Depressive Disorder specifier: Melancholic
Major Depressive Disorder specifier: Atypical
Major Depressive Disorder specifier: Seasonal pattern
Collect educated (binary Yes/No)
Income: above 40,000 (Binary yes/no)
Race: White (Binary Yes/No)
Additional Psychological Variables
ASQ - Global Negative
ASQ - Global Positive
ASQ - Internal Negative
ASQ - Internal Positive
ASQ - Stable Negative
ASQ - Stable Positive
BDI Total Score
COPE - Adaptive Coping skills use
COPE - Maladaptive Coping skills use
Hopelessness Scale Total Score
Mood and Anxiety Symptom Questionnaire - Anxious Arousal
Mood and Anxiety Symptom Questionnaire - General Distress Anxious
Mood and Anxiety Symptom Questionnaire - General Distress Depression
Mood and Anxiety Symptom Questionnaire - General Distress Mixed
Mood and Anxiety Symptom Questionnaire - Anhedonic Depression
NEO FFI - Neuroticism
NEO FFI - Extraversion
NEO FFI - Openness
NEO FFI - Agreeableness
NEO FFI - Conscientiousness
Personality beliefs questionnaire - Cluster A
Personality beliefs questionnaire - Cluster B
Personality beliefs questionnaire - Cluster C
Psychiatric Epidemiology Research Interview (PERI) Life Events Scale (Total Score)
Quality of Life Enjoyment and Satisfaction Questionnaire - Feelings
Quality of Life Enjoyment and Satisfaction Questionnaire - General Activities
Quality of Life Enjoyment and Satisfaction Questionnaire - Leisure
Quality of Life Enjoyment and Satisfaction Questionnaire - Physical Health
Quality of Life Enjoyment and Satisfaction Questionnaire - Relationships
Short Form 36 - Role limitations due to physical health
Short Form 36 - Pain
SF 36 - General Health
SF 36 - Energy/Fatigue
SF 36 - Social Functioning
SF 36 - Role limitations due to emotional problems
SF 36 - Emotional well-being
Ways of responding - overall quality score
Shipley score
Global assessment functioning
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Table 3.2. Model building approaches and their associated tuning parameters
Method

Approach Type

Tuning Parameters

R Package/
Function

Crossvalidation
repeats

All-Variables
Model

Traditional

N/A

lm()

N/A

SeverityOnly Model

Traditional

N/A

lm()

N/A

InterceptOnly Model

Traditional

N/A

lm()

N/A

Traditional

k = 2.0

step()

N/A

Traditional Method
worked for ML tuning

k: {2.0, 2.1, 2.2 … log(n)},

Custom crossvalidation
loop, step()

10

LASSO

ML Method

α=1
λ: {0 -> ∞}

glmnet

100

Ridge

ML Method

α=0
λ: {0 -> ∞}

glmnet

100

Elastic Net

ML Method

glmnet

α:10
λ: 100

SVM –
Tuned

ML Method

e1071

10

SVM –
Untuned

Untuned ML Method

e1071

NA

RF – Tuned

ML Method

caret

10

RF –
Untuned

Untuned ML Method

caret

NA

SuperLearner

ML Method

SuperLearner

Unspecified by
SuperLearner
documentation.

Backwards
Stepwise
Regression
Tuned
Backwards
Stepwise
Regression

α : {0, 0.01, 0.02, 0.03, …, 0.99,
1.0
λ: {0 -> ∞}
ε: {0, 0.1, 0.2, … , 0.9, 1.0}
C: {2-9, 2-8, 2-7 … ,28, 29}
γ: {2-9, 2-8, 2-7 … ,28, 29}
ε = 0.1
C= 1
γ = 1 /(data dimension)
Nodesize = 5
Sample size = n
Ntree = 500
Mtry: {2, 3, 4, 5, 6, 7, 8, 9, 10,
11, 12, 13, 14, 15, 16, 17, 18, 23,
28, 33, 38, 43, 48, 53}
Nodesize = 5
Sample size = n
Ntree = 500
Mtry = p/3
Unspecified by SuperLearner
documentation.
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Figure 3.1. Data analytic flow for assessing external validity.
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Figure 3.2. Data analytic flow for assessing internal validity.
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Figure 3.3. Conceptual diagram of a model building approach with tuning parameter
optimization vs. a model building approach without tuning parameter optimization.
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Figure 3.4. Prediction accuracy of model building approaches, enriched variable set.
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Figure 3.5. Prediction accuracy of model building approaches, limited variable set.
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Figure 3.6. Prediction accuracy of model building approaches, enriched variable set,
LOCF observations removed.
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Figure 3.7. Prediction accuracy of model building approaches, limited variable set, LOCF
observations removed.
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Figure 3.8. Prediction accuracy of model building approaches, enriched variable set,
intake HRSD removed.
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Figure 3.9. Prediction accuracy of model building approaches, limited variable set, intake
HRSD removed.
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Figure 3.10. Prediction accuracy of model building approaches, limited variable set,
intake HRSD and intake BDI removed.
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Note: Letters represent post hoc multiple comparisons using Tukey’s HSD, means not
sharing a letter are significant at p < 0.05
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APPENDICES
Appendix A. Search Terms.

Search terms as entered into PSYCINFO
(NOFT(depression) OR NOFT(depressive)) AND ((( NOFT(Urban) OR
NOFT(city) OR NOFT(cities) OR NOFT(metropolitan) OR
NOFT(urbanization)) AND ( NOFT(Rural) OR NOFT(Countryside))) OR
NOFT(Urbanicity))

Search terms as entered into PubMed:
((depression[Title/Abstract]) OR depressive[Title/Abstract]) AND
(((urban[Title/Abstract] OR city[Title/Abstract] OR cities[Title/Abstract] OR
metropolitan[Title/Abstract]) AND (rural [Title/Abstract] OR countryside
[Title/Abstract])) OR (Urbanicity[Title/Abstract]))
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Appendix B. Quality Assessment Scale.

1

2

3
4

Criterion
Socio-demographic
characteristics are
described (e.g., age,
gender, education/SES).
Parameters for
classifying participants
as urban or rural are
clearly defined.
Data collection method
described
Detailed description of
methods and
instruments is provided

0 Points

1 Point

2 Points
Yes (reports
information on age,
gender, and
education/SES)

Not reported

Partially reported
(one or two, but not
all three)

Not reported

Subjectively defined
(name of district;
author judgement;
uses population or
population density)

Categories defined
by government
census or equivalent

No detail

Limited detail

Yes, detailed

No detail

Limited detail

Yes, detailed

No
information
provided; or
response rate <
50%

Response rate
between 50% and
75%

Response rate is
over 75%

5

Participation and
response rates are
adequate.

6

Adjustments for
covariates

None reported

Adjustments are
reported, but
covariates are
unclear.

7

Diagnostic procedure is
described

Not reported

Reports instrument,
but not cutoffs

8

The handling of missing
Not reported
values is described

Limited detail
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Adjustments are
reported, and
covariates are
clearly described.
Reports instruments
and cutoff scores, or
uses a clinical
diagnosis
Yes, detailed

Appendix C. Sensitivity Analyses of the Meta-Regression in the General Population
Demographic of Developing Countries
We conducted two sensitivity analyses of the meta-regression of the general
population demographic of developing countries.
Firstly, as seen in Figure 2.10, Cheng et al. (1989) may be considered an outlier
observation in terms of year of data collection and the magnitude of the rural-urban
difference in depression. Thus, our first sensitivity analysis was to conduct another metaregression analysis, but with Cheng et al. (1989) removed. This first sensitivity metaregression replicated the significant effect of year of data collection on the relationship
between urbanicity and depression, such that urban living was associated with an
increasingly greater prevalence of depression the more recently data was collected (b =
0.093, 95% CI [0.026, 0.161], z = 2.73, p = 0.006); see figure below.
Meta-Regression - Developing Countries, General Population,
Cheng et al. 1989 removed

1.2

Yoo et al., 2016
Yiengprugsawan et al., 2012

1.0

Mullings et al., 2014

0.8

Odds Ratio (Urban-Rural)

1.4

Din et al., 2010

Ma et al., 2008 A
Phillips et al., 2009

2000

2002

Keqing et al., 2008

2004

2006

Median Year of Data Collection
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2008

2010

We conducted a second sensitivity analysis, where we attempted to crudely
impute median year of data collection for studies that did not report a year of data
collection. First, the mean lag time between median year of data collection and
publication year for the studies which reported year(s) of data collection was calculated
to be 5.8 years. Next, for studies that did not report year of data collection, we calculated
an imputed median year of data collection by subtracting 5.8 years from the publication
year. This allowed the inclusion of three additional studies into the meta-regression
analysis for the general population demographic of developing countries: Lee et al.
(1990), Mohammadi et al., (2006), and Amoran et al., (2007). This second sensitivity
meta-regression showed a nonsignificant trend in the same direction as the original metaregression analysis (b = 0.022, 95% CI [ -0.001, 0.045], z = 1.83, p = 0.07); see figure
below.

Meta-Regression - Developing Countries, General Population
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Yoo et al., 2016
Yiengprugsawan et al., 2012

1.0

Mullings et al., 2014

0.8

Lee et al., 1990

Ma et et
al.,al.,
2008
A
Mohammadi
2006
Phillips
Keqing
et et
al.,
al.,
2009
2008

0.6

Odds Ratio (Urban-Rural)

Din et al., 2010

Amoran et al., 2007
Cheng et al., 1989

1980

1990

2000

2010

(estimated) Median Year of Data Collection
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Appendix D. Trim-and-Fill Sensitivity Analyses
Trim-and-fill is a commonly used method to identify and estimate the effects of
publication bias when funnel plot asymmetry is detected (Sterne et al., 2017). This
method can yield adjusted estimates of the overall meta-analytic statistics. However,
these estimates are produced under the strong assumption that the only source of
asymmetry is publication bias (Mavridis & Salanti, 2014; Sterne et al., 2017). Therefore,
as stated in the Cochrane manual, the “‘corrected’ intervention effect estimates from this
method should be interpreted with great caution” (Sterne et al., 2017, section 10.4.4.2).
The Cochrane manual further states that the trim-and-fill method “is known to
perform poorly in the presence of substantial between-study heterogeneity” (Sterne et al.,
2017, section 10.4.4.2; also see: Peters et al., 2007). Given the general cautions against
using trim-and-fill adjusted estimates in place of unadjusted estimates, as well as the fact
that we observed substantial to considerable heterogeneity in all of our meta-analytic
models, we recommend that the adjusted estimates (see Table below) be interpreted as
one would sensitivity analyses, rather than as more valid, less biased estimates than the
primary analyses.
As in the primary analyses, substantial to considerable heterogeneity was
observed in each trim-and-fill meta-analytic model. Results from the trim-and-fill
analyses were generally consistent with those obtained in the primary analyses.
Specifically, the primary finding – that the general population demographic of developed
countries showed a significantly greater prevalence of depression in urban than rural
areas – was also found in the trim-and-fill analysis. There were a few inconsistencies
between the primary analyses and the trim-and-fill analyses. For example, for the
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developing countries (across all age demographics), the trim-and-fill analyses yielded a
significant effect such that rural living was associated with a greater prevalence of
depression, whereas in the primary analyses the effect was nonsignificant, though in the
same direction. For the developed countries (across all age demographics), the trim-andfill analyses resulted in a nonsignificant trend where urban living was associated with a
greater prevalence of depression, although the primary analyses showed a significant
effect.
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Table for Appendix D. Comparison of meta-analytic and heterogeneity statistics from the
primary analyses and Trim-And-Fill Analyses.
Primary Analyses
Country
Group

Developed –
All Ages

OR
(CI)
1.30
(1.17,
1.46)

Trim-And-Fill Analyses
Heterogeneity
Statistics

Heterogeneity
Statistics

Meta-Analytic Statistics

Meta-Analytic Statistics

z

p

I2

τ

p

4.75

<.001*

78%

0.10

<.01

OR
(CI)
1.13
(0.99,
1.28)

z

p

I2

τ

p

1.95

.05†

83%

0.18

<.01

Developing –
All Ages

0.89
(0.71,
1.12)

-0.99

.32

92%

0.49

<.01

0.74
(0.58,
0.95)

-2.38

.02*

92%

0.68

<.01

Developed –
General

1.37
(1.22,
1.54)

5.38

<.001*

76%

0.08

<.01

1.16
(1.01,
1.33)

2.15

.03*

83%

0.17

<.01

Developed –
Older

1.11
(0.79,
1.55)

0.62

.54

86%

0.21

<.01

0.96
(0.66,
1.39)

-0.23

.82

85%

0.32

<.01

Developed –
Child/
Adolescent

1.17
(0.86,
1.59)

0.99

.32

55%

0.04

.11

0.99
(0.72,
1.36)

-0.06

.95

4%

0.08

<.01

Developing –
General

0.89
(0.72,
1.09)

-1.15

.25

85%

0.09

<.01

1.09
(0.85,
1.41)

0.67

.50

88%

0.22

<.01

Developing –
Older Adult

0.90
(0.62,
1.31)

-0.53

.59

93%

0.84

<.01

0.74
(0.49,1
1.13)

-1.40

.16

94%

1.12

<.01

Developing –
Child
/Adolescent

0.90
(0.60,
1.33)

-0.54

.59

61%

0.16

<.01

0.62
(0.37,
1.03)

-1.85

.65

70%

0.55

<.01

Note: Bolded rows highlight meta-analytic odds ratios that are significant at the p <.05
level. * p < .05; † p <0.10
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Appendix E. Discrepancies with replicating Purtle et al., (2019)
We failed to replicate Purtle et al.’s (2019) finding that depression among older
adults was higher in urban areas than rural areas. Specifically, Purtle et al. (2019) found a
significant effect where urban living was associated with a greater risk of depression (OR
= 1.44) in older adults.
While our data included many of the studies used by Purtle et al., there are data
processing reasons that explain the discrepancy in our main findings. Firstly, our
exclusion criteria excluded two of the studies, used by Purtle et al. in their meta-analysis.
Two of these studies (Friedman et al., 2007; Schulman et al., 2002) both showed greater
prevalence of depression in urban compared to rural samples older adults in developed
countries. However, both of these studies were conducted in treatment settings, and thus
were excluded from our meta-analysis due to our exclusion criterion which removed nonrepresentative non-treatment seeking samples.
Secondly, our decision rules resulted in different interpretations of several studies.
Our calculated rates for the relationship of urban living and depression for Bergdahl et
al., (2007), Carpinello et al., (1989), Abe et al., (2012) match that of Purtle et al.
However, other studies that were mutually included in Purtle et al. and in our present
study showed discrepancies.
For instance, the Mechakra-Tahiri et al. (2009) study examined depression rates at
three levels of urbanization: rural (17% prevalence), urban (15.1%), and metropolitan
(10.3%). We defined our decision rules to select the most extreme levels of urbanization
when more than two categories of rural/urban were reported, and thus selected the rates
from the rural and metropolitan groups. On the other hand, Purtle et al. selected rates
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from the rural and urban groups, thus finding a smaller difference between urban and
rural rates of depression amongst older adults.
St John et al., (2006) reported both the prevalence rates in percentage of
depression across urban and rural groups, as well as an odds ratio comparing the effects
of urbanicity on depression, adjusted for demographic covariates. Purtle et al. (2019)
used the raw prevalence rates and calculated an odds ratio from that, while we used the
adjusted odds ratio as reported by St John et al., (2006). Similarly, Walters et al., (2004)
reported an adjusted and an unadjusted odds ratio of the effect of urbanization on
depression; we reported the adjusted odds ratio, while Purtle et al. reported the
unadjusted odds ratio.
Finally, our last discrepancy, Baker et al. (1996), is unexplained. Baker et al.
(1996) report a sample of 48 urban and 48 rural participants, with 13 urban residents and
6 rural residents meeting the cutoff for depression. This corresponds with an odds ratio of
2.60, which is the result we report. Purtle et al. (2019) report a total sample size of 86 and
an odds ratio of 3.64; we are unsure how they arrived at these numbers.
Thirdly, we included additional studies that were not originally identified by
Purtle et al. (2019). For instance, we additionally identified studies by Chou et al. (2013)
(United States), Chung et al., (2017) (Korea), Barberger et al., (1992) (France),
Honyashiki et al., (2011) (Mexico), Adjae-Gbwonyo et al., (2020) (South Africa), Park et
al., (2012) (Korea), and Chiu et al., (2005) (Taiwan).
Note that Honyashiki et al., (2011), report findings from the 10/66 Dementia
Research Group for multiple countries. We opted to split the data from Honyashiki et al.
into each country separately; thus, each study could have multiple contributions to a
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meta-analysis if they had multiple studies. In this case, Honyashiki et al. included data on
older adults that was split into multiple developing countries (Mexico, China, Peru, and
India). Purtle et al., (2019) reported findings of the 10/66 Dementia Research Group from
Mexico and Peru by citing Guerra et al., (2009) as one pooled prevalence estimate,
presumably from pooling data from these two countries together.
There were similar discrepancies due to data processing decisions between some
of the studies used in the developing countries analysis by Purtle et al.; although, similar
to Purtle et al., (2019), we did not find any significant effects of urbanicity on prevalence
of depression in older adults in developing countries.
Overall, we argue that our findings are more thorough and consistent than those of
Purtle et al. (2019). We admit that data processing decisions, such as the choice of
adjusted vs unadjusted odds ratio, are discrepancies that reflect a judgement call of what
data is more representative of true population effects. However, we argue there are three
reasons why our findings are more thorough than that of Purtle et al. Firstly, we were able
to more consistently identify additional studies that Purtle et al. were unable to identify,
despite these several of these studies being published before Purtle et al.’s report.
Secondly, for studies that reported findings from more than one country, we split findings
into each individual country, thus not allowing between-country differences to wash out
within-country differences in rates of depression. Thirdly, two of the studies Purtle et al.,
included used utilization data, which, according to our inclusion criteria, were considered
non-representative, and thus, not included for the purposes of our analyses. Utilization
data can be useful for judging utilization rates, but for assessing prevalences, can be
troublesome, especially since the behavior of actively seeking treatment for a disorder
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does not necessarily reflect the prevalence of a disorder (Celentano & Szklo, 2019). For
these reasons, we argue that our findings are more thorough and consistent than those of
Purtle et al. (2019).
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Appendix F. Best Subset Selection for Multiple Regression.
The OLS regression, with defined predictors of interest, is a fixed algorithm with
a single solution. In some cases of multiple regression, where there are multiple potential
predictors of interest, a researcher may want to identify which subset of predictors in a
multivariate OLS regression will produce the greatest prediction accuracy. This process
then calls for model training and validation much like the other machine learning
algorithms, and in this sense, the number of predictors to include and the names of those
predictors are tracked as tuning parameters.
Firstly, the training dataset is divided into training and validation subsets (e.g., in
cross-validation). Then learner models are generated for every possible combination of
predictors. Each of these learner models can then be tested for their estimated prediction
accuracy on the validation set. The best combination of predictors can then be saved for
use, and then re-applied to the full dataset to generate a final model for export. This
algorithm is known as best subset selection (James et al., 2013).
While best subset selection can be a very thorough way at identifying which
subset of predictors contributes to prediction accuracy, it becomes extremely
computationally taxing as the number of predictors increases. Specifically, for p number
of predictors, there are 2p combinations of predictor subsets (each predictor can be
counted in a binary decision of: “included or not”), and therefore 2p models that must be
trialed. This method quickly becomes computationally unfeasible for datasets with large
numbers of predictors, which is why other machine learning algorithms are more popular
(James et al., 2013).
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One further disadvantage of best subset selection is that it only tests OLS
regression models of predictor subsets. In other words, a predictor’s coefficient cannot be
individually adjusted in terms of complexity: A predictor is only ever included or
excluded. Further, each predictor’s performance will be in relation to the other predictors
included in any given subset model, leading to potential instability in predictor
coefficient estimates; that is, just like with any other multiple regression, the removal or
addition of another predictor can dramatically affect the coefficients of other predictors.
This instability and inability to adjust individual predictor coefficients is another reason
why best subset selection is eschewed in favor of other machine learning algorithms.
As an aside, one benefit of the best subset selection algorithm is that it produces a
singular OLS regression model at the end, meaning interpretability can relatively simple.
However, if best subset selection is trained using a form of training/validation where
multiple training subsets and validation subsets are used (e.g., any form of crossvalidation), then interpretability can be hampered if different subsets of predictors pop up
across different validation iterations. Thus, if producing an accurate linear model with a
reduced number of predictors is desired (i.e., feature selection), many other machine
learning algorithms are preferable.
Best subset selection does have one advantage when the models being evaluated
are OLS regressions. Because all models produced in best subset selection are OLS
regressions with the loss function of minimizing the sum of squared residuals, in best
subset selection for regression, each subset model can be directly compared against each
other on traditional goodness of fit metrics to identify the best subset model with the
greatest prediction accuracy (James et al., 2013). That is, the sum of squared residuals of
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an OLS regression is equivalent to the means squared error (or RMSE) metric used to
measure the prediction accuracy of a regression model. Consequently, training and
validation are not necessary for identifying the best fitting model in a best subset
selection, since one can simply compare the adjusted R2 or AIC between subset models.
However, this only works for best subset selection for linear regression, and not
necessarily other types of generalized linear models such as in classification, where the
loss function is different: In those cases, cross-validation is used for best subset selection.
Nevertheless, because of the computation burden involved with best subset selection, it is
practically never used when there is a large number of predictors (James et al., 2013).
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Appendix G. The Bias Variance Tradeoff in Prediction.
Variance
Variance is a natural side effect of the fact that models are only ever built on
samples of the population. With any given sample, a model building algorithm can try to
better explain observations in that sample by increasing the complexity of the models it
produces. However, increased complexity also leads to increased variance. Specifically,
because models are built on a random sample of the true population, if different samples
of the population are drawn as training data, algorithms that favor more complex models
will produce models with greater variance between each model. Conversely, algorithms
that favor generating simpler models will produce models that show less variance
between the models if new samples are drawn.
For example, imagine you are trying to generate a model that uses a person’s
height to predict their shoesize (shoesize and height are positively correlated). From the
population of 350 million Americans, you obtain a sample of 100 individuals, and thus
get 100 heights and their corresponding 100 shoesizes. One algorithm you could try is to
fit a simple linear regression: which will fit a straight-line model between height and
shoesize. This model would predict a single linear relationship where, as height increases,
shoesize linearly increases. However, there would be some errors, where the true
responses do not line up perfectly with your regression line of predicted responses: Due
to random variation, some people have small or large shoesizes relative to their height.
Alternatively, you could select a second algorithm that always tries to fit a higher order
polynomial regression. For instance, a 100th degree polynomial regression model. This
model would end up drawing a very jagged wavy curve crossing through every single
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observation point. Being dramatically overfit, the model would have also show zero error
between predicted shoesize and actual shoesize. With only this single sample, looking at
the residuals alone, the algorithm that produces a 100th degree polynomial regression
model would look better than the algorithm that produces a simple linear regression
model.
Now, imagine you took these two algorithms to a friend who is also conducting
shoesize research. Your friend has also collected a sample of 100 individuals and their
heights and shoesizes. If you apply the linear regression algorithm on this new dataset,
you will get another simple straight-line model. This linear regression model should look
very similar to the one you obtained with your data, where, as height increases, shoesize
linearly increases. Similarly, the beta coefficients associated with your linear regression
terms should be roughly similar.
On the other hand, if you applied the algorithm for fitting 100th degree polynomial
regressions, you would produce a 100th degree polynomial regression model with another
jagged wavy curve. However, this 100th degree polynomial regression model, using your
friend’s data, will likely look dramatically different from the polynomial regression
model you obtained using your data. The jagged wavy curve would show peaks and
valleys at very different points, and predicted shoesizes for a given height in this model
would be dramatically different from predicted shoesizes for that same height in your
first model. Similarly, the beta coefficients associated with each polynomial term would
be dramatically different between the two models. Further, applying the first 100th degree
polynomial regression to make predictions in your friend’s dataset would show very poor
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model accuracy, as would applying your friends’ 100th degree polynomial regression to
your first dataset.
Hence, we can say that the algorithm that favors producing the more complex
100th degree polynomial regressions has high variance: Given new samples from the
same population, there is high variance between models that this algorithm produces,
which is observable from the high variance between model coefficient terms. Similarly,
we can say that the algorithm that favors producing the simple linear regression has low
variance: There is low variance between models that the algorithm produces, and
relatively low variance between model coefficient terms.
Certainly, drawn over many samples from the same population, the algorithm
producing 100th degree polynomial regressions would produce many models that show
high variance between each model’s coefficient terms. On the other hand, the algorithm
producing a simple linear regression would produce models with much lower variance
between each model’s coefficient terms. Note that in this case, variance refers to variance
in the models (in the case of a regression, each model’s coefficient terms) that an
algorithm generates, and not necessarily variance in the model evaluations or predictions
per se. In other words, variance is the degree an algorithm is sensitive to differences to
the training data: Naturally, more complex algorithms will be more sensitive, and simpler
algorithms will be less sensitive (James et a., 2014).
Nevertheless, some variance is necessary in order to capture meaningful
relationships to make predictive models. For example, an approach with even lower
variance than a linear regression would be an intercept-only algorithm: Simply use the
average shoesize in your training sample as the model making all your future predictions.
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Such an algorithm would produce models with very low variance, but would also not be
very useful if the goal is to make meaningful and accurate predictions. Similarly, if
genuinely complex relationships do exist in the data (e.g., the curvilinear relationship
between stress and performance as seen in the Yerkes-Dodson curve), an algorithm
would need sufficient variance to generate models that can capture these relationships.
Bias
Bias, on the other hand, is a side effect of the fact that “all models are wrong” –
specifically, models are created to represent real relationships in nature in a simplified,
interpretable fashion. Because relationships in nature are too messy to represent
parsimoniously, models are created to help understand these relationships while
remaining within the limits of interpretability. A biased model will favor the limits of the
model structure over information from the data, which can lead to error due to
underfitting.
For example, an algorithm that only generates simple linear regressions is an
approach with relatively high bias: It assumes that predictors and responses follow the
pattern of a straight line, and favors predicting along this straight line, rather than other
possible patterns in the data. On the other hand, an algorithm that allows generating
higher degree polynomial regressions has relatively lower bias: The models it produces
have fewer assumptions of the shape of the data, and high degree polynomial regressions
allow more flexibility in the shape of the function that is used to describe the relationship
between predictor and response.
That said, if the true relationship between predictor and response is indeed more
complex than just a straight line (e.g., a curvilinear relationship), an algorithm with high
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bias is less likely to produce models that can pick up on these complex relationships
compared to a less biased algorithm. Hence, too high of a bias can lead to underfitting –
missing true patterns that exist in the training data.
Another way to think of bias is in terms of inductive biases. One of the inductive
biases in inferential statistic is to favor the null hypothesis if it cannot be rejected. For
example, we can fit a simple linear regression and a higher order polynomial regression
to the same data. Both models can be used to describe the data. However, if the higher
order polynomial regression does not show any significant improvements in goodness of
fit – that is, we cannot reject the null hypothesis that the simpler model explains just as
much variance in the residual sum of squares (e.g., in an ANOVA test) – then our
inductive bias of parsimony leads us to favor the null hypothesis (i.e., the simpler model).
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Appendix H. Prediction accuracy within modeling approaches, between modeling
variations, without Bonferroni corrections
Below are the within-model building approach comparisons for different
modeling variations. An asterisk * indicates not significant at Bonferroni corrected level
of (α = 0.05/13 = 0.0038), and thus not reported in the Results section. Note that betacoefficients are in units of squared errors and are interpretable in terms of MSE, so they
may not be directly interpretable compared to Figures 3.4-3.10, which report estimates of
prediction accuracy in terms of RMSE.
Internal Validity vs External Validity
Comparing across validity type, there were no significant within-approach
differences between the internally validated or externally validated models produced with
the enriched predictor set (all ps > .05). Similarly, there were no significant withinapproach differences between the internally validated or externally validated models
produced with the limited predictor set (all ps >.05).
Enriched vs Limited Variable Sets
Internal Validity, Enriched Predictors vs Limited Predictors
When comparing for internal validity, there were significant differences between
models built using the enriched variable set and limited variable set.
Modeling approaches that performed better with the limited variable set than the
enriched variable set were:
-

All-variables (b = -29.29, t = -9.27, p <0.0001)

-

Ridge (b = -12.21, t = -4.69, p < 0.0001)

-

Untuned Stepwise (b = -17.75, t = -6.44, p < 0.0001)
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-

*Tuned Stepwise (b = -4.30, t = -1.91, p = 0.028)

Modeling approaches that performed worse with the limited variable set than the
enriched variable set were:
-

Untuned SVR (b = 6.24, t = 2.86, p = 0.0022)

-

*Tuned SVR (b = 3.82, t = 1.85, p = 0.032)

-

*Tuned Random Forest (b = 4.02, t = 2.09, p = 0.018)

-

*Untuned Random Forest (b = 4.72, t = 2.43, p = 0.007)

External Validity, Enriched Predictors vs Limited Predictors
When comparing for external validity, there were significant differences between
enriched and limited variable sets.
Modeling approaches that performed better with the limited variable set than the
enriched variable set were:
-

All-variables (b = -31.02, t = -8.32, p < 0.0001)

-

Ridge (b = -12.23, t = -3.96, p < 0.0001)

-

Untuned Stepwise (b = -19.44, t = -5.98, p < 0.0001)

Modeling approaches that performed poorer with the limited variable set than the
enriched variable set were:
-

Superlearner (b = 5.88, t = 2.80, p = 0.0026)

-

Tuned Random Forest (b = 6.69, t = 3.37, p = 0.0004)

-

Untuned Random Forest (b = 7.45, t = 3.71, p = 0.0001)

-

*Elastic Net (b = 4.41, t = 2.09, p = 0.018)

-

*Untuned Radial (b = 4.19, t = 1.89, p = 0.029)
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Enriched Variable Set vs Enriched Variable Set with LOCF Removed Sensitivity
Analysis
Internal Validity, Enriched Variables vs Enriched Variables no LOCF
Comparing the internally validated enriched variable set model against the
internally validated enriched variable set with LOCF removed model, there were
significant differences. The models that performed better with LOCF patients removed
are as follows:
-

LASSO (b = -6.56, t = -3.13, p = 0.0009)

-

Tuned Stepwise (b = -8.07, t = -3.32, p = 0.0004)

-

*Superlearner (b = -4.63, t = -2.29, p = 0.011)

-

*Tuned SVR (b = -4.61, t = -2.23, p = 0.013),

-

*Tuned Random Forest (b = -3.41, t = -1.76, p = 0.039)

-

*Elastic Net (b = -4.87, t = -2.40, p = 0.008)

External Validity, Enriched Variable Set vs Enriched Variable Set with no LOCF
Comparing the externally validated enriched variable set model and the externally
validated enriched variable set with LOCF removed model, there were significant
differences. Models that performed better with LOCF patients removed include:
-

*LASSO (b = -5.53, t = -2.53, p = 0.0058)

-

*Tuned Stepwise (b = -6.56, t = -2.51, p = 0.006)

Models that performed poorer with LOCF patients removed include:
-

*All-variables (b = 11.71, t = 2.36, p = 0.009)

Limited Variable Set vs Limited Variable Set LOCF removed sensitivity analysis
Internal Validity, Limited Variable Set vs Limited Variable Set with no LOCF
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Comparing the internally validated limited variable set model against the
externally validated limited variable set with LOCF removed model, there were
significant differences. The models that performed better with LOCF patients removed
are as follows:
-

*Ridge (b = -4.29, t = -1.92, p = 0.034)

-

*Elastic Net (b = -3.59, t = -1.67, p = 0.047)

-

*Untuned Stepwise (b = -4.03, t = -1.72, p = 0.043)

-

*Tuned SVR (b = -4.49, t = -2.00, p = 0.022)

External Validity, Limited Variable Set vs Limited Variable Set no LOCF
Comparing the externally validated limited variable set model and the externally
validated limited variable set with LOCF removed model, we found a significant
difference for tuned stepwise regression (b = -11.57, t = -4.41, p < .001), which
performed better with LOCF patients removed.
Intake Severity Removed Sensitivity Analysis
Intake HRSD Severity Removed
Across the models representing the four combinations of predictor set (Limited vs
Enriched) and validity type (internal validity vs external validity), there were no
significant within-approach differences between each model and their respective
counterpart with intake severity removed (all ps > 0.05).
Intake HRSD and BDI Severity Removed
Neither were there significant differences between the internal or external validity
comparisons with models provided the enriched variable set vs models provided enriched
variable set but with intake severity and intake BDI removed (all ps > 0.05).
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Appendix I. “Pre-Selection of Variables” and Machine Learning
Some readers may be tempted to suggest: “You compared an enriched variable set
against a limited variable set. Why did you not also include a condition comparing a
group of ‘careful[ly] pre-select[ed] variables’ to help these machine learning algorithms,
as Chekroud et al. (2021, p. 156) suggest?” This argument is actually tautological: The
design intention of many of these machine learning algorithms is to be able to identify,
select, and integrate information from a large pool of potential predictors for the purposes
of making accurate predictions. In other words, the point of these machine learning
algorithms is to conduct that self-same selection of variables.
I will now explain why this pre-selection process either: (a) at worst, ruins the
integrity of model assessment; or (b) at best, is tautological and redundant with the
application of machine learning algorithms.
First, regarding (a) Certainly, it may be tempting to examine the “goodness” of all
potential predictors by comparing the Pearson correlations (or some other metric) of the
predictors against the outcome variable, and then choose to include only the “good”
predictors. Indeed, the whole notion of pre-selection suggests that there is there is some
selection of variables that occurs prior to passing on these variables for use as predictors
in a given machine learning algorithm. However, if this pre-selection is simply done prior
to any separation of the data into model building and model assessment data (e.g., by
examining the correlations all-variables, prior to dividing into training or testing
datasets), you run the risk of ruining the integrity of the model assessment (recall the
“Feature Selection is Model Building” section in the Introduction and see Hastie et al.
2009, chapter 7.10.2).
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Now, regarding (b). Let us say a very persistent researcher decides that they still
wish to conduct some sort of variable pre-selection anyways. To maintain integrity of the
model building procedure, they integrate the pre-selection step into the model building
procedure. That is, they conduct the pre-selection step after splitting the data into model
building (the training and validation sets) and model assessment data (the testing set).
Consequently, the researcher examines the Pearson correlation coefficients of variables
only within the model building data. The next question, then, is this: where does one draw
the cutoff for determining what Pearson correlation coefficient value (or whatever
parameter is being used, e.g., a p value or some other measure) describes the difference
between where good predictor ends and where a poor predictor begins? In other words,
how do we decide which predictors meet the cutoff for being pre-selected versus being
screened out? Certainly, too strict of a criterion would lead to poor model fit, as one
could be losing potentially useful predictors, leading to underfitting. And similarly, too
lax of a criteria would lead to poor model fit, as one would be including potentially
useless predictors, leading to overfitting.
One solution would be to use cross-validation within the model building data. The
researcher can examine the correlation of all the predictors with the outcome variable,
then try various values of Pearson’s r as a cutoff for determining whether a variable is
passed on as a predictor to the model building approaches being assessed. For
thoroughness, the researcher should examine values of r from r = 0 (meaning all
variables are passed through) to r = 1.0 (meaning all variables are rejected, i.e., an
intercept-only model is fit), with all possible values of r in between, specifically, r:{0,
0.01, 0.02, 0.03, … 0.99, 1.0}. An astute reader may notice that the lower r “pre218

selection” cutoffs will allow more variables to be passed on, and hence, greater model
complexity (we might even be tempted to call this variance); and the higher r preselection cutoffs will allow fewer variables, and hence, less model complexity (we might
even be tempted to call this bias).
So, the researcher subsequently tries each r value, passes on the predictors that
meet this pre-selection cutoff to the model building approach being assessed, and then
examines the prediction accuracy of the model generated by that model building
approach. Eventually, they obtain a matrix of all the different r values they tried from r:
{0, 0.01, 0.02… 0.99, 1.0}, and for each r value, they obtain an estimate of prediction
accuracy (we might even be tempted to call this validation error) from the model building
approach that utilized these so-called pre-selected variables. Then, from this matrix, they
can select the r value that corresponds with the best validation accuracy, and use this r
value as a way of pre-selecting variables, which are then used for generating a final
model.
By now, an astute reader may have noticed by now that this process is exactly the
same as the tuning parameter optimization procedure of any flexible machine learning
algorithm. If a researcher is to design an algorithm that tries to pre-select variables after
division into model building data vs model testing data, they will necessarily need to find
a way to tune this so-called pre-selection cutoff.22 At this point, the pre-selection cutoff
becomes a tuning parameter per se, and the whole process of “pre-selection” becomes a

22

Though, if tuning is not desired, they could always specify default cutoff values. But then they would
have no guarantee that they are pre-selecting at the proper cutoffs for navigating the bias-variance tradeoff;
at which point it becomes debatable whether or not this “pre-selection” process qualifies for being “careful
pre-selection” as opposed to “haphazard go-with-the-first-guess pre-selection.”
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machine learning algorithm on its own: at which point there is really no sense in calling it
“pre–” selection, as is synonymous to the model selection process of any other machine
learning procedure.
Sure, I have no doubts that it would be interesting to see the efficacy of some
integrated, tuned algorithm that does this sort of pre-selection before passing on the
remaining predictors to other machine learning algorithms (for example, a “tuned preselected elastic net” or a “tuned pre-selected random forest”. But in essence, the
researcher would just be designing a new machine learning algorithm altogether (and not
to mention, one that is much more computationally expensive). Certainly, a so-called
“tuned pre-selected OLS regression” would function as a standalone machine learning
algorithm (in a similar fashion to the tuned stepwise regression in the present study). But
at that point, one is really just designing a new machine learning algorithm, and the “pre”
in “pre-selection” starts to look a little less like “pre-selection” and a lot more like
“normal (model) selection” – which every machine learning algorithm already includes.
Thus, the whole logic behind the phrase “careful pre-selection of variables” is
tautological.
As a final aside, this whole discussion on pre-selection is not to say that data
cleaning or the screening of predictors is never done in machine learning. As Hastie et al.
(2009) describe, if predictor screening is desired prior to splitting into training and testing
sets, then it can be done as long as the screening is conducted in an unsupervised fashion.
For instance, one could screen out variables that show abnormal distributions, or remove
variables that show low variance. Certainly, such a process would be useful for screening
out potentially useless variables (e.g., variables with ceiling or floor effects, and hence
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there is no useful variability). Specifically, Hastie et al. (2009, p. 247) states that, as long
as the “filtering does not involve the [the outcome variable], it does not give the
predictors an unfair advantage.” But this sort of sort of unsupervised variable screening
is, by definition, one that will not be useful for identifying whether a predictor is a
“good” or “bad” potential predictor for the outcome of interest, because how would
someone be able to measure how good of a predictor for the outcome of interest a
variable is, without actually peeking at the outcome of interest itself?
The other solution, is to manually pre-select predictors based on intuition (in other
words, using heuristics that do not permit peeking at how these variables may be related
to the outcome of interest). While this may be useful for identifying totally useless
variables (e.g., throwing out a variable such as hair color as a predictor for depression),
the question gets trickier when if we start backwards and try to count down from the most
potentially useful variables. Certainly, if the goal is to predict a psychiatric outcome like
depression, one would want to start with other psychiatric symptom measures like
anxiety or loneliness. Well, what about related psychological constructs, like coping
skills or neuroticism? But if we are going to include coping skills or neuroticism, then
why not adjacent psychological constructs, like personality or intelligence? And if
personality and intelligence, then why not x, y, and z… At some point, it becomes an
open question of trying identify which predictors are the most useful predictors to feed to
the model building procedure. But is that not the purpose of the applying these machine
learning algorithms in the first place?
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