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Abstract—Modern microprocessors implement many different
memory consistency models, some of which have complex semantics. Although most system architects tend to specify memory
models in an axiomatic style, executable specifications are useful
for memory-model-aware verification of concurrent programs. In
this paper, we describe a modular approach for executable specifications of memory models. We identify five different components
that capture commonly occurring features of memory models. We
show that these components can be combined together in different
configurations in order to specify many existing memory models,
including the three SPARC memory models, as well as non-storeatomic models that capture the essence of the x86 and PowerPC
memory models.

I. I NTRODUCTION
In recent years there is a renewed interest in memory consistency models [4, 6, 8, 9, 10]. Although most of the research
on verification and concurrent program implicitly assumes that
memory is sequentially consistent, many microprocessor and
compiler optimizations lead to weaker memory models. To
ensure that software behaves correctly under various hardware
and software optimizations such as store buffers and statement
reordering, both hardware and software designers develop
various memory models that aim to capture the trade-offs
between optimizations and programmabilty (i.e., the ease of
writing correct code). As a result, there is a large number
of different specifications for both hardware and software
memory models, such as Sun SPARC’s RMO [24], Intel’s
x86 [5] and PowerPC [4] for hardware, and the Java [20]
and C++ [7] software memory models. Memory models have
been studied extensively during the last thirty years, but most
of the earlier work [3, 12, 13, 18, 21] focused on the design of
memory models and the way it affects microprocessor design.
Recent development in multi-core processors and software
model checking techniques stirred new interest in memory
models, focusing on new perspective such as verification of
software in the context of weak memory models.
Memory models are known for being quite difficult to
understand and to reason about. In order to study various
memory models and gain a better understanding of their
behavior, we aim to find a uniform framework that allows us to
specify various memory models. Memory model specifications
typically fall into two categories: axiomatic and operational.
Memory models are often specified axiomatically, as a set
of constraints on the order in which memory operations are
observed by the various concurrent processes in the system.
Axiomatic specifications are generally considered as easier to

write, and they naturally decompose into a collection of simple
axioms. However, these axioms describe global constraints on
the complete execution trace, and therefore they are not wellsuited for step-by-step execution where the complete execution
trace is not known in advance. Operational specifications,
on the other hand, are designed to work in a step by step
manner and are therefore a better match for space exploration
tools. The hardware designs of concrete microprocessors are
such operational models, but those concrete models describe
a specific design and allow a limited number of behaviors,
whereas the actual memory models are more abstract and
describe a significantly greater number of behaviors. The
translation of the axiomatic specification of memory models
into simple, easy to understand and to execute operational
specification is an open question.
This paper presents a framework for operational specification of memory models in a modular way. The key contribution
of this paper is a framework that allows the development of operational specifications by decomposing the model into several
parts that represent different aspects of the specification, such
as local store order, global store order, and loads order. We
use five different components: a component that represents a
thread, which sends reads and writes and handle dependencies,
a component that represents a memory location, a write queue
component for reordering writes and two components that
reorder reads (one that keeps past values and another that
predicts future values). We use these five components to give
specification of existing models: Sequential consistency, the
three SPARC memory models (TSO, PSO and RMO). This
paper also describes models that capture the essential aspects
of x86 and PowerPC according to our understanding, and
show that variations of existing models can be defined by
adding/removing components.
The operational models we design using this framework are
intended for the exploration and verification of concurrent programs in the context of weak memory models. The operational
specification of a memory model can be used by tools that can
handle automata. We implemented the models described in this
paper as an executable code, and used a set of test cases that
where designed as litmus tests for different memory model
features in order to test the models1 .
1 The executable code for the components and the models is implemented in
Promela [15] and can be found at http://www.cis.upenn.edu/∼selama/promela.
html.
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In all tests, initially X=Y=0

Test A. Write→Read reordering Test C. Read→Read reordering Test E. Store atomicity test
T1
T2
T1
T2
T1
T2
T3
Y = 1;
X = 1;
X = 1; r1 = X;
X = 1; Y = 1; r1=X;
r1 = X; r2 = Y;
fence;
r2 = X;
fence;
X = 2;
r2=Y;
Is outcome r1=r2=0 allowed?

Is outcome r1=2,r2=1 allowed?

Is outcome r1=r3=1,r2=r4=0 allowed?

Test B. Write→Read reordering Test D. Read→Write reordering Test F. Coherence test
T1
T2
T1
T2
T1
T2
T3
X = 1; r1 = Y;
r1 = X; r2 = Y;
X = 1; X = 2; r1=X;
Y = 1; fence;
Y = 1;
X = 1;
fence;
r2 = X;
r2=X;
Is outcome r1=1,r2=0 allowed?

Is outcome r1=r2=1 allowed?

T4
r3=Y;
fence;
r4=X;

T4
r3=X;
fence;
r4=X;

Test G. Independent write reorders
T1
T2
T3
X = 1; Y = 1; r1=X;
Y=2
X = 2; fence;
r2=X;
r3=Y;
fence;
r4=Y;
Is outcome r1=r3=2,r2=r4=1 allowed?

Is outcome r1=r4=1,r2=r3=2 allowed?

Fig. 1: Litmus tests for local and global reordering of memory accesses

explicit ordering barrier operations. For the sake of simplicity,
we discuss only one barrier operation, fence, which represents
a full memory barrier that blocks any possible reordering.

PSO
SC

TSO
Test A

Test B
Test G

PSLO
RMO
Test C Test D

NTSO

Test E
NRMO

Non-Coherent models

Test F

Fig. 2: Venn Diagram of memory models

II. BACKGROUND
A memory consistency model is a specification of the shared
memory semantics of a parallel system. The simplest memory
model is Sequential Consistency (SC) [17]. An execution of a
concurrent program is sequentially consistent if all reads and
writes appear to have occurred in a sequential order which is in
agreement with the individual program order of each process.
Although SC allows for simple reasoning about programs,
it restricts many common microprocessor optimizations such
as store buffers and out-of-order execution that reorder the
execution of memory accesses [2].
In order to improve system performance, researchers have
proposed many different weaker memory models that are
less restricted than SC, such as SPARC’s TSO, PSO and
RMO [24], Intel’s x86 [5], Alpha [23], and PowerPC [4].
The litmus tests in Fig. 1 distinguish between these memory
models, and the Venn diagram in Fig. 2 shows the partitioning
of memory model space according to these litmus tests.
A memory model can be viewed as a relation that correlates
the value read by load operations with the value written by
store operations in each possible execution of a concurrent
program. A concurrent program consists of several different
threads that run concurrently. The program code for each
thread defines a set of possible sequences of memory operations. A memory operation can be either a load, a store, or
2

An action is the result of a single memory operation, described by the tuple < t, k, a, v, i > where t is the identifier of
the thread performing this action, k is the kind of action (read,
write or fence), a is the address of the memory operation, v is
the value stored/loaded by this action and i is the identifier of
the instruction that generated this action. A trace of a thread
is a totally ordered sequence of such actions whereas that
thread itself is viewed as a set of possible traces allowed by
its program code running under the weakest memory model
where a load can return any arbitrary value. A concurrent
program is a set of several threads, and an execution is a set
of traces for all the threads in a program. We assume threads
are static, and all threads are created at the beginning of the
program.
Given an execution for a program, the program order,
denoted >p , is the total order between actions that belong to
the same processor. For memory operations a and b, a >p b
is true iff both belong to the same thread t and a is later than
b in the program order. In SC, all operations are observed by
all processors in program order. Other memory models relax
the order in which processors observe memory operations,
in different ways. For example, consider Test A in Fig. 1.
Assuming SC, the outcome r1 = r2 = 0 is not allowed
because one of the writes should occur before each of the
reads. Assuming T1 reads 0 to r1, it must write 1 to Y before
this read, and therefore T2 reads 1 to r2. The case where T2
reads 0 to r2 is symmetric. But in a memory model that allows
reordering reads after writes (such as TSO), both r1 and r2
can be read first, and the writes can be performed later.
Adve and Gharachorloo [2] classify memory models based
on five different relaxations: reordering writes after later reads,
reordering writes after later writes, reordering reads after later
reads and writes, allowing a thread to read its own writes
earlier than other models, and allowing a thread to read other
writes early. The models discussed in this paper correspond
to different combinations of these relaxations. A model that
relaxes writes after reads (Test A), is SPARC’s TSO. SPARC’s
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PSO adds a relaxation of writes after later writes (Test B).
PSLO, a model we define in this paper, weakens PSO by
relaxing the order between reads (Test C), and SPARC’s RMO
further relaxes PSLO by reordering reads after later writes
(Test D).
All of the models discussed in this paper except SC can read
their own writes early. Some of the models, such as SC, TSO,
PSO, RMO and Alpha are not allowed to read others writes
early. These models are called store atomic. A memory model
is store atomic if store operations are observed at the same time
by all processors. In a store-atomic memory model, for any
execution allowed by this memory model there is a total order
>m for the actions in the execution such that each read sees
the value of the most recent write to the same address in >m .
Test E in Fig. 1 demonstrates the effect of store atomicity. In
this test, both T3 and T4 must observe the writes in the same
order in a store atomic model.
Other memory models, including PowerPC, ARM and
maybe x862 do not enforce even this weaker store atomicity.
However, even memory models which are not store atomic are
restricted by memory coherence. A memory model is coherent
if there is a total order between all writes to the same address.
In other words, the memory order >m is replaced by a partial
order >c that provides a total order between writes to the
same address, and does not define any order between writes
to different addresses. Test F in Fig. 1 is affected by coherence.
III. T HE C OMPONENT M ODEL
We introduce a component based framework that enables us
to specify different memory models based on a small number
of different components. The components can be connected in
different ways to specify the operational semantics of different
memory models.
Our specification of the operational semantics of weak
memory models is based on a set of components that run
as concurrent processes. The components can communicate
with each other by sending and receiving messages. All
communication between components are done via rendezvous
message passing. We define the following five components:
• Processor: a component that represents a single thread. Its
main function is to send read, write and fence operations.
It also tracks dependencies
• SimpleMem: represents a single memory location
• WriteQueue: used to reorder writes by delaying them
• SetRead: access past values by keeping a history set
• FutureRead: access future values using a prophecy variable
Each of these components is a process that runs concurrently
with other components. Components can initiate actions, send
messages to other components, and may react to messages
from other components. Next, we define the glue logic that
binds these model together and determines which messages
go to which components.
2 Until recently, the x86 memory model was not store atomic, but there are
are plans to make x86 model store atomic

3

The components are presented here using Promela [15],
the specification language of the Spin model checker. Each
component is defined as a Promela process (The Promela
code for all components is found in the appendix). Each
component have one input channel and one output channel.
Both are rendezvous channels (channels with a queue of size
0). Messages record types, corresponding to actions as defined
in section I, with the following fields:
• m.type is the message type, which is one of
{W rite, Read, F ence, Reply, Complete, F orward}.
• m.addr is the memory location
• m.val is a read/write value
• m.proc is the thread/processor identifier
• m.ins identifies the instruction in the program that generated the message
The glue logic consists of redirection statements that transfer messages from one component to another component,
based on the value of the message. For example, the code
connecting processors with memory elements in Promela,
sending each message m to the relevant memory location
according to m.addr is:
:: pout[pr]?[m] -> pout[pr]?m; min[m.addr]!m;

IV. S TORE -ATOMIC M ODELS
In this section we describe the specification of store atomic
models using our modular specification framework: SC, TSO,
PSO, PSLO and RMO. We address models that are not store
atomic in the next section.
A. Sequential Consistency
SC (Sequential Consistency [17]) is the simplest memory
consistency model. In this model, all memory operations are
observed in program order by all threads. The specification for
SC consists of two components: Processor and SimpleMem.
The Processor component’s main job is to send messages
corresponding to the operations of a single threads. It contains
a sequence of operators, and every time it is activated it sends
a message corresponding to the next operation in the sequence
(read request, write or fence). It also keeps track of read
values that are returned from the main memory. It receives
two types of messages. First, messages of type Reply, which
are sent back from the memory as a response to read request
and contain a value. The processor keeps track of this value
by storing it in a queue of returned values. This queue of
returned values can be used to compare read values between
executions. The second type of incoming message is Complete,
announcing that a read request is completed. Usually, an Reply
message is followed immediately by a Complete message.
However, as we explained in Section V-A, there are cases
where we guess a future value, and the read is complete only
when the guess is confirmed with an actual write. In this case,
the processor keeps track of incomplete requests, and blocks
writes until all reads to the same address are complete.
The second component, SimpleMem, represents the main
memory. This is a simple component containing one variable
that keeps track of the current value of a single memory
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WQ
[2,Y]

WQ
[2]

Response

Fig. 3: Component diagram of SC

Pr[3]

Pr[3]

location. It does not initiate any actions on its own. It receives
and responds to two types of incoming messages: in case of a
Read request, it sends back a Reply message with its current
value, immediately followed by a Complete message. In case
of an incoming Write message, it updates its internal value and
send a Forward message to other components with the same
information as in the received Write message. The forwarding
feature is not used for SC, but we use it later.
According to the decomposition strategy we described
above, all writes are observed in the same order in which they
are executed by the thread. Because nothing is done to the
order of writes, we do not need any component to manipulate
them. By the same reasoning, we do not need any component
for the reordering of reads either. Dependencies are also not
an issue, but we do need a component that represents a thread
and issues memory operations, and we do need components
that represent the main memory.
We model SC for n processors and m memory locations
using components P r[0], ...P r[n − 1], which are instances of
Processor (P r[i] is Processor instantiated with a processor ID
i) and components M [0], ...M [m − 1], which are instances
of SimpleMem. The binding logic is shown in Fig. 3. The
solid lines represent the flow of request messages, which are
Read, Write, and Fence. The dashed lines represent response
messages, which are Reply and Complete. As seen in the
diagram, Processors in this specification for SC communicate
directly with the main memory, and this way all memory
operations are seen in program order.
B. Total Store Order
In TSO (Total Store Order [24]), writes can be reordered
after newer reads, but writes are observed in their program
order as well as any other pair of operations (it relaxes Test
A, but no others). Writes can be effectively reordered after
reads by postponing the writes, and sending them to main
memory at a later time. Using a FIFO buffer, delayed writes
are guaranteed to be sent to the main memory in order.
The WriteQueue component implements such a queue that
stores incoming writes and delay the time they are sent
to memory. When WriteQueue receives an incoming write
message, it stores this message in the queue. An incoming
fence message drains the queue, and thus prevents any local
write to be delayed after the fence. In case of an incoming read
4

Y

X

Y

X

WQ
[3,Y]

WQ
[3]
Request

WQ
[2,X]

Response

Request

WQ
[3,X]

Response

Fig. 4: Component diagram of TSO (left) and PSO (right)

message, WriteQueue looks for writes that match the address
of the incoming read, and send a reply message with the value
of the latest matching write. This is done in order to support
forwarding of local write.
In addition, WriteQueue may perform a dequeue and send
outgoing write messages. Because WriteQueue runs as a
concurrent process, it can be interleaved in any possible way
with the other processes, and as a result sending writes from
the queue is performed non-deterministically.
Using WriteQueue combined with the two previous components, we can specify TSO: For n processors and m memory
locations, the components are P r[0], ...P r[n − 1] Processor instances, M [0], ...M [m − 1] SimpleMem instances, and
W Q[0], ...W Q[n − 1] WriteQueue instances. The connections
between these component for TSO is shown in Fig. 4 (left).
All write requests by the same processor to all memory
locations go through the same WriteQueue component. Due
to the FIFO queue, the order between writes from the same
processor cannot change. In case of a read request, WriteQueue either responds with the latest value in the queue or
forwards them to main memory, and thus reads are observed
in-order. Writes, however, can be observed after reads when
the FIFO queue sends a write request to the main memory
only at a later time.
C. Partial Store Order
PSO (Partial Store Order [24]), relaxes TSO by allowing to
reorder writes after writes (but not writes to the same address)
in addition to the reordering of writes after reads, relaxing tests
A and B. For the implementation of PSO, we do not need any
new component. We can rewire the WriteQueue components in
a different way in order to allow reordering writes with other
writes. We need a FIFO queue to preserve the order for writes
to the same address, and hence for each processor we use
a different instance of WriteQueue for each memory location.
The glue logic in this case sends the outgoing reads and writes
from the processor to the corresponding queue handling the
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write to this address. Different queues can be activated and
send out writes at different times, non-deterministically. For
example, suppose we write to X and then write to Y. The queue
that holds writes to Y may become active and send the write
 and thus
it holds before the queue that holds the write to X,
effectively reorder writes.
In this case we have n×m instances of WriteQueue, denoted
W Q[i, j] for all i = 0, ...n and j = 0, ...m. The connections
between the components are shown in Fig. 4 (right).

Pr[1]

SR[1,Y]

X

WQ
[1,Y]

WQ
[1,X]

M[Y]

Pr[2]

SR[2,Y]

A. Relaxed Memory Order
SPARC’s RMO (Relaxed Memory Order [24]) is a store
atomic memory model that relaxes all the local orders except
for the reordering of reads and writes with writes to the same
address and dependent instructions. The difference between
PSLO and RMO is that in RMO reads can be reordered with
later writes in the program order.
Reordering writes before reads means we need to either
read from the future or effectively write to the past. Both
are not straightforward to implement, but the former option is
easier. A standard way to “read the future” is using prophecy
variables [1]. In a response to a read request, we can guess a
future value speculatively and then later ensure this speculative
guess is justified.
5

Pr[3]

SR[3,Y]
Y

WQ
[3,Y]

Request

M[X]

WQ
[2,X]

WQ
[2,Y]

We consider another model we call PSLO (Partial
Store/Load Order), where reads can be reordered in addition
to writes (but we cannot reorder reads with later writes). In
PSLO, writes are reordered in the same way as in PSO: we can
reorder writes with later reads and reorder writes with writes
to different locations. The only aspect of the model which is
changed with respect to PSO is the order of reads.
The SetRead component reorder reads by keeping track of
past values. A value that was written in the past to a certain
location is feasible unless there was a fence operation after
this write or a local write to the same location. In both of
those cases, SetRead empties everything from the set of values
except for the latest written value. SetRead makes use of the
ability of the memory component to forward writes. Each time
there is a write to the memory, the memory forwards the write
to SetRead, and this value is added to the set. In response to a
read request, SetRead selects non-deterministically one of the
values in the set and returns a reply message containing this
value.
Unlike writes, many memory models do allow reordering
reads to the same address. As seen in Test C in Fig. 1, in case
we reorder reads, the first read can observe the current value
of X and then the next read can observe a past value of X,
which is already overwritten. Therefore, we can reorder reads
by looking at past values.
In order to specify PSLO, we use the same components
as in PSO, with the addition of the components SR[i, j] for
i = 0, ...n and j = 0, ...m which are instances of SetRead,
the components are connected as shown in Fig. 5.

SR[2,X]
X

Y

V. PARTIAL S TORE /L OAD O RDER

SR[1,X]

Y

SR[3,X]
X

WQ
[3,X]

Response

Forward

Fig. 5: Component diagram of PSLO

The FutureRead component implements this idea. In response to a read request it either returns the current value
or guesses a future value speculatively, adds it to a set of
obligations and later ensures that the obligations are met. Each
time FutureRead observes a value in its list of obligations,
the value is removed from the obligation set, and a Complete
message is sent. In case the program gets to its end, to a
fence, or to a local write to this address before all obligations
are satisfied it means FutureRead made a wrong guess and we
should not be able to proceed.
Using the FutureRead component, we can model SPARC’s
RMO. The implementation of this model is similar to that of
PSLO, but in this case we replace the SR[i, j] instances of
SetRead with F R[i, j] instances of FutureRead.
VI. N ON -S TORE -ATOMIC MODELS
In this section we describe specifications of non-storeatomic models in our framework. We start with the more
relaxed model, the non-store-atomic version for RMO, because
this model is simpler to specify in our modular framework than
non-store-atomic TSO.
A. Non-Store-Atomic RMO
The NRMO model is a variation of PowerPC and ARM
memory models. In this non-store atomic version of RMO,
there is no global memory order. Each thread may observe
stores from different threads in a different order, as demonstrated by Test E in Fig. 1, and therefore the NRMO specification does not use one main memory as in the previous
models. Instead, each thread has its own local memory. We do
need to preserve coherence and ensure all writes to the same
address would be observed in a total order, so that Test F in
Fig. 1 would fail. For n processes and m memory locations,
we can achieve this using n × m instances of WriteQueue
we call Coherence Queues. Each coherence queue CQ[i, j]
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Fig. 7: Component diagram of NTSO

Forward

Fig. 6: Component diagram of NRMO
B. Non-Store-Atomic TSO
is responsible for updating the private memory for location
j in thread i. When a thread writes a value to address j,
the same write is sent to all CQ’s CQ[0, j]...CQ[n − 1, j]
simultaneously, and therefore all of the coherence queues for
the same location contains writes in the same order, but each
of them may dispatch writes to the private memory at different
time. As a result, writes to different addresses can be seen by
different processors in different orders, but writes to the same
address are observed in the same total order.
We need to be careful when we connect the Coherence
Queues to the Processors. Connecting the queues to the
processors directly would give us a model which is too strong.
Consider Test G in Fig. 1. Any model that allows reordering
writes, such as PSO (and also in NRMO, which subsumes it),
should allow ordering the writes in T1 and T2 independently.
However, using only coherence queues, ordering X = 1 after
X = 2 forces ordering Y = 2 after Y = 1. In order to
avoid this issue, we need another layer of queues between each
Processor and the Coherence Queues, so that different writes
could be ordered in each processor independently of other
processors. This is done by maintaining the n × n instances
of WriteQueue, denoted W Q[i, j], as in PSO and RMO.
Another subtle issue is forwarding of local writes. The
invariant we need to preserve is that as long as there are
pending writes from P r[i] on the way to the local memory
of the same processor, we should not be able to observe any
value other than the latest such write. In order to support
this, we need to forward from CQ[i, j] the value of any write
from thread i. Finally, we enable reordering reads after later
reads and writes by adding a FutureRead component F R[i, j]
between each private memory and Processor. The connection
between components is shown in Fig. 6.
6

In NTSO, the non-store-atomic version of TSO, every two
threads may observe writes from other different threads to
different addresses in a different order, but program order is
always preserved. This model is similar to the original x86
memory model. Surprisingly, although TSO is one of the
simplest memory modes, its non-store-atomic version is our
most complicated modular specification.
The source of complication is the need to preserve both
program order between writes from the same thread (not
necessarily to the same address), as well as a total coherence
order between write to the same address (not necessarily from
the same thread). In this model, Test E should pass and Test
B must fail. This is done by maintaining two different set
of queues: one keeps writes from a single thread in program
order, and the other keeps writes to the same address from all
threads in a total order. Finally, we need to combine both by
allowing writes only when they are available from both sets
simultaneously. This requires a kind of guarded glue logic that
can be implemented in Promela in the the following way:
:: wqout[i].ch[k]?m1 & cqout[i].ch[j]?m2 ->
m1.val==m2.val; min[k].ch[j];

We need n×n W Q queues, where W Q[i, k] receives writes
from thread i and write to the local memory of thread k.
This way the model can send writes from the same threads
at different times to different models. The connections in this
model are presented in Fig. 7.
VII. T ESTING THE MODELS
We created two different implementations for the specifications discussed in this paper. First, we implemented the models
in Promela, which is a commonly used specification language
with well defined formal semantics [15]. However, we run
into capacity problems while running these models in Spin,
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the model checker that uses Promela. We then developed a
C++ tool that performs exhaustive stateless state exploration
of programs running in these memory models. The C++ tool
is optimized using partial order reduction based on Sleep
sets [14]. Using this tool, we run many litmus tests (such as
those listed in Fig. 1) in order to validate the specifications.
VIII. R ELATED W ORK
Prior research has been done on the formal specification
and verification of memory models [2, 4, 5, 8, 9, 11, 16,
19, 22, 25, 26]. A substantial part of the literature focus
on axiomatic specification of these models [2, 4, 5, 11, 19],
some [9, 25] explore the use of verification techniques based
on the axiomatic specification of memory models, and others [8, 16, 22, 26] have studied the operational specifications
of memory models. Park and Dill [22] describe an operation
model for RMO. This model is based on reordering buffers
that receive read and write instructions in program order
and execute them according to certain reordering rules. They
use Murφ, an explicit state exploration tool, to explore the
model and understand its subtleties. Kawash [16] describes
operational style semantics for SPARC’s TSO and PSO, as
well as for Java consistency model. Boudol and Petri [8]
represent the operational semantics of weak memory models as
a concurrent interleaving operator that features a built-in write
buffer. This operator relaxes the order of write after write and
read after write, similarly to PSO. Yang et al. [26] describes a
framework that combines axiomatic and operational elements
to create an executable model. They use this framework
to implement SC, Coherence, PRAM and the Java memory
models. In contrast to these prior works, in this work we
focus on modular specification of a family of memory models
described as a composition of a small number of components,
each describing a particular aspect of the ordering relaxation.
IX. C ONCLUSION AND F UTURE W ORK
In this paper we have proposed a framework for specifying
memory models in an operational style. We identified five
components that can be used to specify many different memory
models in a “plug and play” style by connecting them in
different ways. These five components are used to capture the
essence of real hardware memory models including SPARC,
x86 and PowerPC.
In future work we plan to expand this work in several
different directions. First, we plan to work on a formal
proof for the equivalence of the operational memory models
presented here to an axiomatic specification of these models.
In addition, we would like to use space exploration tools to
further explore the models and study the differences between
them. Such a tool can be used to automatically generate
programs that demonstrate the difference between two given
memory models. Furthermore, we would like to apply these
models for the verification of concurrent algorithms in the
context of weak memory models.
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A PPENDIX
A. The Processor Component
proctype Proc(byte PR; Prog P; chan in,out)
{
byte pc; Set incomp;
chan observe = [PRLEN] of {DATA}; Msg m; Ins i;
pc = 0;
do
:: in?m;m.type==r ->
observe!m.val; remove(incomp,m.ins);
:: in?m;m.type==c ->
remove(incomp,m.val);
:: empty(in) ->
if
:: P.ins?i; i.type==W; nfind(incomp,i.addr) ->
m.type = W;m.addr=i.addr;m.val=i.val;
m.proc=PR;m.ins=pc;out!m;
:: P.ins?i; i.type==R ->
m.type= R;m.addr=i.addr;m.val=i.val;
m.proc=PR;m.ins=pc;out!m;
insert(incomp,pc);
:: P.ins?i; i.type==F; empty(incomp.ch) ->
m.type= F;m.proc=PR;m.ins=pc;out!m
:: empty(P.ins) & empty(incomp.ch) -> break;
fi;
pc = pc+1;
od
}

B. The SimpleMem Component
proctype SimpleMem(byte ID; chan in,out)
{
byte value; Msg m;
value = 0;
do
:: in?m; m.type==R ->
m.type = r; m.val=value;
out!m;m.type=c out!m;
:: in?m; m.type==W ->
value = m.val; m.type= f; out!m
od
}

C. The WriteQueue Component
proctype WriteQueue(byte P,Addr; chan in,out)
{
chan q = [PRLEN] of {byte,byte,Msg};
Msg m,m1; byte a,p;
do
:: empty(in) -> q?_,_,m; out!m;
:: in?m; m.type == W -> q!m.addr,m.proc,m;
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:: in?m; m.type == R -> if
:: q??[eval(m.addr),eval(m.proc),m1] ->
q??<eval(m.addr),eval(m.proc),m1>;m1.type=r;
out!m1;m1.type=c;out!m1;
:: else -> out!m
fi
:: in?m; m.type== F -> do
:: q?a,p,m -> out!m
:: empty(q) -> break
od
od
}

D. The SetRead Component
proctype SetRead(byte P,Addr; chan in,out)
{
Set s; byte last; last = 0;
insert(s,0);
Msg m;
do
:: in?m; m.type == W ->
insert(s,m.val); out!m;
:: in?m; m.type == F ->
clear(s);insert(s,last);out!m;
:: in?m; m.type == f ->
last = m.val; insert(s,m.val);
:: in?m; m.type == R ->
choose(s,m.val); m.type=r;out!m;
m.type=c; out!m;
od
}

E. The FutureRead Component
proctype FutureRead(byte P,Addr; chan in,out)
{
chan s = [MAXQUEUE] of {byte,byte};
byte last; last = 0;
Msg m; byte i,v;
do
:: in?m; m.type==f -> last=m.val; do
:: s??[eval(m.val),i] ->
s??eval(m.val),i;
m.type= c; m.ins = i;
:: else -> break;
od
:: in?m; m.type==R ->
m.type = r; m.val=last; out!m;
:: in?m; m.type==R ->
random(NVAL,v); s!v,m.ins;
m.type=r; m.val=v; out!m
od
}

